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Zusammenfassung

Im Zeitalter von Video-on-Demand ist die Bereitstellung von Inhalten zu einem festen

Bestandteil des täglichen Lebens geworden. Da sich die Videoqualität verbessert und

die Zahl der Nutzer steigt, macht das Videostreaming den größten Anteil am gesamten

Downstream-Verkehr aus. Content-Delivery-Netze (CDNs) passen sich kontinuierlich

an diese wachsenden Anforderungen an. In dieser Arbeit habe ich gezeigt, wie durch

die Kombination von informationszentrierten (ICN) Prinzipien, Peer-to-Peer (P2P)

Netzwerken und Random Linear Network Coding (RLNC) Systemem die Bereitstellung

von Inhalten optimiert, die Serverlast verringert und die Netzwerkleistung verbessert

werden kann, während gleichzeitig die Herausforderungen der Energieeffizienz und des

Rechenaufwandes bewältigt werden.

Ich untersuchte das Potenzial des InterPlanetary File System (IPFS), ein Protokolls, das

aufgrund seiner verteilten Speichermöglichkeiten und der Möglichkeit, dass Benutzer

als Inhaltsanbieter fungieren und so die Serverlast verringern können, zunehmend an

Bedeutung gewinnt. Um IPFS zu verbessern, habe ich Konzepte des Named Data

Networking (NDN), ein ICN-Protokoll, übernommen. Ich habe einen Gateway-Knoten

implementiert, der Anfragen zwischen den Protokollen übersetzt und die P2P-Speicher-

vorteile von IPFS mit dem inhaltsbasierten Routing von NDN integriert. Diese Ar-

chitektur ermöglicht lokale IPFS-Cluster, sich mit einem NDN-Backbone-Netzwerk zu

verbinden. Das daraus resultierende hybride Netzwerk erreicht vergleichbare Abruf-

zeiten wie eigenständiges IPFS oder NDN und reduziert gleichzeitig die Serverlast er-

heblich. Unter Verwendung eines standardisierten Benennungssystems für beide Pro-

tokolle habe ich ein inhaltsbasiertes netzinternes Caching eingesetzt, das die Download-

zeit erheblich verkürzt.

Außerdem habe ich RLNC in IPFS integriert, um ein verteiltes P2P-Netzwerk zum

Speichern und Abrufen kodierter Daten zu entwickeln. RLNC ändert die Anfrages-

trategie der Nutzer: Nutzer fordern eine Reihe von kodierten Paketen an, anstatt bes-

timmte Pakete von Peers anzufordern. Da jedes kodierte Paket gültig ist, können die

Nutzer die Daten dekodieren, sobald sie eine ausreichende Anzahl von Paketen erhalten

haben. Ich habe die Anfragestrategie von RLNC verbessert, um die Abrufzeit und den
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Zusammenfassung

Netzwerk-Overhead zu minimieren und gleichzeitig die Antwortzeiten der Peers durch

die Verschlüsselung der Pakete im Voraus zu optimieren.

Ich habe die Hardware-Testumgebung, den NET Playground, verbessert und Energiemes-

sungen durchgeführt, um den Einsatz von RLNC zu bewerten. Während RLNC die

Netzwerkeffizienz verbessert, erhöht es die Rechenkomplexität während der Kodierung

und Dekodierung, was zu einem höheren Energieverbrauch für Nutzer und Peers führt.

Diese Ergebnisse sind von entscheidender Bedeutung, da viele Video-streaming-Nutzer

auf mobile Geräte mit begrenzten Energieressourcen angewiesen sind.

Neben der Anwendung von RLNC in Speichernetzwerken habe ich auch seine Wirk-

samkeit in der Transportschicht als Vorwärtsfehlerkorrekturwerkzeug untersucht. Un-

sere theoretische Analyse, unterstützt durch Simulationen, zeigt Szenarien auf, in denen

RLNC optimal funktioniert und in denen es vermieden werden sollte. Außerdem stelle

ich Verbesserungen für RLNC in Multi-Hop-Umgebungen vor, um den Durchsatz und

die Ankunftswahrscheinlichkeit von Paketen zu erhöhen.
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Abstract

In the age of video-on-demand, content delivery has become an integral part of every-

day life. As video quality improves and the number of users increases, video streaming

accounts for the largest share of total downstream traffic. Content Delivery Networks

(CDNs) are continually adapting to these growing demands. In this thesis, I demon-

strated how combining Information-Centric Networking (ICN) principles, peer-to-peer

(P2P) networking, and Random Linear Network Coding (RLNC) can optimize content

delivery systems, reduce server load, and enhance network performance while address-

ing energy efficiency and computational overhead challenges.

I explored the potential of the InterPlanetary File System (IPFS), a protocol gaining

traction due to its distributed storage capabilities and ability to enable users to act

as content providers, thereby reducing server load. To enhance IPFS, I incorporated

concepts from Named Data Networking (NDN), an ICN protocol. I implemented a

gateway node that translates requests between the protocols and integrated IPFS’s

P2P storage benefits with NDN’s content-based routing. This architecture enables

local IPFS clusters that are connected via an NDN backbone network. The resulting

hybrid network achieves comparable data retrieval times to standalone IPFS or NDN

while significantly reducing server load. Using a standardized naming system for both

protocols, I used content-based in-network caching, considerably reducing the download

time.

Furthermore, I integrated RLNC into IPFS to develop a P2P distributed network for

storing and retrieving coded data. RLNC changes the client’s requesting strategy:

clients request a number of coded packets instead of requesting specific packets from

peers. Since each encoded packet is valid, the clients can decode the data as soon as they

have received a sufficient number of packets. I enhanced RLNC’s requesting strategy

to minimize retrieval time and network overhead while optimizing peer response times

through encoding packets in-advance.

I improved the hardware testbed the NET Playground and conducted energy mea-

surements to evaluate RLNC’s trade-offs. While RLNC improves network efficiency, it

increases computational complexity during encoding and decoding, leading to higher
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Abstract

energy consumption for clients and peers. These findings are critical as many video-

streaming consumers rely on mobile devices with limited energy resources.

Beyond RLNC’s application in storage networks, I also examined its effectiveness in the

transport layer as a forward error correction tool. My theoretical analysis, supported by

simulations, identifies scenarios where RLNC performs optimally and where it should

be avoided. Additionally, I propose improvements to RLNC in multi-hop environments

to enhance throughput and packet arrival probability.
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1 Introduction

In today’s digital landscape, a significant portion of internet traffic consists of con-

tent delivered to end users, such as video streaming, large file downloads, and other

media. Sandvine’s global internet phenomena report from March 2024 [1] lists video

content as a primary driver of downstream traffic across both fixed and mobile net-

works, representing a significant portion of daily data consumption per subscriber. On

average, video accounts for 38% of total downstream traffic, translating to an impres-

sive 15.7 GB per subscriber daily. When examined separately, video makes up 39% of

downstream traffic on fixed networks, amounting to 5.7 GB per user daily. On mobile

networks, it comprises 31% of traffic, with subscribers consuming an average of 493

MB daily. Among different types of video traffic, on-demand streaming is particularly

data-intensive, responsible for 54% of total downstream traffic, or 7.9 GB per subscriber

each day.

To meet the growing demand for seamless content delivery, Content Delivery Networks

(CDN) [2] have been widely adopted to enhance the availability and performance of

content distribution systems. CDN uses multiple geographically distributed servers

to store cached versions of content, allowing users to connect to the nearest available

server for quicker access. However, traditional CDN-based architectures face notable

limitations, including a finite number of deployed servers and sharing these servers

between multiple content providers, which can result in bottlenecks and reduced per-

formance. In response to these challenges, Peer to Peer (P2P) models have emerged as

a promising alternative for content delivery [3–6]. P2P systems allow clients to both

provide and consume content, which helps distribute the load more evenly across the

network [7]. This approach is particularly beneficial for video content, which tends to

generate massive traffic due to the high number of simultaneous viewers.

BitTorrent is a widely used distributed protocol that enables efficient file sharing, al-

lowing users to download and upload files simultaneously in a peer-to-peer (P2P) net-

work [8]. Instead of relying on a single server to distribute files, BitTorrent breaks them

into smaller pieces and distributes them across a swarm of peers sharing parts of the

file. This decentralized approach significantly speeds up file distribution, reduces server

1



1 Introduction

Figure 1.1: Application with the highest downstream volume in fixed networks. Number
are adapted from [1]

load, and improves download reliability, especially for large files like movies, software,

and data sets [9]. However, BitTorrent has limitations that restrict its use for long-term

data storage and secure access to files [10]. One major drawback is its reliance on active

seeders to keep files available. When seeders go offline, file availability decreases, and

files can become inaccessible if no one seeds them. Additionally, BitTorrent’s location-

based addressing, which relies on trackers and .torrent files, can pose security risks as

it doesn’t verify the file’s content integrity after downloading.

The Interplanetary File System (IPFS) [11] addresses many of these limitations, mak-

ing it a more robust option for distributed file storage, especially for applications that

require long-term accessibility and data security. Unlike BitTorrent, IPFS uses content-

addressed storage, assigning each file a unique Content Identifier (CID) based on its

cryptographic hash. This ensures that files are retrieved based on their content, guaran-

teeing authenticity and integrity. IPFS also supports data persistence through pinning,

which allows files to remain accessible indefinitely without needing active seeders. Re-

garding security, IPFS’s content-based addressing and cryptographic hashing make it

easy to verify file integrity, reducing the risk of tampered or corrupted files. This secu-

rity measure makes IPFS an attractive option for decentralized applications (dApps)

2



1.1 Research Questions of this Thesis

and blockchain projects, where verifiable, immutable data storage is crucial. While

BitTorrent excels at fast, large-scale file distribution, IPFS offers enhanced data per-

sistence, security, and reliability, positioning it as the preferred protocol for the next

generation of decentralized applications and the Web3 ecosystem.

Given these advantages, IPFS will become the foundation for the future of file stor-

age systems. To further unlock its potential, I aim with this work to explore possible

enhancements of IPFS performance and scalability. First, I will investigate how IPFS

can be combined with Information Centric Networking (ICN) protocols to function as a

robust CDN. This integration seeks to utilize the strengths of both systems, optimizing

content distribution and retrieval across local node clusters. Additionally, I will ex-

amine how integrating Random Linear Network Coding (RLNC) [12] can improve the

efficiency and reliability of content retrieval in IPFS. RLNC can improve multi-source

utilization and reduce storage costs on nodes. Through these efforts, I aim to develop

IPFS as a more robust and versatile platform for distributed file storage and delivery,

supporting the demands of the evolving Web3 ecosystem and beyond.

1.1 Research Questions of this Thesis

This thesis aims to answer the following research questions:

1. RQ1: What will the future CDN look like?

2. RQ2: What are the expected gains from RLNC when used for error correction?

3. RQ3: How can RLNC enhance content delivery?

4. RQ4: If end users become content providers using RLNC, how much additional

energy will they consume?

I intend these research questions to guide the reader through the topics addressed in

this thesis. The suggested research questions aim to understand better what the future

of content delivery will look like. While protocols like IPFS aim to create a persistent

distributed storage network, there is still room for improvement.

3
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RQ1: What will the future CDN look like?

CDN plays a crucial role in ensuring fast and reliable access to digital content, partic-

ularly for the growing demand for video streaming services. With video traffic domi-

nating global internet usage, CDN faces increasing pressure to scale and adapt to meet

performance expectations. Traditional CDN are often constrained by their centralized

architecture, where geographically distributed servers handle vast traffic. This approach

can result in bottlenecks, reduced efficiency, and high operational costs, especially as

demand rises. P2P networks present a complementary solution, enabling users to share

popular content directly with each other. By reducing reliance on centralized servers,

P2P networks can alleviate traffic loads and enhance scalability. However, P2P systems

also face challenges, including the need for efficient coordination, content availability,

and ensuring performance consistency.

I envision that the future of CDN lies in a hybrid model that integrates the strengths of

both CDN and P2P networks. This hybrid system would combine the global reach and

reliability of CDN infrastructure with the decentralized and adaptive characteristics of

P2P networks. The network would include small, local node clusters where nodes can

share content. These local clusters would be interconnected through a robust backbone

network comprising replica servers and intermediate nodes. This backbone would pro-

vide in-network caching and ensure content availability across regions, enabling efficient

retrieval even for less popular or newly added content.

I demonstrate an implementation of this hybrid CDN-P2P in chapter 4 and how it

would improve content retrieval compared to state-of-the-art solutions.

RQ2: What are the expected gains from RLNC when used for error correction?

RLNC is a technique that efficiently transfers data over lossy channels [13]. One of its

advantages over other erasure codes is its straightforward structure because any linear

combination of source parts can serve as a valid coded part. Additionally, recoding is

feasible because any entity with at least two coded parts can create a new coded part

by combining them linearly. This method eliminates the need to collect and decode all

the data beforehand to generate additional redundancy.

Transmission errors become particularly problematic when dealing with large file sizes,

as retransmitting lost or corrupted data can create significant overhead. In such cases,

error correction techniques offer a promising solution by mitigating the need for ex-

tensive retransmissions. Simulations often determine optimal protocol parameters for

systems employing RLNC. While simulation-based approaches provide practical in-

sights, they are time-consuming and may not fully illuminate the theoretical limits of
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such systems. If an analytical understanding of the system is available, it becomes pos-

sible to derive optimal protocol parameters more efficiently and gain deeper insights

into the boundaries of performance achievable with RLNC.

This raises the question: what are the theoretical limits of using RLNC over a lossy

channel? To address this, I focus my analysis on Caterpillar Random Linear Network

Coding (CRLNC), a sliding window protocol that utilizes RLNC without requiring

feedback from the receiver. By exploring the theoretical boundaries of CRLNC, I aim

to understand the potential for error correction in lossy environments, particularly for

applications requiring high efficiency and low latency. My findings can be used in

parallel with my research to improve distributed storage management in IPFS.

RQ3: How can RLNC enhance content delivery?

Resilient distributed storage systems have become a cornerstone of modern data man-

agement, addressing challenges such as fault tolerance and efficient content delivery in

decentralized environments. RLNC has emerged as a powerful technique to enhance

resilience in such systems, especially when combined with forward error correction. By

storing linear combinations of packets rather than original data, RLNC improves data

availability, even in the face of storage node failures or data loss.

Beyond improving resilience, RLNC offers potential storage efficiency gains. Encoding

data into linear combinations reduces the redundancy required to maintain availability,

enabling distributed systems to achieve robust fault tolerance with reduced storage

overhead. However, while its benefits for resilience and storage efficiency are well

understood, less attention has been given to how RLNC can optimize performance

metrics such as download times, time-to-first-byte, and network overhead in distributed

storage systems.

In this work, I aim to explore how RLNC can improve performance in distributed

storage systems, focusing on its role in accelerating data retrieval and reducing latency.

Integrating RLNC into IPFS opened up two key research questions. First, how does the

request strategy change with RLNC? Using RLNC, the client doesn’t request specific

packets but requests a number of linear combinations from the providers. Second,

how can content providers improve their response times? Encoding packets takes time,

which I want to mitigate.

I will answer these questions in section 5.2 and section 5.3. These findings aim to

contribute to developing faster, more efficient decentralized storage solutions for the

growing demands of data-driven applications.

5
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RQ4: If end users become content providers using RLNC, how much additional

energy will they consume?

The Internet has become an integral part of modern life, driving significant growth

in the demand for online services. This increase in digital activity is accompanied by

rising energy consumption across various components of the digital ecosystem [14]. By

2030, digital devices and infrastructures, including smartphones, personal computers,

and data centers, are projected to account for an estimated 21% of global electricity

use [15]. Among these services, video streaming significantly contributes to global

online consumption, requiring substantial energy for content storage and delivery.

IPFS offers a potential solution to reduce the energy burden on centralized servers by

enabling end users to act as both consumers and providers of content. However, this

paradigm shift raises a critical question: how much additional energy is consumed by

individual users when they upload content for others in such networks? By understand-

ing the energy implications of this decentralized approach, I aim to assess its feasibility

as a sustainable alternative to traditional server-centric content delivery systems. I will

answer this question and show how much energy RLNC will cost due to encoding and

decoding processes. In chapter 3, I will show how I measured the energy consump-

tion with my testbed together with some first results. In chapter 4, I present energy

measurement results for IPFS networks and RLNC in section 5.2.

1.2 Publications and Contributions related to this

Thesis

The content of this thesis is based on the following publications by the author:

[P1] P. Schwenteck, S. Zimmermann, C. von Lengerke, C. Scheunert, and F. H.

P. Fitzek, “NET Playground - A Multi-Functional Testbed for Distributed Sys-

tems,” in 2024 IEEE International Black Sea Conference on Communications and

Networking (BlackSeaCom), 2024, pp. 140–145.

[P2] P. Schwenteck, S. Zimmermann, J. Riedmiller, J. Cloud, J. A. Cabrera, and

F. H. P. Fitzek, ”The Gateway between IPFS and NDN - Creating a hybrid

P2P-CDN with ICN” in IEEE Access (under revision)

[P3] P. Schwenteck, S. Zimmermann, C. von Lengerke, J. A. Cabrera, and F. H. P.

Fitzek, “Revisiting MARS: Storing Coded Packets In-advance for IPFS,” in ICC

2024 - IEEE International Conference on Communications, 2024, pp. 4692–4697.
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[P4] S. Zimmermann, P. Schwenteck, C. L. Vielhaus, J. A. Cabrera, and F. H. P.

Fitzek, “COSMIC - Coding for Optimized Sending in Multimedia InterPlanetary

Communication,“ in 2025 International Conference on Information Networking

(ICOIN).

[P5] P. Schwenteck, R. Radeke, and F. H. Fitzek, “Analytical performance investi-

gation of CRLNC in single hop communication,” in European Wireless 2021.

[P6] P. Schwenteck, E. Tasdemir, R. Radeke, and F. H. Fitzek, “Performance analysis

of caterpillar RLNC in Multi-Hop communication,” in IEEE PIMRC 2021.

[P1] forms the basis for chapter 3 and RQ4. chapter 4 is based on [P2] and is aimed to

answer RQ1 and RQ4. The publications [P3] and [P4] form chapter 5, which answers

RQ3 and RQ4. RQ2 is answered by chapter 6, which is based on [P5] and [P6]. A

complete list of the author’s publications and contributions is given in section 7.3.

1.3 Outline of this Thesis

chapter 2 gives background information about technologies and protocols used in this

thesis. In addition, I provide an overview of related work. In chapter 3, I introduce

my testbed, the NET Playground, and show its specifications. I use this testbed for

all of my IPFS measurements. chapter 4 presents my combination of IPFS and the

Named Data Network (NDN) to create a hybrid P2P-CDN with ICN. I show the im-

plementation of the Gateway between IPFS and NDN and show measurements results

regarding download time, server load, and energy consumption. In chapter 5, I show

how RLNC can be used in IPFS to improve the request process of IPFS and reduce

download time. First, in section 5.2, I show how content providers can encode packets

in advance to minimize response time. Afterward, in section 5.3, I present a different

request strategy for IPFS using RLNC to optimize the download process for the client

and reduce overhead. Also, in chapter 6, I analyze how RLNC can be used as a forward

error correction tool in the transport part. I show analytical and simulation results for

single-hop and multi-hop in section 6.2 and section 6.3 respectively. Finally, I conclude

the findings in chapter 7 and give an outlook for future research.
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2 Background and Related Work

2.1 Technologies and Protocols used in this Thesis

This section will cover the basics of the technologies and protocols I use in this thesis. I

use IPFS and an integration of RLNC in IPFS in a large portion of this thesis, so I will

focus on these. In addition, in chapter 4 I use NDN to create the backbone network

for the IPFS clusters, so I will also cover it.

2.1.1 InterPlanetary File System (IPFS)

IPFS is a peer-to-peer protocol and network designed for storing and sharing data

within a distributed file system. In this Section, I will focus on IPFS’s unique features,

such as content addressing and content linking. These features allow for the identi-

fication of each file within a global namespace that connects all computing devices.

Additionally, I will outline the content discovery and retrieval processes in IPFS, which

are crucial for understanding the functionality of the Gateway described in chapter 4.

Content addressing is a method used to identify content based on its contents rather

than its location. IPFS employs CID (or hash) for every piece of content within its

network. Each CID is unique to the specific content it originates from.

When a file is added to IPFS, it is first divided into blocks. The default block size in

IPFS is 256 KB. Larger files are split into multiple blocks, each having its own hash,

while files smaller than this default size remain intact. After splitting, IPFS uses a

hash function to create a content identifier from all the resulting blocks, culminating in

a root block. This root block, identified by its root CID, stores the hashes of its child

blocks.

Like many distributed systems, IPFS leverages a data structure known as Directed

Acyclic Graphs (DAGs), specifically Merkle DAGs. In this structure, each node has a

unique identifier, which is a hash of the node’s contents. A Merkle DAG is constructed

from the hashes of these blocks according to a specific pattern. A notable advantage

of Merkle DAGs and the division of content into blocks is that similar files can share
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2 Background and Related Work

segments of the Merkle DAG, meaning different Merkle DAGs can reference the same

subset of data.

The content delivery in IPFS can be divided into three parts: discovery, routing, and

exchange. To locate which peers are hosting the required content (discovery), IPFS

relies on Distributed Hash Tables (DHTs). While a hash table is a database that

maps keys to values, a distributed hash table distributes this mapping across all peers

in a network. The libp2p project, part of the IPFS ecosystem, provides the DHT

and facilitates peer connections and communication. Once a node identifies where the

required content is stored (or, more precisely, which peers are holding the blocks that

make up the content), it uses the DHT again to pinpoint the current locations of those

peers (routing). To access the content, the node queries the DHT twice using libp2p.

After discovering the requested content and its locations, the node must connect to

those peers to retrieve the content (exchange). To request and exchange blocks between

peers, IPFS utilizes a module called Bitswap (s. Figure 2.1). Bitswap enables nodes to

connect with peers with the desired content, send them a wish list (a list of blocks they

are interested in), and receive the requested blocks in return. When the blocks arrive,

nodes can verify them by hashing their contents to obtain the CIDs and compare these

with the requested CIDs, which also allows for the deduplication of blocks.

In smaller, private IPFS networks, every node can communicate with one another,

eliminating the need for the DHT, and Bitswap is sufficient for content discovery. If a

node wishes to download a file, it sends a want-have request containing the root CID

to all its connected neighbors. The node must know the root CID of the desired file

beforehand. A want-have request is a brief message that includes the requested CID.

When a node receives this request, it searches its memory for the requested CID. The

node responds with a short have message if it finds it. Nodes that reply with have are

then added to the current session.

Next, the sender issues a want-block request to one of its neighbors randomly, which

contains the root CID with the want flag set. The node receiving this request will

return the root block to the sender. If the root block is small enough, it can be sent

together with the response to the want-have request. With the root block received, the

sender can extract information about the associated child blocks and check its memory

for any existing ones. It adds the hashes of the missing blocks to a want-list and sends

individual want-have requests to all neighbors in its session.

Using the content discovery in IPFS, the sender now knows which required child blocks

are stored with which neighbors. The sender then sends want-block requests for the

desired child CIDs to the neighbors that hold those blocks randomly. Requests are
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Figure 2.1: Overview of the discovery and transfer process of Bitswap (Source: Adapted
from [16]).

sent in batches of ten to avoid overwhelming any individual node and nodes are not

queried more than once to reduce overhead. Once the sender receives the necessary

child blocks, the desired file can be reassembled and saved.

2.1.2 Named Data Networking (NDN)

NDN [17] framework is designed to change the existing structure of the internet. As

shown in Figure 2.2, the current internet primarily relies on the Internet Protocol (IP)

protocol. For instance, when a user downloads a video, a Domain Name System (DNS)

server first looks up the IP address of the node that stores the original data. It then

provides the IP address to the user, who uses it to locate the server and download the

desired content. This method ties content discovery to specific locations.

In contrast, NDN operates on the principles of ICN, shifting the focus from location-

based content discovery to name-based content retrieval. This allows users to send

requests directly to the network using the name of the desired content. The network

nodes then determine how to route the request based on this content name. If the

request reaches a node that stores the requested content, the node can respond directly

with the data. This means that the specific location from which a user retrieves content
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Figure 2.2: Internet and NDN hourglass architectures (Source: Adapted from [18]).

can vary without affecting the user experience. If the user successfully downloads the

content and adheres to necessary security standards within the required timeframe,

they will not notice any difference.

This approach has several advantages. A DNS server is no longer necessary, allowing

content to be located even if IP addresses change or if the DNS server fails. Additionally,

central storage points for content are less burdened since not all users need to access

the same server simultaneously. Users can also retrieve content from caches where it is

currently stored. All communication related to content discovery within the network is

based on the unique name of the content rather than the location’s IP address. Most

other communication can continue to rely on existing protocols, such as IP. Therefore,

NDN is well-suited for integration into existing networks.

The NDN framework encompasses numerous functionalities, but I will focus on the

essential aspects necessary to understand the functionality of the Gateway network

in chapter 4. At the core of NDN is the Named Data Networking Forwarding Dae-

mon (NFD) [19], which includes its tables and interfaces, known as faces. These faces

describe the interfaces to reachable nodes, including direct Ethernet connections and

virtual connections via protocols such as User Datagram Protocol (UDP) or Transmi-

sion Control Protocol (TCP). This functionality enables communication between two

nodes that utilize NDN but are connected through multiple hops that do not employ

NDN. For example, the nodes can establish a TCP tunnel to facilitate communication

using known protocols. However, the faces must either be predefined by the network

operator, establishing the NDN network’s structure or utilize an automatic prefix prop-

agation method [20].
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2.1.2.1 NDN Interest

In NDN, a content request is referred to as an Interest. An Interest packet includes a

content name and a nonce, a randomly generated 4-octet byte string. The combination

of the name and nonce uniquely identifies each Interest packet, helping to detect any

looping Interests. NDN employs hierarchical naming for content identification, akin

to how Uniform Resource Locators (URLs) function. For instance, a content name

could be structured as /example/website/video.mp4. These names are typically human-

readable and organized, facilitating easier understanding and management of content.

Also, names may include cryptographic elements, enabling data authentication and

integrity checks to ensure the data can be trusted, regardless of its source.

Optional elements known as selectors can further fine-tune the data to match the In-

terest. Selectors help identify and retrieve the data that best fits application needs.

One noteworthy selector is the InterestLifetime. This selector specifies the approxi-

mate duration in milliseconds for which the Interest remains valid before it expires.

The timeout begins when the Interest arrives at the current node. When forwarding

Interests, nodes can decrease the lifetime to account for the time spent at the node,

although this is not mandatory. Another essential selector is setMustBeFresh, which

can be either true or false. When set to false, the Interest may be fulfilled by any node

that has stored the corresponding data packet, regardless of whether it is the original

content provider. This feature can significantly reduce discovery time and network load

for content that does not change frequently. I use these selectors in the my Gateway

network in chapter 4.

2.1.2.2 NDN Data Packet

The response to an Interest is known as a data packet, which is structured as follows:

the data packet consists of binary data, the name, additional metadata (MetaInfo),

and a digital signature covering these three components. The name is placed first, as

all processing of NDN packets initiates with the name. The MetaInfo includes elements

such as ContentType, FreshnessPeriod, and FinalBlockId.

The optional FreshnessPeriod indicates how long a node should wait after receiving the

data before marking it as stale. This value is specified in milliseconds. Although data

remains valid even after the expiration of the FreshnessPeriod, its expiration suggests

that more recent data may have been produced. Each content store associates every

piece of data with a staleness bit. If the data has a FreshnessPeriod set, it will be

considered fresh initially.
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Users can send Interests with setMustBeFresh activated, meaning that if a node holds

stale data, it will not respond with that stale content. Instead, the request will be

forwarded to the original data provider to obtain fresh content. The optional Final-

BlockId indicates the identifier of the final block in a sequence of fragments. It should

be included in the final block itself but may also be present in earlier fragments to

inform consumers about the end of the sequence.

2.1.2.3 NDN Tables

Each node’s tables dictate how it handles Interest and Data Packets. I primarily focus

on three critical tables: the Content Store (CS), the Pending Interest Table (PIT),

and the Forward Information Base (FIB). The CS is where incoming Data Packets are

stored, allowing the node to cache data. When a node receives an Interest, it first

checks its content store to see if it already possesses the requested data. If it does,

the request can be addressed immediately without further processing. However, if the

Interest requests fresh content and the FreshnessPeriod of the stored data has expired,

the node will forward the Interest rather than respond with its stored content.

The second table is the PIT. If the CS cannot resolve an Interest, the node records

the Interest’s name and the interface (or face) from which the request originated. This

allows the node to remember the need to respond to the request and the appropriate

return path for the answer.

The FIB holds pairs of content names and interfaces, similar to the PIT. Entries in

the FIB guide the node on which interface to use for forwarding an Interest based on

the content name. The network operator must configure the FIB so that requests can

reach the node storing the data. This setup enables operators to manage request routes

flexibly and effectively, allowing for multiple paths to different nodes and optimizing

the use of various content providers. I will utilize the FIB in my Gateway network to

configure the NDN backbone network in chapter 4.

2.1.3 Random Linear Network Coding (RLNC)

Network Coding (NC) [21] is a paradigm introduced to improve data transmission

efficiency, reliability, and scalability in communication networks. Unlike traditional

routing methods where intermediate nodes forward packets as they are, NC allows

nodes to encode incoming data packets into new combinations before transmitting

them. This innovation leverages algebraic principles to achieve robustness and efficient

use of network resources.
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RLNC is a specific form of NC that utilizes random linear combinations of data packets

for encoding [22]. It streamlines implementation, simplifies encoding and decoding

operations, and offers several practical benefits over traditional error correction and

redundancy techniques. At its core, RLNC relies on linear algebra principles. Consider

a source node with n original packets p1, p2, ..., pn; each represented as a vector over a

finite field GF (q), where q is the size of the field. The source node can generate coded

packets ci by forming random linear combinations of the original packets:

ci =
n∑

j=1

gijpj, gij ∈ GF (q), (2.1)

where gij are randomly selected coefficients from the finite field GF (q). The coeffi-

cients are included as a header for each coded packet so the receiver can decode the

packets. Operations in RLNC are performed over GF (q). The choice of the field size q

impacts both the computational complexity and the probability of successful decoding.

Larger fields (e.g., GF (256)) offer higher decoding success rates at the cost of increased

computational overhead, while smaller fields (e.g., GF (2)) reduce complexity but may

require more redundancy. RLNC is highly effective in lossy networks. Since each coded

packet is a linear combination of all original packets, losing individual packets does not

prevent recovery as long as the receiver collects enough independent packets.

In RLNC, the encoding process is decentralized, meaning intermediate nodes can re-

combine received coded packets to generate new ones. This feature, known as recoding,

eliminates the need for all nodes to store or operate on the original data. For example,

an intermediate node receiving packets c1 and c2 can generate a new coded packet

c3 = αc1 + βc2, where α, β ∈ GF (q). The recoding capability of RLNC makes it well-

suited for large-scale networks. Intermediate nodes can dynamically adapt the number

of coded packets transmitted based on network conditions. By storing linear combi-

nations of data rather than duplicates, distributed systems can maintain high levels

of data availability with significantly less storage, making it an efficient solution for

large-scale storage architectures.

Decoding at the receiver involves solving a system of linear equations. The receiver col-

lects a sufficient number of linearly independent coded packets (at least n, the number

of original packets). It uses Gaussian elimination or other matrix-solving techniques to

recover the original data.
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2.1.4 Multi Access Recoding System (MARS)

The Multi Access Recoding System (MARS) [23] is a protocol designed to enhance

the performance of IPFS by incorporating RLNC. MARS addresses the inefficiencies of

traditional CDN and P2P file-sharing systems by reducing server load and download

times, making it particularly suited for scalable and efficient content distribution.

In traditional IPFS, data is organized as a Merkle Directed Acyclic Graph (DAG),

where a hash identifies each file or data block. To retrieve data, a client must request

specific blocks, which can lead to inefficiencies, mainly if those blocks are unavailable or

distributed unevenly across nodes. MARS mitigates this by leveraging RLNC, which

encodes data into linear combinations of packets. These coded packets are universally

useful, meaning any subset of sufficient size can reconstruct the original data. This

eliminates the need for clients to request specific blocks, streamlining the retrieval

process and reducing the burden on individual servers.

In MARS, data packets are supplemented with coding coefficients and metadata, which

are stored and transmitted alongside the payload. This design enables nodes to generate

new coded packets dynamically and forward them to peers. Instead of a client needing

to locate and download specific blocks, MARS allows clients to request a certain number

of coded blocks using a single root hash. These requests are distributed across multiple

nodes, further alleviating server load.

MARS modifies the IPFS exchange protocol bitswap to accommodate these features.

Changes include extending the request messages to specify the coding format and the

number of blocks required. Nodes respond by creating recoded blocks from their stored

data, which are then transmitted to the requesting client. Compared with the content

sharing process in IPFS (s. Figure 2.3), I see that sharing the root blocks does not

change because the client still needs the information about the child blocks uncoded.

However, in IPFS, the client will ask in the form of want-haves and want-blocks to

receive data blocks. In MARS, the client can directly ask for a number of blocks from

the peers and skip the want-have messages, saving time. The client collects these

blocks until it has enough to decode the original file, completing the download. It can

progressively partially decode received blocks on the fly instead of waiting to receive

all requested packets. However, the RLNC decoding process at the client also requires

more time and energy than receiving a file with IPFS. Thus, the cost associated with

obtaining the benefits of RLNC coding is additional computation time spent by both

the peers and the client, increasing transmission delay.
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Figure 2.3: Difference between IPFS and MARS content sharing.

2.2 Related Measurement Studies and Testbeds

2.2.1 Related Testbeds for Distributed Networks

As I will introduce the testbed the NET Playground in chapter 3, I will list related

testbeds in the following. I am particularly interested in large, heterogeneous testbeds

that can evaluate application-level protocols and measure energy consumption during

experiments. An overview of existing static and mobile wireless sensor network testbeds

can be found in [24].

One of the most comprehensive testbeds available is the FIT IoT-LAB testbed [25],

which is a large-scale experimental platform featuring over 2,700 low-power wireless

devices. Its built-in hardware monitor allows for precise power consumption measure-

ments. However, because this testbed utilizes custom-built hardware, the integrated

boards are unique and cannot be compared to readily available devices. As a result,

researchers not affiliated with the FIT IoT-LAB consortium cannot purchase multiple

identical boards for their local development needs. In contrast, the NET Playground

testbed employs off-the-shelf components.
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Like the NET Playground, the OpenTestBed [26] uses off-the-shelf components such as

Raspberry Pi single-board computers. OpenTestBed offers a cost-effective and easily

deployable solution for constructing testbeds for IoT applications. Its minimalistic ap-

proach facilitates efficient firmware development and testing at scale. Each component

of the testbed, known as a TestBox, connects to an MQTT broker over Wi-Fi, eliminat-

ing the need for dedicated wiring or a complex back-end system. However, the authors

do not explicitly mention the potential network topologies or whether OpenTestBed

includes features for measuring energy consumption. On the other hand, my testbed

measures each device’s energy consumption individually.

The MoteLab testbed [27] is explicitly designed for wireless sensor networks. It provides

a platform for evaluating and testing various protocols, algorithms, and applications,

all while measuring energy consumption in a realistic WSN environment. The testbed

comprises wireless sensor network nodes and interface boards, including Ethernet inter-

face boards. MoteLab offers a comprehensive infrastructure for managing and control-

ling experiments, enabling researchers to remotely program the sensor nodes, collect

sensor data, and monitor network performance through a web interface. However, this

testbed primarily focuses on sensor network use cases. The NET Playground allows us

to test a broader range of network protocols and applications.

2.2.2 Related IPFS Studies

In the following, I present a list of related measurements in IPFS. [28] conducted a

passive measurement study of the IPFS network, revealing a high connection churn

rate primarily due to the network’s connection trimming mechanism rather than nodes

frequently joining or leaving. In [29], the authors compared the writing and reading

speeds of IPFS networks with the File Transfer Protocol (FTP), providing insights into

performance differences between decentralized and traditional data transfer methods.

In [30], the authors examined the data persistence mechanisms in IPFS, highlighting

limitations related to privacy and suggesting improvements to enhance data persis-

tence. The authors in [31] performed a large-scale, multi-modal measurement study of

the IPFS network, analyzing its topology, traffic, content providers, and entry points

from the traditional Internet. Their findings indicate significant centralization within

the IPFS network, with a substantial proportion of nodes hosted in cloud environments.

This centralization challenges IPFS’s core design goals, such as censorship resistance,

robustness, and openness. [32] explored how IPFS can reduce the energy required for

data transfer by storing data across multiple peers, enabling access from the nearest

source. The authors in [33] developed a passive monitoring methodology to analyze
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IPFS’s data requests by exploiting its broadcasting features. The study demonstrates

potential vulnerabilities, including privacy risks, by showing how data request mon-

itoring can be used to identify individual user activities, such as what content they

accessed. They also discuss privacy risks inherent in the IPFS design, including the

ability to track node requests or infer past user interests. They propose countermea-

sures, such as encrypted content identifiers and changes to connection management,

but also acknowledge trade-offs with performance and censorship resistance. In [34],

the authors comprehensively analyze IPFS from a client-side perspective. They set up

a geographically distributed testbed using Amazon EC2 and conducted extensive ex-

periments to evaluate IPFS’s I/O performance under various conditions. Key findings

include the sensitivity of I/O latency to request size, user behavior, and geographical

distribution of nodes. Small requests tend to suffer from high-resolution latencies, while

large requests are impacted by inefficient data transmission due to block-based object

division.

The request strategy in IPFS has seen multiple refinements over the years [35]. How-

ever, limited research exists to enhance the request strategy within IPFS. To address

this gap, researchers draw inspiration from request strategy optimizations developed

for BitTorrent [36], given the similarities in their request mechanisms. For instance,

the authors in [9] conducted a survey of performance studies on BitTorrent, identifying

strategies to improve efficiency. One such mechanism involves selecting nodes based

on proximity, which can significantly reduce transmission time and enhance network

utilization. Similarly, the authors in [37] and [38] propose advanced schemes for con-

structing intelligent overlay networks by prioritizing connections to nearby nodes within

the underlying network. These proximity-based strategies employ synthetic network co-

ordinates and probabilistic flooding algorithms to optimize topology construction and

maintenance. Overall, the findings demonstrate that leveraging location proximity im-

proves transmission efficiency and maximizes network utilization in homogeneous and

heterogeneous environments. These insights provide a valuable foundation for exploring

request strategy improvements in IPFS.

2.2.3 ICN Integration in CDN and P2P

Because I present a hybrid P2P-CDN with ICN in chapter 4, I will show related work

in this field of studies in the following. In [39], the authors present a method for

P2P video streaming in cellular environments using ICN. The authors of [40] designed

a content-centric network layer based on NDN specifically for the P2P application,
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BitTorrent. Other studies that have utilized NDN to enhance BitTorrent capabilities

include [41–44].

Additionally, the integration of NDN in CDNs has been explored in [45–49]. The

findings from these studies suggest that NDN offers significant benefits in reducing

origin load and enhancing failure resilience due to its decentralized caching and adaptive

forwarding capabilities. However, it still needs to catch up compared to traditional

CDNs in QoE metrics such as video quality and startup delay. This limitation is

largely attributed to NDN’s reliance on optimized hardware and the maturity of its

software.

The authors in [50] propose enhancing IPFS with NDN to improve scalability and de-

livery quality. They introduce several load-aware forwarding strategies that adaptively

distribute traffic among peers with limited bandwidth resources, achieving CDN-like

performance in a decentralized system. Their results demonstrate that ICN-enhanced

IPFS can outperform traditional IPFS regarding latency and network overhead, making

it a compelling alternative for decentralized content delivery.

In their paper, the authors [51] present an ICN-based high-availability architecture

for IPFS that addresses the limitations of the original system, particularly concern-

ing resolution efficiency and duplicate data delivery, which can adversely affect system

availability. They propose an enhanced node design and an algorithm for selecting

high-impact nodes to optimize data delivery and reduce network overhead. This ar-

chitecture leverages ICN’s caching and name resolution capabilities to improve IPFS’s

performance.

In [52], the authors propose a blockchain-based private file storage and sharing method

that utilizes NDN and IPFS, ensuring the secure and efficient handling of intellectual

property files. Existing centralized storage solutions pose risks like tampering, intellec-

tual property theft, and inconsistent management standards. This work employs NDN

to enhance security through data content signatures and encryption, thereby separat-

ing file security from transmission processes, while IPFS provides decentralized storage.

By incorporating blockchain technology, the proposed model guarantees transparency,

traceability, and security in file transactions by leveraging consensus among participat-

ing nodes to store file ownership and hash values. Performance evaluations indicate

improved latency, reduced packet loss, and enhanced throughput efficiency compared to

traditional P2P blockchain networks. Additional research on using NDN in blockchain

networks includes [53–59].

In [60], the authors suggest enhancing IPFS’s performance by integrating NDN to re-

place the default Kademlia-based search mechanism [61]. This approach takes advan-
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tage of NDN’s packet forwarding and caching capabilities to reduce content retrieval

latency in IPFS. Testing conducted within a private network demonstrated that in-

tegrating NDN significantly improves the execution time of IPFS’s PUT and GET

operations, highlighting the potential for increased efficiency in distributed file systems

through content-centric networking approaches.

2.2.4 Studies using RLNC in Distributed Networks

Researchers often use replicated uncoded information to enhance network redundancy,

as demonstrated in studies such as [62] and [63]. Standard distributed file systems,

like the Google File System [64] and the Hadoop Distributed File System [65], rely

on replication to improve data resilience and distribution efficiency. However, this

method consumes significant storage space. To reduce storage costs, Reed-Solomon

codes have been implemented, as noted in [66], and this approach is also employed by

Facebook [67]. Additionally, Linux RAID systems utilize Reed-Solomon codes, enabling

them to tolerate the failure of two hard drives [68, 69].

Erasure codes offer another effective strategy for mitigating the impact of node failures

and protecting data [70]. Among these, RLNC possesses distinct advantages due to its

straightforward code structure: every linear combination of source packets counts as a

valid code word. A key benefit of RLNC is recoding capability; any entity with at least

two coded packets can generate a new coded packet by combining them linearly, which

removes the need to gather and decode all data initially to add more redundancy. An

implementation of a network coding-based distributed file system is discussed in [71],

showcasing the performance of RLNC in terms of throughput and storage costs. Fur-

thermore, [72] suggests a network coding-based data storage solution to minimize data

retrieval time while maintaining high resilience.

The authors in [73] discuss various classifications and types of RLNC and provide illus-

trative examples of its application in diverse scenarios, including multicast networks,

delay-tolerant networks, and vehicular ad hoc networks. They highlight how network

coding can overcome traditional routing limitations, achieve better throughput, and

enhance reliability in dynamic environments. Moreover, the paper explores network

coding in physical and Media Access Control (MAC) layers, transport protocols, and

application-specific contexts like multimedia streaming and distributed storage. In [22],

the authors introduce a distributed approach to RLNC for multicast networks. They

derive theoretical bounds, including those on the required finite field size for centralized

coding, and illustrate how redundancy in network capacity improves robustness and

the probability of successful transmission.
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As a forward error correction tool, RLNC has been utilized to compensate for errors

over communication channels. The resilience to packet loss makes RLNC particularly

effective in environments with high network unreliability, such as wireless networks or

distributed systems with frequent node failures [74–80]. For instance, the Adaptive

Causal Random Linear Network Coding (AC-RLNC) algorithm [81] adapts to channel

conditions by estimating erasure patterns through feedback acknowledgments and ad-

justing retransmission rates accordingly. This method achieves the desired delay and

throughput, enabling transmission with zero error probability. Also, the CRLNC pro-

tocol [82] operates without requiring confirmation of data reception, which significantly

increases transmission speed. I investigate CRLNC in chapter 6.
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This chapter presents the hardware testbed, the NET Playground, used to gather my

measurement data. I focus on the hardware components and orchestration of the nodes

and show some first measurement results.

The content of this chapter has been published by the author at the IEEE Inter-

national Black Sea Conference on Communications and Networking (BlackSeaCom),

pp. 140-145, Tbilisi, Georgia, 2024 [P1]. Some sentences of this chapter are directly

quoted from the authors’s publications, marked with ”cf.” at the end of the sentence

or paragraph.

3.1 Motivation for this Chapter

Protocols are critical in enabling connectivity between nodes and users within a net-

work. Evaluating these protocols, particularly regarding computational overhead and

security, is essential to validate their functionality and effectiveness. Various methods,

including simulations, emulations, testbeds, and field tests in operational networks,

are used for protocol testing. Simulations are a straightforward and widely adopted

approach for protocol evaluation. However, their results are inherently limited by the

simplifications required to model real-world networks within a simulated environment.

Emulations, which mimic real networks within virtualized setups, provide a closer ap-

proximation to actual networks but still fall short in capturing certain critical real-world

factors. For example, power consumption measurements are more accurate in physical

networks. While energy consumption models, such as those for single-board comput-

ers like the Raspberry Pi [83], offer valuable insights, they cannot fully replicate real

hardware behavior, resulting in a margin of error.

While ideal for assessing protocol performance in real-world conditions, field tests are

often impractical. Operational networks typically prioritize serving customers, making

running parallel or exclusive tests costly and disruptive. Consequently, testbeds emerge

as the most viable alternative for testing protocols in realistic settings. A testbed

provides a controlled, scientific environment where experiments can be conducted using
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Figure 3.1: One module of the NET Playground consisting of 16 Odroids connected to a
switch and one control Odroid with a display at the bottom of the module.
Adapted from [P1, cf. Figure 1]

actual hardware, subject to the physical influences of the real world. Unlike simulations,

testbeds eliminate many modeling limitations, offering a more accurate and reliable

means of evaluating protocol performance in near-real-world conditions.

3.2 Requirements for the Testbed

I have evolved the purpose-built testbed Highly Adaptive Energy-Efficient Comput-

ing (HAEC) Playground [84] from previous work to the NET Playground (as depicted

in Figure 3.1). With the NET Playground, I measured the energy consumption of

IPFS [85] in a distributed peer-to-peer caching scenario. IPFS is an application-level

protocol used for file sharing, asset storage, storage optimizer, decentralizing data,

building decentralized applications, or implementing a blockchain, to name some use

cases. I am primarily focusing on energy-efficient data distribution. However, re-

lated work that looks into energy-efficient content delivery gets its results from simula-

tions [86]. With the testbed, I can measure the energy consumption of the individual’s

nodes to see where the energy is consumed. (cf. [P1])

While we were building of the NET Playground, we set the following requirements for

the system: i) it must be capable of being automated; ii) it must be multi-functional

to work for more than one specific task; iii) it must be able to measure its energy
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Switch 1

Module 1

A
Sensor

Module 3

Module 8

A
Sensor

A
Sensor

Odroid 1 Odroid 2 Odroid 16

Control
Odroid

Power
Supply

Relay

Power Cable

Data Link

Module 2

Figure 3.2: Schematic overview of one module of the NET Playground. Power cables are
shown in green and data links in blue. Modules 2 to 8 are built identically and
can be stacked. Detailed descriptions of the components are listed in Table 3.1.
Adapted from [P1, cf. Figure 2]

consumption; iv) it must be easy to operate by including simple scripting languages

like Python and Ansible; and v) it must be built compact, so I can move the testbed

to conferences to show others its functionalities. Additionally, I provide all information

on how we built and configured the testbed in an open-source repository so that others

can use it to, e.g., rebuild the testbed or modify it according to their requirements.

In [87], I give an overview of the repository’s content and provide the link to GitLab.

(cf. [P1])

3.3 Hardware Components of the Testbed

This section discusses the hardware components that make up the NET Playground. I

give a schematic overview of the identical modules in Figure 3.2 to show the connections

between all components. Each module is structured identically and can be stacked to

create a more extensive network. (cf. [P1])

3.3.1 Computing Subsystem

One of the main goals of NET Playground is to be heterogeneous, meaning each device

can perform an individual task. For this, I need a large number of independent devices.
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Component Installed Device

Single
Board

odroid XU-4

CPU Samsung Exynos5 Octa ARM Cortex™-A15 Quad 2Ghz and Cortex™-A7
Quad 1.3GHz CPUs

RAM 2GB LPDDR3 at 933MHz - 14.9GB/s memory bandwidth

Storage
Unit

32GB eMMC 5.0 module

Switch TP-Link T3700G-28TQ

Power Sup-
ply

SNT-RSP-750-5 5V/100A

Energy
Sensor

INA231 from Texas Instruments

Relay Songle ISO9002 10A

Table 3.1: Overview of the components of the NET Playground. Adapted from [P1, cf.
Table 1]

The testbed consists of 128 machines. I decided to use the single board computer odroid

XU-4 as devices since it has a Gigabit Ethernet port, allowing for fast communication

between devices. The detailed XU-4 specification and the name of all other install

components in the NET Playground can be found in Table 3.1. (cf. [P1])

A compact aluminum rack serves as the testbed’s physical framework. I assembled 32

odroids into a box to transport the testbed and equipped them with carrying handles.

Each of the four boxes contains two modules with 16 odroids each. One module is

shown in Figure 3.1, while the second module of this box is located on the back side

and is built identically. As seen in the figure, in the lower half of the module, there is

a panel including a screen and USB ports. Behind it, there is another odroid, which

I call the control-odroid. It is connected to an external hard disk for larger memory

and a video card associated with the front panel screen. Additionally, I can connect

peripheral devices via USB ports to interact with the control-odroid. Each module can

act independently. It is possible to activate only parts of the testbed if necessary and

thus reduce the energy consumption. Also, the modular approach allows for arbitrary

network extension using identically built modules. (cf. [P1])
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3.3.2 Networking Subsystem

The 16 odroids and the additional control odroid are all connected to a TP-link T3700G-

28TQ switch, forming a star topology, which is a cheap and versatile topology. The

switch integrates numerous Layer 3 routing protocols, such as RIP and OSPF, for a

fault-tolerant and scalable network. The 10 Gigabit SFP slots enable physical stacking

of the switches. True physical stacking technology supports up to eight units and

320Gbps backplane bandwidth for high scalability. This allows me to connect all eight

modules through a chain or circle topology, thus, connecting all 128 odroids. The 10

Gigabit Ethernet uplink of the TP-links resolves data congestion in bandwidth-intensive

applications and allows fast packet delivery. The network can be quickly modified for

different use cases by exporting and importing different configurations. In addition,

the switch provides additional Gigabit RJ45 ports for external hardware. (cf. [P1])

The task of the control-odroid is to handle the other 16 odroids from its module, which

also means controlling the power supply. On the control-odroid is an XU-4 shifter

shield installed, which increases the standard 1.8V output voltage of the GPIO pins

to 3.3V or 5V. The increased output voltage is used for the four relay boards in the

middle of the module. These manage the connection of the 16 odroids with the power

supply, which is installed behind the control-odroid. Thereby, I can control which

odroids should be switched on and which should not. Another use of the relay is to

turn on the devices one after the other. Connecting all 16 odroids at once could lead

to voltage peaks and damage to the power supply. If required, the control-odroid can

also be used as part of the network and thus for experiments. (cf. [P1])

3.3.3 Power Supply Subsystem

All devices of each individual module are powered by one SNT RSP-750-5 switching

power supply 5V/100A. I use the power management integrated circuit INA231 from

Texas Instruments for energy measurements. The INA231 was an integrated part of

the previous model XU-3. However, the sensor is no longer integrated into the XU-4.

That is why we designed a module, integrated the INA 231 chip on it, and connected

the module to the 12-pin header of each odroid. Via the serial interface of the INA231,

it is possible to read out the current inflow of the odroids. Additionally, I connected

an Arduino board with a neopixel LED to the 30-pin GPIO expansion header. I can

use the LEDs for an optical output of interesting live values like memory or Central

Processing Unit (CPU) usage. In summary, a module consists of a power supply, a

switch, a front panel with display and USB connectors, four relay boards, 16 odroids
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plus one control-odroid with a shifter board and a video card, and all necessary cabling.

(cf. [P1])

3.4 Orchestration of the Testbed

Since I perform measurements on different topologies and network configurations with

the NET Playground, I need flexible and effective orchestration of the nodes. I use

the open-source automation tool Ansible [88] that offers software distribution, ad-hoc

command execution, and configuration management. Ansible controls the management

of the network nodes via Secure Shell (SSH) and so does not require any additional

software to manage the system. (cf. [P1])

To control all nodes, I use a combination of an inventory file and multiple ansible-

playbooks. In the inventory, I assign the nodes’ addresses to one or more self-defined

groups. The ansible-playbooks then use the groups to define which nodes to run tasks

on. A group consists of a [name] and an IP address range. In my case, I have a

group called [odroids-testgroup] that consists of devices with IP addresses ranging from

192.168.1.1 to 192.168.1.16. In addition to the address range, I can define the SSH

password that Ansible should use when connecting to the device, which is, in my case,

odroid. (cf. [P1])

# The inventory f i l e f o r the NET PLayground

[ odro ids−t e s tg roup ]

1 9 2 . 1 6 8 . 1 . [ 1 : 1 6 ] a n s i b l e s s h p a s s=odro id

[ odro ids−testgroup−consumer ]

1 9 2 . 1 6 8 . 1 . 1 a n s i b l e s s h p a s s=odro id

[ odro ids−c on t r o l ]

1 9 2 . 1 6 8 . [ 1 : 8 ] . 4 2 a n s i b l e s s h p a s s=odro id

I can quickly and easily assign other nodes to the groups and thus change the network

structure according to the requirements of an experiment. At the same time, I can as-

sign connection information SSH username/password, device user, and admin password

to the groups, allowing me to execute the tasks more quickly. (cf. [P1])

Ansible-playbooks give a set of instructions for the nodes, which the nodes should

execute. Each playbook follows a similar structure: first, I define the group from the

inventory I want to use. Then I define the tasks for the nodes. I use many pre-

built functions for simple tasks like copying files, installing packages, and changing
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configuration files. I use loops and if-conditions to iterate over certain items to execute

more complex tasks and shell commands inside ansible-playbooks for functions that

are not pre-built. Due to the simple syntax of the ansible-playbooks, built on the

human-readable language YAML, I can create easily understandable playbooks. The

flexible inventory allows me to easily reassign tasks to a different group of nodes. I

divide the ansible-playbooks into two categories—one for general purposes and one for

specific use cases. The two ansible-playbooks for general purpose are odroids power

and ipfs init. Generally usable ansible-playbook. The ansible-playbook odroids power

copies the gpio.sh, script to all control-droids and runs the script on them. The host

group odroid-control is defined in the inventory file. The sh-script defines gpio pins

for the shifter board connected to the relays. Periodically all pins are activated, which

switches the relays and powers the individual odroids. The control-odroid must not

switch all nodes simultaneously, as that would lead to voltage spikes in the power supply

and damage it. In the following, I show the code for the playbook, which includes the

host group odroids-control defined in the inventory, the option become for executing

the tasks on a sudo level, and the two tasks. It is also possible to define variables like

power that can be defined when executing the ansible-playbook. (cf. [P1])

# This playbook turns on a l l odro ids

− hos t s : odro ids−c on t r o l

become : yes

ta sk s :

− name : copy swr f i l e to remote host

copy :

s r c : . / gpio . sh

dest : /home/ odro id /

− name : switch odro ids {{ power }}

s h e l l :

| bash /home/ odro id / gpio . sh {{ power }}

The ansible-playbook ipfs init installs and configures IPFS on the defined host group.

For the script to work, I first need to build IPFS on the destination device and copy

the built version of IPFS into the directory of the ansible-playbook. The playbook

then copies the build version to all device and initiate it. Additionally, it created an

IPFS service file, so it starts when the device is booted. Logs from the IPFS service are

stored in /var/ on the device. The service file is included in the directory. (cf. [P1])

With the combination of the inventory and multiple ansible-playbooks I can perform

measurements on different topologies and with different parameters. While Ansible
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Figure 3.3: System model consisting of one consumer node and up to 15 available provider
peers, uplink speed 10Mbps, uplink delay 5ms.

can run commands on an unlimited number of devices, the maximum number I can

access simultaneously depends on the CPU and memory of the host. Depending on the

use case, I either address all 128 nodes simultaneously or use Ansible on each of the

eight control-odroids to handle their respective 16 associated nodes separately. Doing

so allows me to perform measurements in parallel on each module to get more results

in less time. (cf. [P1])

3.5 First Measurement Results from the Testbed

Energy measurements are vital to understanding the sustainability of modern commu-

nication systems. Testbeds are the best tool to characterize energy consumption fully.

To demonstrate the capabilities of the testbed, in this section, I present a testcase of

energy measurement in a IPFS peer-to-peer network. The testcase represents a home

entertainment use case and shows the trade-off between download time and network

energy consumption. (cf. [P1])

Using the overlay structure of IPFS, I created a peer-to-peer network with one consumer

node and up to 15 provider nodes. All nodes are directly connected to the switch and

can therefore communicate with each other (as shown in Figure 3.3). With the traffic

control tool, I defined the upload delay of each odroid to 5ms and the upload speed to

10Mbps. I present the results for IPFS and MARS for a file size of 100MB. Conducting

tests on other file sizes showed very similar results. I distributed the content to all

nodes in a setup phase and added it to the IPFS storage system so that each node can

respond to a request for the 100MB test data with IPFS data chunks. The consumer
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Figure 3.4: Download time in IPFS and MARS for 100MB depending on the number of
available nodes, uplink speed 10Mbps, uplink delay 5ms. Adapted from [P1, cf.
Figure 3]

sent requests to all available nodes and received the individual data chunks using the

IPFS or MARS request strategy explained. Each chunk has a size of 256KB. (cf. [P1])

I measured the time it takes for the request to complete and the data to be saved on

the disk, and the energy required for the process. I did this for the consumer node and

all provider nodes. In addition, I measured the idle power consumption of the odroids

and subtracted the idle values from the experiment results. This way, I eliminate any

side effects and only obtain energy consumption due to the IPFS process. I varied the

number of available nodes in the network from one to 15 and performed 50 experiments

for each configuration. (cf. [P1])

Figure 3.4 shows the time the consumer takes to download the file depending on the

number of available nodes for IPFS and MARS. As expected, the download time de-

creases drastically as the number of available provider nodes increases. With more

available nodes, IPFS requests chunks from multiple nodes in parallel. It takes 108.8 s

for one and 45.7 s for 15 available nodes. Thus, with 15 nodes, the time is reduced

by 58% compared to a single-point connection. However, the time gain decreases if

the number of available nodes increases further. Here, the effective utilization of the

multi-source scenario slowly reaches its limits. The remaining time depends mainly on

the writing speed of the consumer. With MARS, I achieve a small gain of around 10

% in download time compared to IPFS with eight of fewer available peers. With more

peers, the download times for IPFS and MARS converge. (cf. [P1])

During the request process, I measured the current inflow of the odroids. I calculated

the average power level with the constant 5V voltage. As seen in Figure 3.5, the power

level of the IPFS and MARS consumer increases as the number of nodes increases
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Figure 3.5: Mean power level for the consumer and a single node during a IPFS and MARS
request for 100MB depending on the number of available nodes, uplink speed
10Mbps, uplink delay 5ms. Adapted from [P1, cf. Figure 4]

while remaining stable for the individual nodes despite an increase in the number of

nodes. This is because the consumer has to send more individual requests, to the nodes

in parallel. With MARS the consumer only sends one request to all available nodes,

which requires a lower power level. The IPFS provider nodes only need to load the

requested chunks from memory and send the data chunks to the consumer. The MARS

provider nodes need to additionally encode the packets before sending, which increases

the power level slightly. (cf. [P1])

I calculated the energy consumption from the time and the power and displayed it in

Figure 3.6. While the IPFS consumer’s energy consumption remains relatively con-

stant with 220 J, the consumption of an individual IPFS provider node decreases as

the number of available nodes increases. When more nodes are available, each individ-

ual node needs to work less. However, each newly added node’s energy consumption

exceeded the other nodes’ savings. Thus, the IPFS network consumes more energy as

the number of nodes increases. With a total of 15 available nodes, each provider node

consumes only 52.8 J, but the entire network consumes about 1112 J. Compared to the

energy consumption of 336 J for a single-point connection, the network consumes more

than three times more energy with 15 available nodes. The same goes for MARS, with

the difference that the MARS consumer consumes less energy compared to the IPFS

consumer (43% less energy with 15 available peers), which also reduces the total energy

consumption of the network slightly. (cf. [P1])

To summarize, I optimized the testbed for distributed systems with the ability to

measure energy consumption. I also created a distributed caching experiment with the

NET Playground using IPFS and MARS. Depending on the available caches (nodes),
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Figure 3.6: Energy Consumption for the consumer, a single node, and the network during
a IPFS and MARS request for 100MB depending on the number of available
nodes, uplink speed 10Mbps, uplink delay 5ms. Adapted from [P1, cf. Figure
5]

I measured the time and energy needed to download a file. I found that as the number

of nodes increases, the download time for the user reduces by 57%. However, the total

energy consumed by the network rises by 400%. The consumer’s energy requirement

remains constant. It shows that by employing distributed caches, only advantages

offer themselves to the individual; however, the total balance of the network must be

considered. By using MARS, the consumer consumes up to 40% less energy than the

IPFS consumer. In addition, I can see a slight gain in download times of about 10%

with less than nine nodes available. (cf. [P1])
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4 The Gateway between IPFS and

NDN - Creating a hybrid P2P-CDN

with ICN

In the previous chapter, I presented the testbed, which I will use in this chapter for

measurements. This chapter addresses how I combined IPFS and NDN to create a

hybrid P2P-CDN with ICN.

The author has submitted the content of this chapter at IEEE Access [P2]. During the

writing of this thesis, the journal is still under revision. Some sentences and equations

of this chapter are directly quoted from the authors’ publications, marked with ”cf.”

at the end of the sentence or paragraph.

4.1 Motivation for this Chapter

CDN and P2P models are employed to meet the increasing demand for seamless content

delivery. However, traditional CDN architectures have significant limitations, such as

a finite number of deployed servers and the need to share these servers among multiple

content providers. This can lead to bottlenecks and reduced performance. On the other

hand, the P2P model has its drawbacks; the quality of service heavily depends on the

number of connected peers and their individual internet speeds, which can result in

inconsistencies in performance [89].

To overcome the limitations of both CDN and P2P models, hybrid systems have been

developed that combine the strengths of both approaches [90–94]. Hybrid CDN-P2P

architectures leverage the reliability and speed of CDNs while utilizing P2P technology

to reduce dependency on a limited number of servers, lower bandwidth costs, and

alleviate traffic congestion. In addition, content providers can enhance the scalability

and efficiency of their services.
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Further advancements can be achieved by incorporating content-centric networking

principles, such as those found in ICN [95,96], which decouple content names from phys-

ical locations and enable a publish/subscribe model for content access. These mecha-

nisms improve network efficiency by reducing traffic and enhancing resilience [97, 98].

By leveraging these features, content distribution becomes more flexible and perfor-

mant, with reduced latency and greater scalability [99].

This chapter introduces a hybrid architecture that integrates CDN, P2P, and ICN

technologies. For the P2P layer, I employ IPFS [100], which uses CID for efficient

content search and retrieval, aligning with ICN principles. For the CDN, I adopt NDN,

a content-centric networking approach that uses hierarchical naming compatible with

IPFS conventions. NDN routes and forwards packets based on content names rather

than physical addresses.

To unify these protocols, I developed a Gateway that translates IPFS requests into NDN

interests and vice versa. This integration enables a hybrid network where small IPFS

clusters facilitate peer-to-peer sharing while an NDN backbone network, equipped with

caches and servers, handles large-scale content distribution and inter-cluster connectiv-

ity. Users benefit from local peer sharing while relying on the high-speed backbone for

content not available within the cluster. The in-network caching capabilities of NDN

further reduce latency and network load. By combining the advantages of IPFS and

NDN, this hybrid architecture delivers a robust, scalable, and efficient content delivery

solution, meeting the growing demands for high-performance content distribution.

4.2 The Gateway - Connecting IPFS and NDN

Both protocols, IPFS and NDN, function as a content delivery system; however, because

they work on different network layers, they have considerable differences and pros and

cons. The goal is to combine the best of both protocols and eliminate the disadvantages.

To combine IPFS and NDN, I create a Gateway that translates between the protocols.

First, I will compare the strengths and weaknesses of each protocol and show where it

functions best. Afterward, I will give an overview of the general concept of the Gateway

and end with an explanation of the implementation of the Gateway. (cf. [P2])

4.2.1 Comparing IPFS and NDN

One of the main differences between NDN and IPFS is that while IPFS creates an

application-level peer-to-peer network, NDN creates a hierarchical network on the net-
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work layer. With Bitswap, the core module of IPFS for exchanging blocks of data,

nodes can connect themselves with other nodes on the application layer. Bitswap also

allows nodes to reconnect to the network and create connections to the nodes auto-

matically. NDN, on the other side, needs to be configured by hand. The nodes are

connected via NDN faces, which can be, f.g. TCP connections requiring an IP address.

While creating an auto-configuration process in NDN is possible, the nodes’ addresses

must be the same for it to work. So, when new nodes connect to the NDN network,

they can only connect to static NDN nodes as the addresses of other nodes fluctuate.

(cf. [P2])

When IPFS nodes receive content, they can become content provider for further re-

quests from other nodes. Receiving content from close nodes eliminates the need to

contact the server, which results in less server and network load. Multiple close con-

tent providers can relieve servers and the network even more. Viral content watched

by many people in the same time frame will be shared in a peer-to-peer system more

often, increasing the benefits gained. However, I will see in the experiment results that

because of the simple requesting strategy of IPFS, a consumer will ask to close nodes

and the server, creating unnecessary overhead and increasing the server load. (cf. [P2])

NDN supports in-network caching, which means that nodes that forward content can

cache it and answer future requests without forwarding the request another time. This

can drastically decrease the server and network load. However, there is a double-edged

sword with in-network caching. If the caching strategy is to cache everything on every

node, the content will be primarily as close to the client as possible, enabling faster

access to popular content. However, this caching strategy will also create much storage

overhead in the network. Caching content sparely will keep the overhead low but also

increases the chance that the request will not find a cache on its route to the server,

which will stress out the server again. So, a well-designed caching strategy is critical

to getting benefits from in-network caching. (cf. [P2])

In terms of scalability, IPFS’s global network connects people from all around the

world. Because the search function of IPFS is name-based, users can search for content

location-independent, where the CIDs for the content are stored in DHTs. While

location-independent storage enables users to find content wherever it is, it can also

create substantial end-to-end delays when the geographical distance between two users

is too great. I will also see this effect in my measurement results later. In addition, the

underlying layers take over the routing between the users so that IPFS relies on the

scalability of IP. (cf. [P2])
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NDN is a layer three protocol with the same scalability challenges as IP. However, NDN

already has solutions for the most common scalability problems. NDN uses hierarchical

names for content, which can be more naturally scalable than the flat IP address space.

This is particularly beneficial as the number of devices and the amount of data on the

network grows. In [101], the authors give an overview of NDN scalability problems and

solutions. (cf. [P2])

4.2.2 Concept of the Gateway

The concept of the Gateway architecture is to connect several IPFS networks with a

backbone NDN network as seen in Figure 4.1. I want to leverage the benefits of IPFS

and NDN while mitigating their respective limitations. IPFS allows the end users to

connect and disconnect to the network at will. Users can exchange content with others

within the same network and even become content providers themselves. However, as

the IPFS network grows, users may experience significant end-to-end delays. I propose

keeping IPFS networks relatively small and geographically localized to address this.

These smaller, isolated networks are referred to as IPFS clusters. By maintaining

smaller IPFS clusters, I can reduce the network load and latency. (cf. [P2])

Each IPFS cluster is connected to an NDN backbone network through a dedicated

Gateway node. To users within the cluster, Gateway Nodes function as standard IPFS

peers. However, instead of answering the IPFS request with the desired content, it

translates the IPFS request to an NDN interest. Then, the Gateway Node sends that

NDN interest into the NDN network, which consists of NDN nodes. These NDN nodes

can forward NDN interests and cache content for future requests. The network operator

must manually set routing by configuring the nodes’ FIBs. However, because NDN

routes are name-based, routes can be different for different content requests. The

amount of NDN nodes, the routes, and the type of connection between them depends

on the network structure and the desired cache density. (cf. [P2])

The NDN backbone connects Gateway Nodes from different IPFS clusters to servers the

network operator manages. These servers store a wide array of content accessible to end

users and respond to incoming NDN interests by sending back NDN data packets. Upon

receiving NDN data, the Gateway Node translates the NDN packets into IPFS blocks

and delivers the requested content to the appropriate IPFS cluster. For popular content,

which is requested a lot, the in-network caching ability of the NDN nodes inside the

NDN backbone network and the ability for users in the IPFS clusters to become content

providers enables users to receive the content faster and also reduces the load on the

server and the network. This hybrid system ensures that popular content is distributed

38



4.2 The Gateway - Connecting IPFS and NDN

Peer

NDN Node

Peer
Peer

          

IPFS Cluster

Peer

Peer

PeerIPFS Cluster

Gateway

Peer

IPFS
Connection

NDN
Connection

Gateway

Server

Figure 4.1: NDN network connecting multiple IPFS clusters with Gateways translating be-
tween NDN and IPFS. Adapted from [P2, cf. Figure 3]

more efficiently through the NDN’s in-network caching capabilities. Simultaneously,

users in the IPFS clusters can become content providers, allowing other users to access

frequently requested data more quickly. NDN caching and IPFS content providers

reduce both server load and network congestion. (cf. [P2])

While it is possible to substitute the NDN backbone with a traditional IP network, I

choose to retain NDN for its content-centric approach, which aligns with the CID-based

retrieval model employed by IPFS. Both IPFS and NDN fall under the broader umbrella

of ICN, making them a natural fit for this hybrid architecture. This integration allows

me to harness the strengths of ICN, facilitating efficient, scalable, and flexible content

distribution while overcoming the limitations inherent in relying on either protocol

alone. (cf. [P2])

4.2.3 Implementation of the Gateway

The implementation of the Gateway consists of two parts: the IPFS and NDN process.

The IPFS side of the Gateway works as a standard implementation of IPFS with some

changes. I define the client as an active peer who is requesting the content at the

moment. (cf. [P2])
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The first change at the IPFS side at the Gateway is how the Gateway should handle

want-have message. Usually, when receiving a want-have message from a client, the

Gateway would forward the message to the NDN network and the server. The server

would answer the want-have request with a have answer and send it to the NDN

network and to the Gateway. The Gateway would forward the have message to the

IPFS client who requested the want-have. Although the want-have and have messages

are relatively small, the transmission still takes time due to the propagation delay

between the Gateway, the NDN node, and the server. To reduce the time it takes for

the client to receive his answer for the want-have message, the Gateway skips waiting

for the server to answer and responds always with a have message right away, even if

the Gateway does not store or cache any content. So because now every request from

the IPFS clients gets answered with a have message from the Gateway, I have to ensure

the client can only request content available at the server. This can be done on the

application level and is not part of this research. (cf. [P2])

The second change at the IPFS side is how the Gateway should handle want-block

message. Typically, the Gateway would search its block storage for the block with the

requested CID and send it to the client. If the block storage does not contain the data,

the Gateway would send a not-have back to the client. With my changes, the Gateway

will instead translate the want-block message into an NDN interest and send it into

the NDN backbone network, where it will reach the server. I add the content to the

server with the IPFS file module but translate the CIDs into their respective IPLDs.

When the server receives the interest, it will find the data packet with the matching

IPLD and send it back to the Gateway. (cf. [P2])

In Figure 4.2, I show an example of communication over the Gateway. The client in the

IPFS cluster sends a IPFS want-block message with the CID of the requested data to

all other nodes in his IPFS cluster and to the Gateway. In this example, I assume that

no other IPFS node in the cluster has information about the requested content, so they

all send a dont-have message back to the client. The Gateway always answers with a

have message because I assume that the client can only request available content. The

client receives the have from the Gateway and sends out a want-block message to the

Gateway. (cf. [P2])

After receiving the want-block message, the Gateway translates the CID from the IPFS

request into an InterPlanetary Linked Data (IPLD). The IPLD is a single namespace

for all hash-inspired protocols. Through IPLD, links can be traversed across protocols,

allowing me to explore data regardless of the underlying protocol. Thus, IPLD is a

perfect namespace for the NDN network. With the corresponding IPLD, the Gateway
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Figure 4.2: Communication between a peer and a server with a Gateway and an NDN node.
Adapted from [P2, cf. Figure 4]

created a NDN interest and sent it to the next NDN node. The NDN interest can still be

built with prefix but with the IPLD attached in the end, e.g., /example/website/IPLD

I set the route the interest takes in the FIBs of the NDN nodes. Eventually, the server

receives the interest. With the IPLD, the server can search its block storage and send

the corresponding content back to the NDN network. When receiving the data, the

Gateway saves the blocks into its RAM to save time. The IPFS process has access

to the RAM, can load the blocks right away, and sends the blocks to the IPFS client.

(cf. [P2])

In the current implementation, I use the same block size of 8KB for both the IPFS

and NDN networks to simplify the translation process. With the same block size,

the Gateway node can translate the data blocks by changing the IPLD to a CID and

keeping the data the same. For different block sizes, the Gateway would have to split

requests into smaller ones when requesting data while merging small data blocks into

larger ones when receiving data. In the future, I want to experiment with different

block sizes to increase the usability of the Gateway network. (cf. [P2])

4.3 Experiment Setup to compare IPFS, NDN, and the

Gateway

To evaluate the functionality of the Gateway, I created three network scenarios. Scenar-

ios one and two represent each of the state-of-the-art protocols IPFS and NDN, while

scenario three uses my Gateway model combining NDN and IPFS. In this chapter, I

will describe the scenarios and their network parameters in detail and give an overview

of the testbed I used. (cf. [P2])
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IPFS
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Figure 4.3: IPFS network with one server and multiple peers. Adapted from [P2, cf. Fig-
ure 5]

4.3.1 System Models for each Protocol

This section provides a comprehensive overview of the system model, detailing the

common characteristics, individual network models, content request process, and the

objectives of the comparative analysis. My system model involves three distinct net-

work configurations for each protocol: IPFS, NDN, and Gateway. These three network

models are designed to achieve the same objectives and share identical network param-

eters, ensuring a fair comparison across the different network architectures. All three

network configurations consist of up to five peers and one server. The client, one of

the peers, initiates the content requests. The client and the peers have lower uplink

speeds than the server, which has a significantly higher uplink capacity. The physical

proximity of the peers and the client results in a minimal Round-Trip Time (RTT),

facilitating quicker peer-to-peer communications. Conversely, the server, located at a

greater distance, has a higher RTT when communicating with peers. This setup aims

to mimic realistic network conditions where the client and peers are nearby while the

content server is situated remotely. (cf. [P2])

In the IPFS network model (s. Figure 4.3), the server and the peers are directly con-

nected on the application level using IPFS. This model leverages the decentralized

nature of IPFS, allowing peers to communicate directly with each other and the server.

When the client requests content, it does so from both the peers and the server simul-

taneously. This distributed request approach optimizes content retrieval by utilizing

multiple sources, reducing latency, and improving download speeds. (cf. [P2])

The NDN network model (s. Figure 4.4) introduces an intermediate NDN node between

the peers and the server. The connections between the peers and the NDN node and
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Figure 4.4: NDN network with one server, multiple peers, and one intermediate NDN node.
Adapted from [P2, cf. Figure 6]

between the NDN node and the server are NDN-based. Unlike IPFS, NDN does not

support direct peer-to-peer communication. Instead, the client requests content from

the NDN node, which forwards these requests to the server. The server responds by

sending the data back to the NDN node, which subsequently delivers it to the client.

This hierarchical structure can benefit from content caching at the NDN node, reducing

latency for subsequent requests for the same content. The absence of direct peer-to-

peer communication is compensated by the potential for efficient content distribution

through caching. (cf. [P2])

The Gateway network model (s. Figure 4.5) features a Gateway node that bridges

the IPFS and NDN networks. Positioned between the peers and an additional NDN

node aligned with the server, the Gateway facilitates communication between these

different protocol environments. The connections between the peers and the Gateway

are IPFS-based, while the connections from the Gateway to the NDN node and the

server are NDN-based. In this model, peers can communicate directly with each other

using IPFS and request content from both the other peers and the Gateway. The

Gateway translates IPFS requests into NDN interests and forwards them to the NDN

node, which then forwards them to the server. Once the server responds, the Gateway

translates the data back into IPFS format and sends it to the client. This dual-protocol

approach allows for flexible and efficient content distribution. Additionally, content can

be cached at either the NDN node or the Gateway, further enhancing retrieval speeds

for future requests. (cf. [P2])

In all configurations, the content request process is sequential, with peers requesting

content one after another. Initially, only the server stores the content. When the first

peer requests and receives the data, it can serve as a content provider for subsequent
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Figure 4.5: IPFS cluster with multiple peers, a Gateway connecting them to an NDN net-
work consisting of a server and an intermediate NDN node. Adapted from [P2,
cf. Figure 7]

peers. This sequential approach means that in the IPFS and Gateway models, the

second peer can request content directly from the first peer, significantly reducing the

load on the server and improving retrieval times. However, this functionality is not

supported in the NDN model due to its hierarchical structure, which does not allow for

direct peer-to-peer communication. Instead, each content request in the NDN model

must pass through the NDN node, which forwards it to the server. However, with

caching enabled, all peers, after the first one, can retrieve the content from the NDN

node, which also works in the Gateway model. (cf. [P2])

4.3.2 Network Parameters of the System Models

Because I have three different network models with different structures, I also have

different network parameters for each one. However, my goal was to keep the RTT

between each node in the network the same as that of all network models, to be able to

compare the measurement results with each other. In the IPFS network, I set the RTT

of the connection between the peers and the server to 90ms. I achieve this by using

the traffic control (tc) program to change the uplink delay for the peer to 5ms and for

the server to 85ms. I use an unsymmetrical channel to achieve a low RTT between the

peers. Otherwise, each channel between each node in the network would be the same

in terms of RTT. Also, an unsymmetrical channel does not influence the measurement

in a relevant way. (cf. [P2])
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For the NDN network, I have an additional node between the peers and the server,

which means the peers talk with the node first, which forwards the message to the

server. Setting the uplink delay of the NDN node to 35ms and of the server to 15ms

achieves an RTT of 90ms between the peers and the server. The NDN node adds some

additional delay, such as queuing delay, that I did not consider when designing the

network parameters. (cf. [P2])

In the Gateway network, I add the Gateway as an additional node. To keep the RTT

between the peers and the sever the same, I change the uplink delay from the server to

45ms, from the NDN node to 5ms, and from the Gateway to 15ms. This configuration

keeps the same RTT from the NDN node to the server and peer to the NDN node as

in the NDN network. Also, the Gateway node adds additional delays, such as queuing

and translation delays, that I did not consider when designing the RTT. (cf. [P2])

In addition, I limit the uplink speed for all network nodes because otherwise, the

measurement results would depend on the hardware network card. I set the uplink

speed of the Gateway, the NDN node, and the server to 0.5Mbps, 1.5Mbps, 1.5Mbps,

and 2.0Mbps, respectively. Because the peers represent end users, they often have

low uplink speeds compared to a content distribution server. The NDN and the IPFS

connections are TCP-based. I chose low uplink speeds overall because I want the

transmission delay to be visible in the results alongside the protocol delay. (cf. [P2])

Table 4.1: Uplink Delay in the IPFS, NDN, and Gateway Network and RTT between
one peer and relevant network participants and their Uplink Speed. Adapted
from [P2, cf. Table 1]

Uplink Delay Peer Gateway Node Server

IPFS Network 5ms - - 85ms
NDN Network 5ms - 35ms 15ms

Gateway Network 5ms 15ms 5ms 45ms

RTT to Peer 10ms 20ms 40ms 90ms
Uplink Speed 0.5Mbps 1.5Mbps 1.5Mbps 2.0Mbps

4.4 Gateway Measurement Results

This Section shows my measurement results from my experimental setup described in

section 4.3. I collected all measurement data from the network testbed NET Playground

and repeated them 100 times. During the measurements, I let each peer receive the test

files one after another. For example, when the first peer requests the data, it becomes
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a client. Only the server can answer that client because it is the only network node

that stores the data. I denote this case as a request with zero helper peers. After the

first client receives the data, it stores it and becomes a helper peer for future requests.

After that, the following peer becomes a client and requests the same data. In the

IPFS and Gateway network, the helper peer can answer the request beside the server.

In the NDN network, the peers cannot talk with each other, so the second client can

only receive the data from the server. In the figures, I will show the results with zero,

two, and four helper peers. On default, in-network caching is disabled. I show the

improvements from enabling caching in a specific section. (cf. [P2])

4.4.1 Download Time with focus on time-to-first-byte and

Protocol Overhead

In Figure 4.6, I can see the CDF for the time it takes for the client to download a

200KB test file in the NDN, IPFS, and Gateway network depending on the number of

helper peers in the network. For the NDN network, the amount of helper peers does

not change the results because the clients can not receive data from the peers. The

client in the NDN network receives the data the fastest and very consistently within

2.13 s, except in some cases where errors occurred in the transmission, which resulted

in retransmissions and a download time of 2.4 s. I explain why NDN is the fastest in

the subsequent figure. (cf. [P2])

The IPFS network is fastest with a download time of 2.74 s when zero helper peers are

available, and it gets worse when more helper peers are available, which is contradictory.

The reason for this is the request strategy of IPFS. IPFS splits the request data into

blocks The client requests each block using the following procedure: A want-block

request is first sent to one selected random session node, which can be one of the

helper peers or the server. The probability of selecting a particular node for the want-

block request increases with the number of blocks received from the respective node.

At the same time, all other session nodes receive a want-have request. Depending

on the timing of the responses by nodes, IPFS proceeds in two different ways. If

the block is first received from the randomly selected node, the request scheme for

that particular block ends. Otherwise, some other node first responds affirmatively to

the want-have request, which triggers a want-block request to that node. Additional

responses to the want-have requests do not trigger more want-block requests. Hence,

in IPFS, two nodes may attempt to send the same block simultaneously. Consequently,

IPFS may cause unnecessary data transmissions as overhead. IPFS tries to minimize
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Figure 4.6: CDF of the download time for 200KB in the NDN network and IPFS, and
Gateway network with zero, two, and four peers. Adapted from [P2, cf. Figure 9]

overhead by sending cancellations to peers. However, cancels may be received too late.

The additional overhead created by IPFS and the time it takes to send cancels to the

peers increase the overall download time of IPFS. For four helper peers, the download

process takes 3.58 s to finish, which is 31% slower than with zero helper peers. Also,

the randomness of the request strategy increases the variance of the process. (cf. [P2])

In the Gateway network, the client takes the longest to download the file with 3.76 s

when zero helper peers are available. The reason is that all of the requests and data

blocks are transmitted over the Gateway node, which has to translate between IPFS

and NDN, and this translation process takes time. When more helper peers become

available, the download time decreases because the helper peers answer most of the

requests, which is the desired effect I try to utilize with the IPFS clusters. If the client

receives the data from one of the helper peers before the server, the client can send

a cancel to the Gateway, which stops the receiving process. Compared to the IPFS

network, the Gateway network’s overhead is primarily generated in the backbone NDN

network, which does not slow down the download process. (cf. [P2])

To visualize the effects of the overhead and to see why NDN is much faster than IPFS

and Gateway, I looked at different timestamps in the download process of the three

protocols in Figure 4.7. Again, I show results for zero, two, and four helper peers in the

IPFS and Gateway network. All results are the median values of all my data sets. The

first timestamp is when the client receives the useful first byte, an essential metric for

video streaming applications. With zero helper peers, I see that NDN is the fastest with

208ms compared to IPFS and Gateway. The IPFS client starts by sending a want-have

and a want-block of the root block to a random session node. After that, the client

starts requesting data blocks. NDN requests the data immediately, decreasing the time
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it takes to receive the first byte of useful information. In the IPFS network, the client

receives its first byte after 407ms and after 325ms with zero and two helper peers,

respectively. Close peers reduce the time-to-first-byte because of the low RTT. With

four helper peers, the time-to-first-byte increases again to 454ms because IPFS sends

out want-have messages to all session nodes, and with more nodes in the network, the

client takes more time to send out all want-haves. The Gateway network has a similar

time-to-first-byte for two and four helper peers compared to IPFS. However, the time-

to-first-byte with zero helper peers is 901ms, which shows the significant translation

delay of the Gateway. (cf. [P2])

The second timestamp is when the client receives all data and is available for other

uses. When compared with NDN, IPFS outperforms NDN when zero or four helper

peers are available, reaching a receiving time of 1.85 s. The client in the IPFS network

is connected with the server without an intermediate node, so the higher bandwidth

of 2Mbit/s will not get through a bottleneck. In a real-world network, this may not

be given. With two helper peers, the receiving time increases to 2.34 s because of the

randomness of the requesting strategy. A low number of helper peers leads to a high

variance in the measurement results because it is affected by the number of requests

directed to the server, resulting in lower receiving times versus those sent to the helper

peers, resulting in higher receiving times. (cf. [P2])

With 1.90 s receiving time, the Gateway network achieves similar results when four

helper peers are available, which is 8.6% faster than NDN. However, with zero peers

helping the client, the additional translation delay of the Gateway between NDN and

IPFS results in a considerable time loss. Here, the receiving time reaches 2.96 s.

(cf. [P2])

The third timestamp is when the download process finishes. The IPFS process sends

out cancels and stores the data on the hard drive. The time it takes to finish the IPFS

process increases with the number of helper peers, but this is only partially true. IPFS

starts to write the data on the hard drive while receiving the data, so while the client

receives the data faster, it still takes the same amount of time to store it on the disk.

These results will differ for different hardware because disk writing speed depends on

the system’s hardware. The Odroid-XU4 is equipped with a 32 GB eMMC 5.0 module

with a writing speed of 125MB/s. Still, I see that in the IPFS network with four

available helper peers, IPFS takes a long time to finish the download process with the

same reeving time compared to zero helper peers. The additional time comes from the

overhead and the cancels that must be sent to the peers and the server. With more

helper peers available, more cancels need to be sent. Because of the high RTT between
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Figure 4.7: Download times for 200KB in the NDN, IPFS, and Gateway network for zero,
two, and four helper peers, with three timestamps: the client receives the first
byte of useful information, the client receives the data completely, and the IPFS
download process finishes. Adapted from [P2, cf. Figure 10]

the server and the client, the server receives the cancels too late in some cases and

sends more data, creating more overhead. The overhead will delay the completion of

the downloading process. (cf. [P2])

In the Gateway network, the client sends the cancels to the Gateway, translating them

and sending them to the server. The server may also receive the cancels too late and

create overhead. However, the data will only reach the Gateway because it will not

translate redundant information and send it to the client. So, the overhead only affects

the connections between the Gateway and the server, not the client. This results in a

smaller finishing time compared to IPFS. NDN does not send out cancellations, and

the client stores the data on the disk while receiving it. So, the additional time needed

to finish the NDN download process consists of only storing the last received data block

on the disk. (cf. [P2])

The additional time needed for IPFS to be finished is relatively high, but for a single

file transmission, the client can use the data the moment it is received. However, with

multiple data blocks requested, these additional IPFS process completion times can add

up and decrease the download time significantly. To show this, I measured where the

client downloads a 4 MB file consisting of 20 200KB segments. We see in Figure 4.8 that

with increasing segment number, the difference in download time between NDN and

the Gateway network increases. While NDN needs 43.5 s to download all 20 segments,

the Gateway network needs 63.6 s, which is 46% slower than NDN. From the linear

increase of all three curves, we see that the network is not overloaded, and queues fill

up when multiple segments are requested one after the other. (cf. [P2])
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Figure 4.8: Cumulative Download times for 20 200KB segments in the NDN, IPFS, and
Gateway network for four helper peers. Adapted from [P2, cf. Figure 11]

4.4.2 Server Load Reduction with Helper Peers

In the Gateway network, my main objective is to reduce the server and network load.

I show the server load in Figure 4.9, which displays the relative received packets from

the server and the helper peers. When no helper peers are available, all data comes

from the server, resulting in identical results for NDN 0, IPFS 0, and GW 0. I have

turned off caching from the NDN node to ensure that the server load is not zero when

at least one helper peer is available. While the primary purpose of caching is to reduce

the server load, the data is still sent from the NDN network, which also increases the

load on the network. I prefer that close peers send as much data as possible to keep the

network load inside the local IPFS cluster. Due to disabled caching, the NDN results

for zero, two, and four helper peers are identical. Hence, I only showcase the results

for zero available helper peers. (cf. [P2])

In the IPFS and Gateway network, when two helper peers are available, the client

receives approximately 75% of the data from these two helper peers. This percentage

increases to 80% with four helper peers in the IPFS network, and in the Gateway

network, the client receives around 93% of the data from the helper peers. Only 7%

of the data is sent from the server, indicating that caching in the NDN network would

only lead to a minor benefit. (cf. [P2])

I can further decrease the server load in the Gateway network by modifying the client’s

request strategy. If the Gateway is a designated network node, and the IPFS cluster is

a private IPFS network, the ID of the Gateway can be fixed and hard-coded into any

private IPFS instance of the peers. A client who requests in their private IPFS cluster
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Figure 4.9: Number of received packets from the server and the peers in the NDN, IPFS, and
Gateway network and for two and four helper peers in the IPFS and Gateway
network. The results for zero available peers for the IPFS and Gateway network
are the same as those for the NDN network. Adapted from [P2, cf. Figure 12]

can filter for specific IDs. I can change the request strategy so that the client only asks

the Gateway for blocks if that block is not available at the helper peers. This can occur

if the peers only store a portion of the data or disconnect during the client’s download

process. If the client does not receive a block within a specific time frame, it will ask

the Gateway for this block, which will then ask the server. This approach may increase

the download time, but depending on the application, reducing the server and network

load could be more crucial than receiving the content faster. (cf. [P2])

4.4.3 Improvements with in-Network Caching

Next, I investigated how in-network caching can improve the NDN and Gateway net-

works. Because IPFS is an end-to-end application-level protocol, in-network caching

is not intended. In Figure 4.10, I show the download times for 200KB in the NDN

network and the Gateway network with zero and two helper peers without caching and

with caching. Also, I show the timestamps for when the first byte arrives at the client

when the client receives all data, and when the IPFS process finishes. The case with-

out caching is the same as described before. With caching enabled, the NDN network’s

NDN node between the client and the server stores the data in its CS and answers the

client’s requests. Regarding receiving time, the client receives the data in 1.97 s with

caching enabled, which is an improvement by 7.1% compared to without caching. The

time-to-first-byte also lowers to 110ms, which is just 70ms above the RTT between the

client and the NDN node, which shows the small protocol overhead of NDN. Different
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Figure 4.10: Download times for 200KB in the NDN, and Gateway network for zero and two
helper peers without caching and with caching enabled, with three timestamps:
the client receives the first byte of useful information, the client receives the
data completely, and the IPFS download process finishes. Adapted from [P2,
cf. Figure 13]

network parameters where the NDN node is closer to the peers increase the benefits

of caching even more, particularly when the same data is requested multiple times.

(cf. [P2])

With caching enabled in the Gateway network, the NDN node and the Gateway caches

data. While this caching strategy increases the overhead in the network, it also gets

content closest to the end user. I will investigate different caching strategies in the

future. I cache the IPFS content on the Gateway node to bypass the translation delay

between IPFS and NDN. With zero helper peers in the network, the client gets the

content directly from the Gateway. Because I am skipping the time it takes for the

request to get to the server and for the content to be transmitted through the NDN

network, I have a significant improvement in the receiving time from 3.13 s to 1.72 s

which is 45% faster. Compared to the receiving time of the NDN network, the Gateway

network is 13.2% faster. However, because of the time it takes for the IPFS process

to finish, the Gateway network finishes the downloading process in 2.98 s, which is an

improvement of 25.2% compared to without caching. The time-to-first-byte lowers by

48.5% to 437ms, which is still four times slower than NDN’s time-to-first-byte, showing

the extensive IPFS protocol overhead. (cf. [P2])

Increasing the number of helper peers in the network to two does not give better results

than the network with zero helper peers and caching enabled. The time for the IPFS

process increases because of more cancels that need to be sent to the additional helper

peers. However, compared to the case with no caching, I decrease the receiving time

by 23.9%. While the results show that caching reduces the downloading times for
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Figure 4.11: Number of received packets from the Gateway and the peers in the Gateway
network for zero, two, four, six, and eight helper peers. The data is cached on
the Gateway. Adapted from [P2, cf. Figure 14]

all networks, it also increases the storage overhead in the network. A fitting caching

strategy must be chosen depending on what is to be optimized. (cf. [P2])

I also investigated how many packets the client receives when the data is cached on

the Gateway. In Figure 4.11, I show the relative amount of received packets in percent

from the Gateway and the peers. Compared to the case without caching, where with

two helper peers, the peer answered approximately 75% of the data, with caching, it

is only 50%. Because the Gateway is close to the client and has a higher bandwidth,

it answers more requests, which is preferable. With more helper peers in the network,

the Gateway will answer fewer packets as more sources become available. For four, six,

and eight helper peers, the client receives 26%, 15.6%, and 11.5% of the total amount

of packets from the Gateway, respectively. With even more helper peers, the peers will

take over more of the work. (cf. [P2])

Finally, I calculated the throughput in the NDN, IPFS, and Gateway networks for zero

and four helper peers (s. Figure 4.12). I compared results with those with caching

disabled and enabled. The NDN network reaches 835Kbit/s without caching and

850.8Kbit/s with caching, which is an increase of only 2.1%. We also see a small

variance in the NDN results because the client receives the data only from one source,

and every transmission is the same. With zero helper peer, IPFS reaches a higher

throughput of approximately 1100Kbit/s compared to NDN because the client has a

direct connection to the server, which has a higher uplink speed. For four helper peers,

the median value of the throughput in IPFS stays relatively the same, but the variance

increases because of the randomness of IPFS’s requesting strategy. When the client
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Figure 4.12: Throughput in the NDN, IPFS, and Gateway network for zero and four helper
peers. C indicates scenarios with caching enabled. Adapted from [P2, cf.
Figure 15]

requests the server more often, the throughput increases while requesting the peers

more often leads to a decrease. (cf. [P2])

In the Gateway network for zero helper peers, the throughput is lowest compared

to all other network configurations with 714Kbit/s. The reason is that IPFS sends

requests in the form of want-block messages in batches of ten. That means it sends

out requests for the first ten blocks immediately after receiving the root block but

then waits for them to arrive after sending out the following ten requests. This is

done not to overload the network and individual nodes. However, it also slows down

the connection in the Gateway network because there is some downtime between the

batches of requests due to the translation time of the Gateway node. When four helper

peers become available, the throughput increases to 1016Kbit/s because the peers

can help in the downtime between batches as the Gateway translates the blocks. In

addition, the variance increases because of the same reason as for IPFS. With caching

enabled on the Gateway node, I reach the highest throughput of 1190Kbit/s compared

to all other network configurations. The transmission and propagation delay is also low

because of the low RTT and high uplink speed of the Gateway node. The throughput is

1146Kbit/s for four helper peers available and caching enabled. Again, the significant

variance is because of the random requesting strategy of IPFS. (cf. [P2])

4.4.4 Energy Consumption during the Download Process

Understanding and managing energy consumption in networks is a crucial area of re-

search in today’s world, with far-reaching implications for sustainability and efficiency.
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Figure 4.13: Energy consumption in J for the client in the NDN, IPFS, and Gateway net-
work for zero, two, and four available peers in the IPFS and Gateway network.
Caching is disabled. Adapted from [P2, cf. Figure 16]

By utilizing the sensors equipped at each network node, denoted by INA231, I can

measure the flow of current. By combining the data from the sensors with the time

each node takes to complete its task, I can precisely measure the energy consumption

during the download process. Initially, I focused on analyzing clients’ energy consump-

tion in the NDN, IPFS, and Gateway networks. From Figure 4.13, we can see that

the NDN client consumes with 78.8 J less energy than the IPFS and Gateway clients

who consume around 140 J for the request process. This discrepancy is primarily be-

cause the IPFS and Gateway clients must send out cancels after receiving the data,

resulting in higher resource usage and increased energy consumption. After receiving

all the data, the NDN client finishes the download process and consumes less energy.

Additionally, with an increase in the number of helper peers, there is a slight reduction

in clients’ energy consumption in the IPFS and Gateway networks, which remains rela-

tively constant. Regardless of the number of helper peers in the network, the client still

needs to download and store the same amount of data, resulting in consistent energy

requirements for the download process. (cf. [P2])

The server-side analysis in Figure 4.14 shows that the NDN server consumes more

energy than the IPFS and Gateway servers with a median value of 29.8 J. Furthermore,

the energy consumption of the NDN server exhibits higher variance. My analysis of the

logs revealed instances where the NDN server transmitted faulty packages and had to

re-transmit them. The NDN server’s retransmission of many packages contributes to

its higher energy consumption. The energy consumption of the IPFS server range from

12.2 J to 14.6 J depending on the number of helper peers, which is in line with the server

load in the IPFS network The Gateway achieves the lowest energy consumption with

7.11 J for four helper peers because of the low server load in this case. In addition,
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Figure 4.14: Energy consumption in J for the server in the NDN, IPFS, and Gateway net-
work for zero, two, and four available peers in the IPFS and Gateway network.
Caching is disabled. Adapted from [P2, cf. Figure 17]
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Figure 4.15: Energy consumption in J for the Gateway node and one of the helper peers
in the Gateway network for zero, two, and four available peers. Caching is
disabled. Adapted from [P2, cf. Figure 18]

the variance in energy consumption is minimal in the IPFS and Gateway networks.

(cf. [P2])

As shown in Figure 4.15, the Gateway node’s energy consumption is significantly higher

than all other network nodes with 320 J for zero helper peers on average. The Gateway

node runs both the IPFS and the NDN processes and translates between the protocols.

Although the energy consumption decreases with more helper peers available in the

IPFS cluster, it remains very high. An interesting observation is that the energy

consumption of a helper peer in the IPFS cluster is similar to that of an IPFS server,

which is much lower than the Gateway’s consumption. Therefore, I should only route

requests through the Gateway when necessary or improve the Gateway’s translation

process. (cf. [P2])
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Figure 4.16: Energy consumption in J for the Gateway node and one of the helper peers
in the Gateway network for zero, two, and four available peers. Caching is
enabled. Adapted from [P2, cf. Figure 19]

Enabling caching on the Gateway bypassed the translation process between NDN and

IPFS. In Figure 4.16, I show the energy consumption of the Gateway and the peers

with caching enabled for zero, two, and four helper peers. The Gateway consumes

significantly less energy with caching than without caching. For zero helper peers, the

Gateway only consumes 25.3 J, which is 92% lower compared without caching. This

reduction in energy consumption shows the laboriousness of the translation process.

The peers’ energy consumption is similar to the case without caching. (cf. [P2])

To compare the NDN, IPFS, and Gateway network, I show the total energy consump-

tion for all nodes in three network types in Table 4.2. The energy consumption is shown

with caching disabled and enabled. Additionally, for the IPFS and Gateway networks,

the table shows variations in energy consumption with zero, two, or four helper peers.

When caching is disabled, the NDN network has an energy consumption of 114.0 J. In

contrast, the IPFS network displays increasing energy consumption as the number of

helper peers rises. Specifically, with zero helper peers, IPFS consumes 158.5 J; with

two peers, it consumes 181.5 J; and with four peers, the energy consumption reaches

213.3 J. With more helper peers, the workload is divided between more peers, and the

total energy consumed by the peers increases. Similarly, in the Gateway network, the

energy consumption changes slightly with varying numbers of helper peers, showing

489.8 J with zero peers, 462.6 J with two peers, and 463.2 J with four peers. (cf. [P2])

When caching is enabled, the energy consumption in the NDN network decreases sig-

nificantly by 27.5%. For the IPFS network, caching is not possible. In the Gateway

network, the energy consumption with caching enabled is 64% lower with zero helper

peers. For two and four helper peers, the gain shrinks to 58.4% and 49.0%, respectively.
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This data indicates that energy consumption generally increases with the addition of

helper peers, while caching tends to reduce the energy demands across most configu-

rations. There is a point where additional helper peers will not benefit the download

time and will only increase the energy consumption. (cf. [P2])

Table 4.2: Total energy consumption in the NDN, IPFS and Gateway network in J for zero,
two, and four helper peers, without and with caching. Adapted from [P2, cf.
Table 2]

Caching NDN IPFS 0 IPFS 2 IPFS 4 GW 0 GW 2 GW 4

Disabled 114.0 158.5 181.5 213.3 489.8 462.6 463.2
Enabled 87.2 - - - 176.1 193.3 236.6

To summarize, I compared two content-centric protocols, IPFS and NDN, to show how

I can use the benefits of both protocols. Combining these two protocols, I designed a

hybrid P2P-CDN integrating ICN. The network consists of local IPFS clusters, where

users can share content with each other. Each cluster has a designated Gateway node

that connects the IPFS cluster to an NDN backbone network consisting of NDN caches,

servers, and other IPFS clusters. I implemented the Gateway, which translates between

the two protocols, keeping the naming system of IPFS and transferring it into NDN.

(cf. [P2])

I created three test networks on the hardware testbed to evaluate and compare the

Gateway network to the state-of-the-art protocols NDN and IPFS. Results showed

that the translation process of the Gateway between NDN and IPFS takes quite some

time. However, with enough peers in the IPFS clusters, I achieve lower download times

in the Gateway network than when I only use IPFS. Without the overhead of the IPFS

process, the Gateway network achieves lower receiving times compared to NDN, but

with the overhead of the IPFS process, NDN outperforms. With four helper peers, the

Gateway network reaches 7% server load compared to 20% server load in the IPFS and

100% in the NDN network. In line with the low server load, the server in the Gateway

network has the lowest energy consumption compared to the server in the NDN and

IPFS networks. However, the Gateway client consumes more energy than the NDN

client, and the additional Gateway node consumes a significant amount of energy due

to the translation process. (cf. [P2])
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with RLNC

In the previous chapter, I showed a combination of IPFS and NDN. This chapter

addresses how RLNC can be used on the storage level to improve the IPFS request

process and reduce download times. First, I show that storage providers can encode

the packets in advance to reduce responding times. Afterward, I present an improved

requesting strategy for IPFS compared to the default one.

The content of this chapter has been published by the author at the IEEE International

Conference on Communications (ICC), pp. 4692-4697, Denver, USA, 2024 [P3] and

the 2025 International Conference on Information Networking (ICOIN) [P4]. Some

sentences and equations of this chapter are directly quoted from the authors’ publica-

tions, marked with ”cf.” at the end of the sentence or paragraph.

5.1 Motivation for this Chapter

In distributed systems like IPFS, the performance and efficiency of data retrieval are

critically influenced by the network’s scale and the strategies used to coordinate file

transfers. As IPFS networks grow, they provide greater redundancy and potentially

faster access through parallel data provision. However, this expansion also introduces

complexities in data coordination, as clients must decide which providers to source

packets from to avoid redundancy and optimize resource use. Simple request strate-

gies, such as random provider selection, often lead to inefficient network utilization,

especially when there are varying network conditions—such as differences in bandwidth

and delay—between providers and the client.

RLNC offers an elegant solution to these coordination challenges. By allowing providers

to send coded packets rather than specific parts of a file, RLNC minimizes the need for

intricate coordination, as any received coded packet contributes to successful decoding.

This approach reduces request complexity and enhances robustness in dynamic and

heterogeneous networks. However, the computational and temporal demands of coding
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introduce trade-offs that can limit its practical application in real-time or resource-

constrained scenarios.

To address these trade-offs, I evaluate MARS, an existing RLNC implementation for

IPFS, identifying its limitations and proposing Storing coded Packtes In-advance For

IPFS (SPIFI), a protocol designed to preserve the strengths of RLNC while mitigat-

ing its overheads. SPIFI allows providers to encode packets in advance and respond

swiftly to requests, potentially optimizing energy usage by preparing coded data dur-

ing low-demand periods. Furthermore, I introduce Coding for Optimized Sending in

Multimedia InterPlanetary Communication (COSMIC), a refinement that distributes

requests across multiple messages, offering more granular control over data distribution

and potentially enhancing performance across heterogeneous network conditions.

My study aims to assess the efficacy of IPFS, SPIFI, and COSMIC in both controlled

and randomly generated network environments. By examining these protocols across

diverse network conditions, I aim to establish their applicability beyond idealized, ho-

mogeneous networks. This exploration will provide valuable insights into achieving

optimized, scalable, and adaptable data distribution strategies in decentralized net-

works like IPFS.

5.2 Storing Coded Packets in-advance for IPFS (SPIFI)

Preliminary measurements have shown that MARS has a significantly longer response

time than IPFS. In MARS, each peer invests additional time to generate new linear

combinations after receiving a request. While recoding is mandatory to maximize the

storage diversity in the entire network, generating new packets only after receiving a

request is unnecessary. Instead, new linear combinations of packets can be generated at

any point before receiving a request for these packets. SPIFI improves upon MARS by

allowing the generation of packets before they are requested. In MARS, I add the blocks

as systematic packets so the resulting root block is always the same; otherwise, the

defining CID would be different for the same content. In SPIFI, I also use systematic

coding at the beginning to create the root block. Afterward, however, I recode the

systematic packets to create a number of coded packets. At the current status of the

protocol, I create g coded packets, where g is the generation size of the file. The coded

packets are still linked to the root block, although they contain coded information.

Additional storage space is not necessarily required, as the old packets can be removed

after recoding and no information is lost as long as the number of packets is not

reduced. It is possible to reduce the number of recorded packets below g and so reduce
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the storage cost. However, this would result in providers only being able to decode the

file again with help from others. Also, if the network’s total number of coded packets

drops below g, the file would be lost altogether. So, this approach would require some

orchestration. (cf. [P3])

If possible, packets are meant to be sent only once to reduce clients’ chance of receiving

linear dependent packets. With RLNC, I could generate more than g packets (more

than the maximal number of available linear packets) to prepare for packet loss over

the channel. New linear combinations to replace the used packets can be generated

directly afterward if required or at night, for example, when electricity is cheaper, and

the load on the peer is lower. (cf. [P3])

5.2.1 Network Topology for SPIFI

The investigated network topology comprises a client, a central server, and multiple

peers, all using IPFS, cf. Fig 5.1. The central server is the primary data source, with

a bandwidth capacity of BS = 50 MBit/s and a round trip time RTTS = 100 ms.

The client primarily interacts with the central server for data retrieval because the

server is consistently available to fulfill client requests. However, I allow the client to

request content from the peers in parallel, thereby leveraging the features of the IPFS

network. These peers, that are part of the IPFS network, correspond to close neighbors

of the client in real-life scenarios. They have a low latency due to a round trip time

RTTP = 10ms, making them ideal for fast responses. However, their uplink speed is

limited due to their bandwidth capacity of BP = 5 Mbit/s, making them unsuitable for

high-throughput data transmission. (cf. [P3])

In this study, I vary the number of available peers in the network to assess the impact of

the number of peers on the client’s data retrieval performance. The number of available

peers ranges from 0 peers (meaning the client solely relies on the central server) to a

maximum of 14 peers concurrently assisting in data retrieval. Both the central server

and the peers store all packets of the requested data, allowing the client to retrieve

the desired content from multiple potential sources. With this network topology, I can

investigate the effects of peer-assisted data retrieval in an IPFS network, assessing the

trade-offs between low-latency peers and the central server’s high bandwidth capacity

as the number of available peers varies. (cf. [P3])
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Figure 5.1: Network consisting of one client connected to a server with a bandwidth BS =
50Mbit/s and a round trip time RTTS = 100ms. Additionally, up to 14 peers
with a bandwidth BP = 5Mbit/s and a round trip time RTTP = 10ms are
connected to the client. Adapted from [P3, cf. Figure 1]

5.2.2 Measurement Setup for SPIFI

I implemented IPFS, MARS, and SPIFI on the testbed NET Playground [P1]. With

the testbed, I conducted measurements to evaluate the file retrieval process in a P2P

network. Each measurement is defined as a single request from the client to obtain

a file. First, I consider the number of available peers during retrieval, varying from 0

to 14. This variation in peer availability, together with the server, enables assessment

of how the presence of peers influences the retrieval performance. Also, I examine the

impact of the file size on the retrieval process, ranging from 5 MB to 40 MB. However,

I will only show results for 5 MB and 40 MB; the results for file sizes in between do

not show any irregularities. To gauge the efficiency of the retrieval process in IPFS,

MARS, and SPIFI, I measure timestamps during the retrieval process. In the following,

I define the received time as the time frame between the start of the measurement

and the timestamp when the client receives all requested data. The received time

includes exchanging header information, encoding times for MARS, propagation, and

transmission delay. For visual clarity, I will not breakdown the received time into

its components. In addition, I define the stored time as the time frame between the

timestamp when the client receives all requested data and when the client has stored

the file onto its hard drive. The stored time includes hard drive writing and decoding

time spent for MARS and SPIFI. Lastly, I monitor the energy consumption of the

client, the server, and the additional available peers throughout during run time. This

allows me to assess the energy efficiency of the complete network. (cf. [P3])
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Figure 5.2: Time spent for receiving and storing a 5 MB file depending on the number of
additional peers besides the server. Adapted from [P3, cf. Figure 2]

5.2.3 Evaluation of SPIFI

In this section, I present the results of my measurements and provide an evaluation

of the observed outcomes. My investigation focuses on the time efficiency and energy

consumption of three distributed file storage and retrieval protocols: IPFS, MARS, and

SPIFI. (cf. [P3])

5.2.3.1 Receive and Store Timings

My first investigation determines the median time required for receiving and storing a

5MB file in IPFS, MARS, and SPIFI, as shown in Figure 5.2. I particularly emphasize

the impact of additional peers in the network on this process. When no additional peers

are available (i.e., only the server is available), MARS takes more time than IPFS and

SPIFI. This is because the server takes time to encode packets before responding to

requests. In contrast, SPIFI is more efficient as it codes and stores a sufficient number

of packets in advance, enabling prompt responses to requests. Introducing a single

additional peer in IPFS increases the time required for receiving and storing the file

up to 58% compared to a single-point connection because the requests are randomly

distributed to both peer and server. In cases where IPFS only requests the additional

peer rather than the server, the transmission will take a longer, because the bandwidth

is limited to BP = 5 Mbit/s. With SPIFI, I can achieve up to 44% less receiving and

storing time than SPIFI, because both server and peers receives the same request for

linear coded packets. With enough additional peers, the time results for SPIFI and

MARS are still better compared to IPFS because, with RLNC, I can skip the discovery

phase, leading to an overall reduction in time. (cf. [P3])
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Figure 5.3: CDF and box plot of time spent for receiving and storing a 5 MB file with one
additional peer besides the server. Adapted from [P3, cf. Figure 3]

To see the random distribution of requests in IPFS more in detail, in Figure 5.3, I show

the cumulative distribution function (CDF) for receiving and storing a 5 MB file with

one additional peer. We see a high variance in the measurement results because it is

affected by the number of requests directed to the server, resulting in lower receiving

times, versus those sent to the additional peer, resulting in higher receiving times.

With MARS and SPIFI, each peer in the network is provided with identical requests,

resulting in virtually deterministic behavior and low variance. Additionally, we see the

time gain achieved by SPIFI compared to MARS because the coding takes place before

the client requests a file. (cf. [P3])

To further dissect the source of the overall time spent receiving and storing a file,

Figure 5.4 provides a breakdown of receiving and storing times for a file size of 5 MB

given 0, 1, 5, and 10 additional peers. IPFS consistently outperforms MARS and

SPIFI in storing times because it does not need file decoding. With ten additional

peers, IPFS has 28% less storing time compared to MARS and SPIFI. However, the

receiving time for IPFS is higher, given the additional want-have messages, as discussed

in subsection 2.1.4. In SPIFI, the client receives the file 10% faster compared to IPFS

when only communicating with the server (0 additional peers) and 48% faster when

ten additional peers are available. (cf. [P3])

Extending my analysis to a larger file size (40 MB) in Figure 5.5, I observe increased

encoding time for MARS due to a larger generation size. If only the server is available,

the receiving time for MARS would increase by 119% compared to IPFS. Also, SPIFI

and MARS are worse than IPFS in storing times because of the longer decoding times.

However, SPIFI is the superior protocol in receiving times, benefiting from bypassing

coding operations for requested packets. With ten additional peers, SPIFI needs 70%
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Figure 5.4: Time spent for receiving and storing a 5 MB file depending on the number of
additional peers besides the server. Adapted from [P3, cf. Figure 4]
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Figure 5.5: Time spent for receiving and storing a 40 MB file depending of the number of
additional peers besides the server. Adapted from [P3, cf. Figure 5]

less receiving times than IPFS. When receivers aim to become future data providers

with RLNC, they do not need to decode the file. Hence, only the receiving times mat-

ter. It also appears that the storing times increase with available peers. However, this

is because MARS and SPIFI already decode the file when some packets are received,

reducing the time between receiving the last packet and decoding the file. If the re-

ceiving time is very short, the storing time is longer, as the decoder has little time to

work in parallel with the receiving process. (cf. [P3])

5.2.3.2 Energy Consumption

Next, I focus on energy consumption, considering the entire network, including the

client, server, and available additional peers. The energy consumption per bit for re-

questing a 5MB file is presented in Figure 5.6. Notably, introducing more peers reduces
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Figure 5.6: Energy consumption per bit of the network for receiving and storing a 5 MB
file depending on the number of additional peers besides the server. Adapted
from [P3, cf. Figure 6]

the workload per individual peer, yet the overall energy consumption in the network

rises. The energy consumption for coding in advance in SPIFI is not shown in the

measurements, i.e., I only show the energy consumption at run time. So, comparing

MARS and SPIFI shows the additional energy expended by peers in coding packets,

reflecting the increased time and computing power required. On average, at run time,

SPIFI consumes 11% and MARS 49% more energy per bit than IPFS, which means

that SPIFI saves up to 34% energy per bit compared to MARS. For SPIFI, the en-

coding operation takes place ahead of run time, shifting the incurred delay and energy

consumption to times of idle peers and potentially low utilization of the power source.

Thereby, the computation time for encoding is not relevant for run time delay, and

peak load of the electric grid can potentially be circumvented. At run time, the energy

consumption difference between IPFS and SPIFI is marginal, and SPIFI exhibits sig-

nificantly faster receiving times than IPFS. This comes at the cost of computing and

storing the encoded packets ahead of run time. (cf. [P3])

For the larger file size of 40MB, as depicted in Figure 5.7, the energy consumption

for coding operations grows larger. MARS exhibits, on average, 114% more energy

consumption per bit than IPFS, attributed to the increased time and computing power

required for encoding and decoding packets. Furthermore, SPIFI consumes 30% more

energy per bit than IPFS due to the additional energy needed only to decode larger

files, since the encoding takes place ahead of run time. Compared to MARS, SPIFI

consumes 39% less energy per bit, meaning that I can shift a large part of the energy

required by RLNC to times when the energy network is not loaded. Larger files increase

the decoding effort for the client to a certain extent, so that SPIFI has no advantage

66



5.3 Coding for Optimized Sending in Multimedia InterPlanetary Communication (COSMIC)

0 2 4 6 8 10 12 14

number of additional peers

0

200

400

600

800

en
er
g
y
in

n
J
/
bi
t

IPFS

MARS

SPIFI

Figure 5.7: Energy consumption per bit of the network for receiving and storing a 40 MB
file depending on the number of additional peers besides the server. Adapted
from [P3, cf. Figure 7]

over IPFS in terms of storing times. However, if only the receiving times are essential,

e.g., increase the redundancy in the network, SPIFI is the superior choice. (cf. [P3])

In conclusion, I provided valuable insights into the performance of MARS. My results

show that MARS has better delays but higher energy consumptions compared to IPFS.

I introduced SPIFI, a novel approach to mitigating the power consumption drawback,

by coding packets in advance. SPIFI demonstrates enhanced efficiency for handling

small files, although its benefits diminish with larger file sizes. A critical aspect of

SPIFI is its ability to store packets temporarily, enabling the scheduling of encoding

processes during periods of lower power grid demand. This feature aids in distributing

power usage more evenly over time, offering a potential solution to manage peak load

challenges. However, it’s important to note that while SPIFI helps balance power

demand, it leads to an overall increase in power consumption compared to the standard,

uncoded IPFS. This trade-off between performance and power efficiency underscores

the need for further research and development to optimize both aspects for future

distributed file systems. (cf. [P3])

5.3 Coding for Optimized Sending in Multimedia

InterPlanetary Communication (COSMIC)

The request strategy of IPFS depends on the transmission timings and may cause

overhead in the form of unnecessary data transmissions. In addition, the node that

answers a want-have request the fastest always receives a want-block request. For
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that reason, IPFS favors nodes with low end-to-end delays regardless of the available

bandwidths. The bias towards selecting nodes by end-to-end delays may increase the

file transmission times and lacks a load balancing mechanism. (cf. [P4])

With using SPIFI, the request strategy focuses on keeping the overhead as low as pos-

sible while at the same time simplifying the practical implementation of multisource

transmissions without adding coordination effort to the protocol. By minimizing over-

head, timing issues can produce additional requests in heterogeneous networks. A

node with a high delay may answer the root block request late, while the requests for

dC/(N−1)e coded blocks have already been made to other nodes. The latecomer node

then receives a request for dC/Ne blocks and the dC/N − 1e requests already sent to

the other nodes. At this point in time, the client has requested dC/Ne too many child

blocks. However, it is unclear which node received these redundant requests. (cf. [P4])

Based on the SPIFI protocol, I have designed the COSMIC protocol to exploit flexible

request strategies further leveraging RLNC and adapt to heterogeneous and dynamic

networks. Instead of requesting data from each node only once as in SPIFI, the requests

are spread over several iterations in COSMIC. Initially, a fixed number of k blocks is

requested from all N nodes. The number k depends on C and N , where C is the

number of child blocks and N the number of session nodes. The number k should be

chosen to provide the necessary time to survey the network and allow enough further

requests to make adjustments. Afterward, I track how many blocks each node has sent

and how many requests are still pending. Once the number of blocks expected from a

node falls below the threshold value r, a new request for r blocks is sent to this node.

(cf. [P4])

In the worst case, all nodes fall below the threshold simultaneously, and only a single

block is missing. Then, the client requests r blocks from each node, so that the amount

of requested blocks totals to (2r − 1)N . Hence, the maximum overhead equals (2r −

1)N − 1 blocks, which can be significantly higher than the maximum overhead of

SPIFI depending on C, N , and r. For large r, the total overhead increases. A small r

may increase the number of requests, which increases the total transmission time. A

suitable choice of parameters makes it possible to balance both aspects. My preliminary

observations have shown that this is the case for k = 5 and r = 3. (cf. [P4])

tinyC is a variation of the COSMIC protocol, in which the parameters are set k = 2

and r = 1. The choice of parameters tries to minimize the overhead. This means

that initially, a request is sent to each node for two blocks. The next request for a

single block is only sent when all former requests are fulfilled. The possible overhead

is, therefore, a maximum of N − 1 blocks and thus corresponds to the value of SPIFI.
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Since the request strategy creates idle times at the nodes, I expect longer transmission

times compared to COSMIC with other parameters. (cf. [P4])

5.3.1 Lower Bound Transmission Time

Multisource transmission can reduce transmission times and, therefore, application

delays significantly. However, a suboptimal request distribution induces the problem of

waiting for slower nodes, thereby increasing the total transmission time and reducing

the user’s experience quality. When the protocol-induced overhead is disregarded, the

transmission time tn of a single node n is determined only by its channel parameters,

bandwidth bn and delay dn, and the amount of data to be transmitted gn. The total

transmission time is determined as the maximum of the transmission times of all nodes.

The objective of an optimal request distribution is to minimize the total transmission

time. At the same time, the total payload transmitted by all nodes is equal to the

original data size.

The time tmin is the theoretically possible minimum transmission time if I only con-

sider the channel bandwidth and delay as transmission limitations. More transmission

limitations exist, such as computing delays, which are not considered for the theoretical

transmission time. Therefore, tmin is the theoretical lower bound and not achievable

in practice.

tmin =
G+

∑N

i=1 bidi∑N

i=1 bi
(5.1)

(5.2)

My request strategies are designed so that every node can send the optimal number of

blocks. Furthermore, I base my theoretical calculations on the assumption that I can

optimize the overhead and transmission simultaneously. However, in practical terms,

to minimize the transmission time, creating overhead can not be avoided because I deal

with integer block counts and I have to account for network dynamics. To measure

the performance of the four request strategies I use two metrics, for which lower values

indicate better performance. The transmission time t > tmin is measured as the time

duration between starting a request and receiving the last block. I do not consider the

time to store the file on the disc, as this depends on the consumer’s hardware. As a

second metric, I use the transmission overhead. The overhead is the ratio between the
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additional blocks that have been sent but are no longer needed to decode the file and

the number of payload blocks. (cf. [P4])

5.3.2 Measurement Setup for COSMIC

5.3.2.1 Network Topology

The investigated network topology comprises one consumer and five provider nodes,

all using the IPFS framework to communicate with each other. All five provider nodes

store the complete data. I implemented IPFS, SPIFI, and COSMIC for the testbed

NET Playground [P1]. I set the Odroids’ different delay and bandwidth values with

the Linux traffic control (tc) tool. (cf. [P4])

Each measurement is a single request from the consumer to obtain a 10MB file. I

capture the transmission time of the requests by logging the request and response

timestamps. In addition, I count the number of blocks sent from each node to calculate

the overhead. I define overhead as the additional blocks that have been sent but are

no longer needed to decode the file because enough blocks have already been received.

(cf. [P4])

5.3.2.2 Tailored Test Cases

In this section, I outline four different test cases tailored to explore the performance

of distributed file systems under specific network conditions characterized by varying

bandwidth and delay configurations. These test cases create diverse channel conditions

while ensuring consistency in the lower bound of the transmission time (tmin = 1.125 s)

across all scenarios. The first test case, the balanced scenario, establishes a homo-

geneous network environment where all nodes possess the same bandwidth and delay

characteristics. The scenario emulates a network with uniform channel conditions, fa-

cilitating equitable data transmissions. The balanced scenario provides a benchmark

for comparison against scenarios with diverse channel properties. As SPIFI was de-

signed for homogeneous networks, I expect it to perform well in comparison to IPFS

and COSMIC. (cf. [P4])

The stairs test case introduces a linear progression of bandwidth and delay values

among nodes, resembling a staircase pattern. Node 1, positioned at the base of the

staircase, exhibits the lowest bandwidth and highest delay, while subsequent nodes ex-

perience incrementally increasing bandwidth and decreasing delay. This configuration

mimics scenarios where network conditions vary gradually, allowing for a systematic
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Table 5.1: Tailored Test Cases Adapted from [P4, cf. Table 2]

Test Case Bandwidth {bn} in MBit/s Delay {dn} in ms

Balanced {15, 15, 15, 15, 15} {27, 27, 27, 27, 27}
Stairs {3, 9, 15, 21, 27} {47, 40, 33, 26, 19}
Flank {2, 2, 14, 28, 28} {50, 50, 27, 5, 5}
Server {4, 4, 4, 4, 60} {5, 5, 5, 5, 50}

assessment of file system performance. Since SPIFI has to wait for the slowest node to

send its blocks, I expect it to perform very poorly compared to IPFS. (cf. [P4])

Building upon the stairs test case, the flank scenario introduces more variance in

bandwidth and delay configurations among nodes. Nodes 1 and 2 exhibit extreme val-

ues, with very low bandwidth and high delay, while nodes 4 and 5 showcase contrasting

characteristics, featuring high bandwidth and low delay. Node 3 is between these ex-

tremes, maintaining a symmetrical distribution of channel properties. I expect similar

transmission time and overhead results compared to the related stairs test case for

IPFS, SPIFI, and COSMIC, as channel properties are related. (cf. [P4])

The server test case simulates a scenario akin to a client-server architecture. So far,

I have designed the channel characteristics of the nodes so that nodes with a high

bandwidth have a low delay and vice versa. In the server test case, nodes 1 to 4

have a very low bandwidth and delay. These four nodes represent local nodes with

short distances and low data transfer rates, akin to neighboring nodes with limited

communication capacities. In contrast, node 5 symbolizes a remote server with high

bandwidth rates but higher delay. This configuration challenges IPFS to efficiently

manage data transmission between nodes. Since IPFS distributes its requests to the

neighboring nodes and the server randomly, there are cases where IPFS does not use

the server effectively and thus achieves poorer time results. To better visualize the four

test cases balanced, stairs, flank, and server, I have shown the bandwidth and

the delay of all five nodes for the test cases in Figure 5.8. (cf. [P4])

5.3.2.3 Randomized Test Case

Through the tailored test cases, I aim to comprehensively evaluate the performance

of IPFS, SPIFI, and COSMIC under certain network conditions, providing valuable

insights into their adaptability and efficiency. However, the goal of COSMIC is to

design a request strategy that works well for every network configuration. Therefore,

I carry out a series of measurements in which the channel conditions are chosen at

random. The nodes’ bandwidth capacity ranges between Bp = 1 MBit/s - 30 MBit/s
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Figure 5.8: Channel parameters delay and bandwidth for all five nodes in four tailored
network test cases. All networks have a lower bound transmission time of tmin =
1.25s.

and the round trip time ranges between RTTp = 5ms - 50ms. I have tested all request

strategies in 1500 random network configurations. (cf. [P4])

5.3.3 Evaluation of COSMIC

5.3.3.1 Tailored Test Cases

I evaluate the relative transmission time of the four protocols IPFS, SPIFI, COSMIC,

and tinyC in the tailored test cases outlined in Figure 5.8. This test sequence uses well-

designed network parameters to investigate under which circumstances state-of-the-art

protocols perform exceptionally well or exceptionally poorly. For this purpose, I have

constructed four networks that all share the same lower bound of the transmission time

tmin. Hence, the measured values can be compared quantitatively. (cf. [P4])

Figure 5.9 shows the mean relative transmission time t/tmin in all tailored test net-

works using all request strategies. All strategies perform well in the balanced test

case. SPIFI’s performance worsens with an increasing variance of network conditions,

which is expected by design. The relative transmission time starts at low values of

approximately 1.8 in the balanced test case and reaches a value of 4 in the server
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Figure 5.9: Mean relative transmission time t/tmin of all request strategies in four tailored
test networks.

case. IPFS is slower than the other strategies in the balanced case and has a medium

relative transmission time of 3. The performance is slightly better in the flank and

stairs test cases, as the nodes with high bandwidths also have low delays and are

more frequently queried. Only in the server case IPFS’s relative transmission time

also rises to 4, as the nodes with low delays are queried more often, resulting in longer

waiting times for individual blocks. COSMIC and tinyC have outstanding relative

transmission times below 2 close to the lower bound in all test cases. tinyC is slightly

worse in comparison to COSMIC. In the server test case, a more aggressive request

strategy with a larger COSMIC threshold r can produce even lower transmission times

at the expense of increased overhead. (cf. [P4])

Figure 5.10 shows the mean overhead of all request strategies in the tailored test net-

works. The smallest overhead of 12% is reached by tinyC and SPIFI in the balanced

test case. COSMIC has a larger overhead of 30%. Both COSMIC and tinyC produce

the same overhead across all test cases. SPIFI incurs more overhead when individual

nodes have a high delay, and their want-have replies miss the first round of requests.

This affects two nodes in the flank case, so the extra overhead is higher than in the

server case, where only one node has a higher delay. IPFS has the highest overhead of

all protocols at 70%, which increases even further in the server case. Overall, the cor-

relation between overhead and transmission time is very high with IPFS, as duplicated

blocks delay the payload transmission. (cf. [P4])

5.3.3.2 Transmission Time in Random Networks

In the first series of tests, I investigated how the request strategies behave in various

special cases. All strategies perform better in networks with a low variance of network
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Figure 5.10: Mean overhead for all request strategies in four tailored test networks.
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Figure 5.11: CDF over transmission time for all request strategies over 1500 random net-
works and CDF of the theoretical lower bound of the transmission time for
comparison. Adapted from [P4, cf. Figure 1]

conditions. For SPIFI, this matches the design goal. However, the other three strategies

are designed for general-purpose applications and should work well in general cases. To

verify the fulfillment of the design goal, I tested all strategies in randomly generated

networks.

Figure 5.11 shows the CDF of the transmission time in 1500 random networks for each

request strategy and, for comparison, the lower bound of the transmission time. The

curve of IPFS runs parallel to the lower bound of the transmission time but is shifted to

the right. While the lower bound varies between 0.6 s and 4 s, IPFS has a value range of

2 s to 24 s. COSMIC and tinyC have a much steeper curve. Initially, the two protocols

still have a clear distance to the lower bound time of 1.6 s, but they tend towards the

lower bound for long transmission times. The 95% percentile of COSMIC is 3 s. tinyC

has an equivalent curve, a constant distance to COSMIC, and a 95% percentile of

around 3.5 s. SPIFI even manages to outperform tinyC at very low transmission times
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Figure 5.12: Transmission time of SPIFI, COSMIC, and tinyC relative to the transmission
time of IPFS in random networks.

but has a very flat curve, i.e., a considerable variance of possible results, and is worse

than IPFS in 30% of cases. SPIFI has its 95% percentile at 12 s and reaches 100% only

at 20 s. IPFS lags behind the other protocols in good cases and has a transmission time

of 2 s at best. The 95% percentile is at 9 s and thereby well ahead of SPIFI, with the

100% value slightly behind SPIFI’s value at 24 s. However, the transmission times of

both protocols are far from the lower bound in all cases. (cf. [P4])

To compare the performance of the individual strategies more directly, I measure how

fast the other three protocols are compared to IPFS. Therefore, I normalize the trans-

mission time t of the respective protocol with the transmission time of IPFS tipfs with

(t− tipfs)/tipfs. The normalization is done individually for each random test network.

The distribution of the normalized transmission time is shown in Figure 5.12 as a box-

plot for each of the three protocols. SPIFI is on average 20% better than IPFS, but

exhibits a large variance in transmission times. In the worst case, SPIFI’s transmission

times are 130% larger. COSMIC is always better than IPFS, whereas tinyC is always

at least as good. On average, both strategies are 40% faster and have a low variance.

(cf. [P4])

5.3.3.3 Overhead in Random Networks

In addition to analyzing the transmission time, I measured the overhead introduced

by random network conditions, as shown in Figure 5.13. The overhead is a critical

factor for evaluating the efficiency of protocols under variable network scenarios. Both

SPIFI and tinyC demonstrate remarkable consistency, maintaining a constant overhead

of approximately 10%. This value aligns perfectly with the design specifications of
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Figure 5.13: Mean overhead for all request strategies averaged over 1500 random topologies.
Adapted from [P4, cf. Figure 2]

these strategies, reflecting their optimized and controlled resource usage. Furthermore,

these protocols exhibit insensitivity to fluctuations in network conditions, making them

robust and reliable in dynamic environments. On the other hand, COSMIC exhibits

a slightly higher overhead, ranging between 25% and 45%, with an average value of

38%. While this is higher than SPIFI and tinyC, the performance remains relatively

stable, indicating that COSMIC is moderately affected by network variability but still

performs within predictable bounds.

In contrast, IPFS displays the widest variance in overhead values. In the best-case

scenario, IPFS achieves an overhead as low as 10%, comparable to SPIFI and tinyC.

However, under less favorable conditions, the overhead skyrockets to a maximum of

140%. On average, IPFS incurs an overhead of 60%, which is significantly higher than

the other protocols. This substantial variability suggests that IPFS is more sensitive

to network conditions, potentially making it less suitable for environments with high

unpredictability.

To summarize, I analyzed popular protocols for multisource content distribution. Based

on SPIFI, I developed the adaptive request strategy COSMIC. I showed that the es-

tablished protocols only work well in homogeneous networks and have a wide range of

possible results with increasing variance of transmission parameters. I tested all proto-

cols in randomly generated networks with variable transmission bandwidth and delay

and calculated the theoretical lower bound of the transmission time for comparison.

The protocols I developed show a 40% lower transmission time with 20% less overhead

compared to IPFS. tinyC minimizes the generated overhead while COSMIC generates

slightly more overhead with a marginally lower transmission time. Both protocols con-

sistently stay very close to the lower bound of the transmission time and are, therefore,

preferable to the state-of-the-art protocols.(cf. [P4])
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The previous chapter investigated how RLNC can be used on a storage level to enhance

communication and storage retrieval. This chapter addresses how RLNC can be used

on the transport level to increase the throughput when errors occur over the channel.

First, I will look at an analytical investigation of a single-hop communication with

transmission errors using RLNC. Afterward, I will look at the performance analysis of

a multip-hop communication with transmission errors using RLNC and present possible

improvements.

The content of this chapter has been published by the author at the European Wire-

less 2021; 26th European Wireless Conference [P5] and the 2021 IEEE 32nd An-

nual International Symposium on Personal, Indoor and Mobile Radio Communications

(PIMRC) [P6]. Some sentences and equations of this chapter are directly quoted from

the authors’ publications, marked with ”cf.” at the end of the sentence or paragraph.

6.1 Motivation for this Chapter

Autonomous driving enhances driver comfort and enables a safe, efficient journey. Pla-

tooning integrates reduced fuel consumption with safe, cooperative, and efficient trans-

portation, where vehicles travel in the same lane at a close, constant distance. This

approach reduces drag, minimizes emissions, and increases highway capacity due to the

higher vehicle density [102]. To facilitate communication within the platoon, vehicles

exchange data on speed and position. However, wireless transmission can result in data

loss, which is especially critical when the lead vehicle needs to inform others of road

hazards. The short distance between vehicles limits reaction time, making rapid and

reliable transmission essential [103].

Many transmission protocols depend on acknowledgments. The sender awaits confir-

mation from the receiver to verify successful data delivery. If data or acknowledgments

are lost, the sender retransmits, enhancing reliability but requiring a delay for ac-

knowledgment, which may not always be feasible. This process, known as positive

acknowledgment and retransmission, is also used in TCP. Another example includes
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constant feedback to apply sliding window RLNC in multi-hop serial connections [104].

Here, packets within the same window are combined to create redundancy, guided by

a feedback mechanism.

The CRLNC protocol [82], a specialized form of sliding window RLNC [105,106], oper-

ates without confirmation of data reception, significantly boosting transmission speed.

It leverages network coding techniques to enhance reliability and correct channel errors.

Meeting effective transmission requirements, CRLNC offers a promising alternative to

conventional protocols. Its operation involves the transmitter sending a fixed number

n of source packets, then generating coded packets from the last sent packets, with

a window size w, and sending k coded packets. The sender then resumes sending n

source packets. Often, n and k are expressed as the code rate c:

c =
n

n+ k
(6.1)

Currently, the optimal protocol parameters using RLNC are primarily determined

through simulations, as various simulators are available for different types of networks.

However, if I know the analytical solution for the system, I can mathematically demon-

strate specific behavioral patterns of networks and maximize desired parameters, such

as throughput, or calculate the necessary buffer size to conserve resources. To analyze

the theoretical limits of CRLNC, I first derived an analytical solution for a single-hop

scenario using a Markov-Chain model. Then, I optimized CRLNC for multi-hop trans-

fers, focusing on single-path scenarios. One optimization addresses idle time slots in

intermediate hops due to errors, where sending coded packets in unused slots is pro-

posed. The coding window at intermediate nodes is adapted to prioritize packets sent

the fewest times, improving packet arrival probability. Lastly, queue management op-

timizations account for varying code rates or packet decoding, allowing the encoder

access to the queue to handle potential build-up. The performance impact of these

parameters is evaluated across varying error probabilities, focusing on throughput and

delay.

6.2 Analytical Investigation of CRLNC in Single-Hop

Communication

Although CRLNC has many advantages and has its use cases, there is no analytical

solution for throughput and packet delay yet. The reasons for this are due to the

complexity of the transmission pattern. Because, the coded packets covering past
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Figure 6.1: Transmission example of CRLNC with n = 2, k = 1 and w = 4. Adapted
from [P5, cf. Figure 1]

packets, the dependencies between them are difficult to describe mathematically. That

is why, I focused on finding a solution with one specific set of protocol parameters: c =

2/3, w = 4. With such a small code rate, RLNC has a big impact on the transmission,

so the solution of this system should give a good indicator of what can be achieved by

using network coding. To illustrate the influence of a large window size, it is additionally

examined how the transmission behaves when the window size is infinitely large w = ∞.

For a complete analytical description of CRLNC, solutions would have to be found for

all possible parameter combinations, but from the results of the smallest and largest

possible window size, estimates can be made for other window sizes. The throughput

and packet delay is calculated using a Markov-Chain model [107,108]. A Markov-Chain

is a special form of a stochastic process defined by the fact that even with a limited

degree of information about the past, statements about the future can be made with

the same certainty as if all past information were known. (cf. [P5])

6.2.1 Markov-Chain Model Description

Next I will describe the creation process of the Markov-Chain model. A key requirement

for the model is that it must be time-homogeneous. This means that the probabilities of

changing from one state to another do not depend on the past, but only on the current

state, which will be important calculating a steady state distribution in the next section.
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The challenge is to find the right parameters for the states of the Markov-Chain so that

the transition probabilities become time independent. (cf. [P5])

In the given scenario, the system changes its state whenever a package arrives at the

receiver. The arrival probability of packets can be described as a function of the error

probability e. Each packet has an equal chance of being received since the channel

characteristics are assumed to be constant and time-independent. Therefore an repet-

itive patterns in the transmission process is found, which helps to define the transition

probabilities of the Markov-Chain. The transmission of the uncoded packets followed

by the coded packet is combined as one block with the block size of three (s. Fig. 6.1).

(cf. [P5])

The six possible outcomes of a block depends on whether the uncoded and coded

packets arrive within this block. In what follows, the probabilities of these outcomes

are denoted as PN,K , where N ∈ [0, n] is the number of uncoded packets that arrived

and K ∈ [0, k] is the number of coded packets that arrived in a block. With n = 2 and

k = 1 PN,K is: (cf. [P5])

PN,K =

(

2

N

)

(1− e)N+K e3−N−K (6.2)

The coded packet at the end of the first block consists only of the packets P1 and P2.

Although it seems that this is the only block where the length of the coded packet is

two, the same effect occurs in the other blocks when the uncoded packets from the

previous block are known. For example, if packets P1 and P2 arrive in the first block,

they can be eliminated in the coded packet of the second block. This means that the

coded packet also has an effective length of two. In the following, state space A refers

to whether the packets from the previous block are known and state space B if they

are not. (cf. [P5])

Since the goal is to calculate throughput and packet delay of the system, it is neces-

sary to know how many packets are recovered by the coded packets per block. It is

theoretically possible to create a chain of possible decodable packets, all of which can

be recovered by a received coded packet. This number shall be called X, X ∈ N. In

an ongoing transmission, the number of decodable packets at the end of a block may

be infinite, i.e., X ∈ [0,∞). (cf. [P5])

Each state of the Markov-Chain must be either in A or in B and has a fixed value of X.

While the state space B contains an infinite set of possible states B|X, X ∈ [0,∞), the

state space A contains only one possible state A|0. This follows from the definition of

the state space A that the packets of the previous block are known. If this is the case,
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Figure 6.3: State space B of the Markov-Chain, c = 2/3, w = 4. Adapted from [P5, cf.
Figure 3]

possible decodable packets from the past were either decoded in the previous block

or they are no longer decodable. Therefore, all states A|X, X > 0 are unreachable.

(cf. [P5])

A visualization of the state A|0 is shown in Fig. 6.2. The first block in white is the label

of the state. The blocks in green refer to the incoming number of uncoded packets,

while the blocks in blue indicate the arrival of the coded packet, resulting in six different

outcomes. The label at the end of the arrow indicates which state the Markov-Chain

will be in next. If both uncoded packets are received, then the Markov-Chain remains

in state A|0, regardless of the arrival of the coded packet. Even if an uncoded packet

is lost, it can be immediately recovered by the coded packet at the end of the block,

so that it remains at A|0. If the coded packet is also lost, the lost uncoded packet

can be recovered in the next block since it is covered by the coded packet. Thus, the

Markov-Chain will change to B|1. The same is true if both uncoded packets are lost

but the coded packet arrives, with the difference that two packets can be recovered.

Only if all packets are lost, none can be recovered, so the next state is B|0. (cf. [P5])

Considering all possible states in the state space B, all outcomes of the subsequent

state are the same, with the exception of the state transition P1,1, since it increase X

by one (s. Fig. 6.3). This makes it possible to combine all states from B to a makro

state B|X (s. Fig. 6.4). Thus the Markov-Chain is completely described. (cf. [P5])
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Figure 6.4: State space A and B of the Markov-Chain, c = 2/3, w = 4. Adapted from [P5, cf.
Figure 4]

6.2.2 Calculation of the Steady State Distribution

The steady state distribution describes the probability that the system is in a state

when an infinite amount of time has passed. Given a Markov-Chain with discrete time

steps, it can be described with: (cf. [P5])

p∗ = P T · p∗ (6.3)

p∗ stands for the vector of all steady state probabilities and P T for the matrix of all

transition probabilities between all states. (cf. [P5])

P2,1 (1− e)3

P2,0 (1− e)2 e
P1,1 2 (1− e)2 e
P1,0 2 (1− e) e2

P0,1 (1− e) e2

P0,0 e3

Table 6.1: Transition probabilities between two blocks

That is, the steady state probabilities are multiplied by the state transitions that can

lead to the selected state and summed. While the Markov-Chain is split between two

state spaces, the steady state probabilities must still add up to one: (cf. [P5])

p∗A|0 +
∞
∑

X=0

p∗B|X = 1 (6.4)

The Markov-Chain of this scenario as has special properties that simplifies the calcula-

tion process. All states in the state space B lead to A|0 with P2,1 and P2,0. In addition,

A|0 can also lead to itself with P1,0. With (6.4) the steady state probability p∗A|0 is:

(cf. [P5])
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p∗A|0 = p∗A|0 (P2,1 + P2,0 + P1,0) +
∞
∑

X=0

p∗B|X (P2,1 + P2,0)

= p∗A|0 (P2,1 + P2,0 + P1,0) + (1− p∗A|0) (P2,1 + P2,0)

=
P2,1 + P2,0

1− P1,0

=
(1− e)2

2 e3 − 2 e2 + 1

(6.5)

The same procedure is used to calculate p∗B|0, p
∗
B|1 and p∗B|2. (cf. [P5])

p∗B|0 = p∗A|0 P0,0 +
∞
∑

X=0

p∗B|X (P0,0 + P0,1)

= p∗A|0 P0,0 + (1− p∗A|0) (P0,0 + P0,1)

= P0,0 + P0,1

(

1−
P2,1 + P2,0

1− P1,0

)

=
e3 (3 e2 − 5 e+ 3)

2 e3 − 2 e2 + 1

(6.6)

The state B|1 is always reached from all states with P1,0 and additionally from B|0

with P1,1. So: (cf. [P5])

p∗B|1 = P1,0 + p∗B|0 P1,1

= P1,0 + P1,1

(

P0,0 + P0,1

(

1−
P2,1 + P2,0

1− P1,0

))

=
2 e2 (3 e6 − 11 e5 + 14 e4 − 7 e3 + e2 − e+ 1)

2 e3 − 2 e2 + 1

(6.7)

The state B|2 is reached from A|0 with P0,1 and from B|1 with P1,1. So: (cf. [P5])

p∗B|2 = p∗A|0 P0,1 + p∗B|1 P1,1

=
e2 (1− e)3 (−12 e6 + 32 e5 − 24 e4 + 4 e3 + 4 e+ 1)

2 e3 − 2 e2 + 1

(6.8)

All other states B|X, X > 2 can only be reached via the state B|(X−1) with the tran-

sition probability P1,1. Thus, the steady state probabilities p∗B|X , X ≥ 2 are: (cf. [P5])
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p∗B|X = p∗B|2 (P1,1)
X−2

= (p∗A|0 P0,1 + p∗B|1 P1,1) (P1,1)
X−2

=
(2 e (1− e)2)X−2 e2 (1− e)3 (−12 e6 + 32 e5 − 24 e4 + 4 e3 + 4 e+ 1)

2 e3 − 2 e2 + 1
, X ≥ 2

(6.9)

6.2.3 Analytic Calculation of the Throughput and Delay

Using the steady state probabilities, the expected amount of received source packets

per block can be derived. This is composed of the expected amount of uncoded packets

received E[su] and the expected amount of packets recovered by the coded packets

E[sc]. The former is independent of the current state of the Markov-Chain and is

already included in the state transition probabilities: (cf. [P5])

E[su] = (P1,1 + P1,0) + 2 (P2,1 + P2,0)

= 2 (1− e) e+ 2 (1− e)2

= 2 (1− e)

(6.10)

If the Markov-Chain is in state A|0, then one packet is recovered with P1,1. For all

other states B|X, the variable X specifies the possible number of recoverable source

packets. However, in order for these to also be recovered, all packets must arrive in the

current block, which is represented by P2,1. Considering all possible states in the state

space B, E[sc] can be calculated with: (cf. [P5])

E[c] = p∗A|0 P1,1 +
∞
∑

X=0

X p∗B|X P2,1

= p∗A|0 P1,1 + P2,1

(

p∗B|1 +
∞
∑

X=2

X p∗B|2 (P1,1)
X−2

)

= p∗A|0 P1,1 + P2,1

(

p∗B|1 + p∗B|2

(

∞
∑

X=0

X (P1,1)
X +

∞
∑

X=0

2 (P1,1)
X

))

= p∗A|0 P1,1 + P2,1

(

p∗B|1 + p∗B|2

(

P1,1

(1− P1,1)2
+

2

1− P1,1

))

= p∗A|0 P1,1 +
P2,1

(1− P1,1)2
(p∗B|1 + p∗A|0 P0,1 (2− P1,1))

=
2 e (1− e)4 (4 e5 − 12 e4 + 14 e3 − 9 e2 + 2 e− 1)

(2 e3 − 2 e2 + 1) (2 e3 − 4 e2 + 2 e− 1)2

(6.11)
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For the calculation of E[sc] two infinite geometric series with the argument |P1,1| <

1, ∀ e ∈ [0, 1], are used: (cf. [P5])

∞
∑

X=0

rX =
1

1− r
,

∞
∑

X=0

X rX =
r

(1− r)2
, |r| < 1 (6.12)

The sum of E[c] and E[u] results in the average amount of packets received per block.

If this value is dived by the amount of sent source packets per block n = 2, you will

get the throughput. (cf. [P5])

T (e) =
1

n
(E[su] + E[sc])

=
1

2

(

2(1− e) + p∗A|0 P1,1 +
P2,1

(1− P1,1)2
(p∗B|1 + p∗A|0 P0,1 (2− P1,1))

)

= (1− e) +
1

2
p∗A|0 P1,1 +

P2,1

2 (1− P1,1)2
(p∗B|1 + p∗A|0 P0,1 (2− P1,1))

=
−12 e10 + 76 e9 − 206 e8 + 317 e7 − 306 e6 + 187 e5 − 64 e4 + 3 e3 + 8 e2 − 4 e+ 1

(2 e3 − 2 e2 + 1) (2 e3 − 4 e2 + 2 e− 1)2

(6.13)

For simplicity, the following factor C(e) is defined: (cf. [P5])

C(e) =
P2,1 (p

∗
B|1 + p∗A|0 P0,1 (2− P1,1))

2 (1− P1,1)2
(6.14)

So:

T (e) = (1− e) +
1

2
p∗A|0 P1,1 + C(e) (6.15)

The throughput can be divided between the influence of the transmitted source and

the coded packets (s. Fig. 6.5). At e = 0.28 most of the packages are recovered. Since

the coded packets reflect the influence of RLNC, it is possible to say how big the gain

in throughput is when using network coding. This shows that the coded packets only

have a benefit for the system above a certain error probability. This benefit drops off

quickly at higher error probabilities (s. Fig. 6.6). (cf. [P5])

What follows is the calculation of the delay. First, the packet delay is calculated in

blocks db[b], since the Markov-Chain model is built around transmission blocks. The

transmission delay is ignored as it is only an additive factor. db = 0 means that the

packet is received immediately via an uncoded transmission. The probability for that

is: (cf. [P5])

P (db = 0) = 1− e (6.16)
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Figure 6.5: Throughput of the system consisting of the source and coded packets depending
on the error probability e, c = 2/3, w = 4. Adapted from [P5, cf. Figure 5]
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Figure 6.6: Throughput gain of the system using network coding in CRLNC depending on
the error probability e, c = 2/3, w = 4. Adapted from [P5, cf. Figure 6]
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If a packet is recovered at the end of the block in which it was lost, then db = 1.

The only case where this happens is when the system is in state A|0 followed by P1,1:

(cf. [P5])

P (db = 1) =
1

2
p∗A|0 P1,1

=
P1,1 (P2,1 + P2,0)

2 (1− P1,0)

=
e ∗ (1− e)4

2 ∗ e3 − 2 ∗ e2 + 1

(6.17)

The prefixed factor 1/n = 1/2 is necessary to calculate the probability of receiving

a single packet at the end of the block. Otherwise, this would be the probability of

one of the two packets in the block being received at the end of the block. db = 2

means that the packet is recovered at the end of the next block it was lost. This occurs

every time packets are recovered in states B|X, X ≥ 2. For example, if six packets

are recovered in B|6, exactly one packet must have been lost in the previous block,

because to get into B|6, the last state must have been B|5 followed by P1,1, implying

a lost uncoded packet. There are two special cases where one additional packet with

db = 1 gets recovered. The first one is in B|2 if the previous state was A|0 and the

second one is in B|1: (cf. [P5])

P (db = 2) =
1

2
P2,1

(

∞
∑

X=2

p∗B|X + p∗A|0 P0,1 + p∗B|1

)

=
1

2
P2,1

(

(p∗A|0 P0,1 + p∗B|1 P1,1)
∞
∑

X=2

P1,1
X−2 + p∗A|0 P0,1 + p∗B|1

)

=
1

2
P2,1

(

(p∗A|0 P0,1 + p∗B|1 P1,1)
1

1− P1,1

+ p∗A|0 P0,1 + p∗B|1

)

=
P2,1

2 (1− P1,1)
(p∗B|1 + p∗A|0 P0,1 (2− P1,1))

= C(e) (1− P1,1,)

(6.18)

The case of a packet gets recovered one block later (db = 3) always occurs in states

B|X, X ≥ 3. Again there are two special cases that are the same as for P (db = 2)
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Figure 6.7: Probability to receive a packet after b blocks, e = 0.28, c = 2/3, w = 4. Adapted
from [P5, cf. Figure 7]

with the exceptions that they are delayed by one block with P1,1. So: (cf. [P5])

P (db = 3) =
1

2
P2,1

(

∞
∑

X=3

p∗B|X + p∗A|0 P1,1
2 + p∗B|1 P1,1

)

=
1

2
P2,1

(

∞
∑

X=2

p∗B|X P1,1 + p∗A|0 P1,1
2 + p∗B|1 P1,1

)

=
P2,1

2 (1− P1,1)
(p∗B|1 + p∗A|0 P0,1 (2− P1,1))P1,1

=P (db = 2)P1,1

(6.19)

This makes it possible to create an explicit calculation rule for P (db = Y ), Y ≥ 2. The

probability function of db is: (cf. [P5])

P (db = Y ) =



















1− e if Y = 0

1
2
p∗A|0 P1,1 if Y = 1

C(e) (1− P1,1,)P1,1
Y−2 if Y ≥ 2

(6.20)

The dominant probability is always P (db = 0), even if e = 0.28 where most packets are

recovered by coded packets (s. Fig. 6.7). The cases with db > 4 are negligible. One

way to check the result is to add up all the probabilities P (db = Y ), Y ≥ 0, which
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gives the probability that the packet will arrive at all. With a continuous stream of

information, this must match with the throughput of the system: (cf. [P5])

T
!
=

∞
∑

Y=0

P (db = Y )

!
= P (db = 0) + P (db = 1) +

∞
∑

Y=2

P (db = Y )

!
= 1− e+

1

2
p∗A|0 P1,1 + C(e) (1− P1,1,)

∞
∑

Y=2

P1,1
Y−2

!
= 1− e+

1

2
p∗A|0 P1,1 + C(e)

(6.21)

The conversion of the packet delay from blocks into time slots, is done with a simple

factor. A packet with db = 1 has a average delay in time slots of dts = 1.5. With a

block size of three, three time slots elapse for each delayed block: (cf. [P5])

dts =







0 if db = 0

1.5 (2 db − 1) if db ≥ 1
(6.22)

Thus, the mean value of the packet delay in time slots is: (cf. [P5])

E[dts] = 1.5P (db = 1) +
∞
∑

Y=2

1.5 (2Y − 1)P (db = Y )

= 1.5

(

1

2
p∗A|0 P1,1 + C(e) (1− P1,1)

∞
∑

Y=2

(2Y − 1)P1,1
Y−2

)

=1.5

(

1

2
p∗A|0 P1,1 + C(e) (1− P1,1)

(

∞
∑

Y=0

2Y P1,1
Y +

∞
∑

Y=0

3P1,1
Y

))

=1.5

(

1

2
p∗A|0 P1,1 + C(e) (1− P1,1)

(

2P1,1

(1− P1,1)2
+

3

1− P1,1

))

=1.5

(

1

2
p∗A|0 P1,1 + C(e)

3− P1,1

1− P1,1

)

=−
3 e (1− e)4 (8 e8 − 40 e7 + 76 e6 − 78 e5 + 56 e4 − 30 e3 + 11 e2 + 1)

2 (2 e3 − 2 e2 + 1) (2 e3 − 4 e2 + 2 e− 1)3

(6.23)

It is important to note that E[dts] is the average packet delay of a received packet. If

the error probability is high, the chance of the packet being received is very low, and

so is the delay of the packet. Therefore, the delay must always be considered with the
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Figure 6.8: Throughput of the system and the mean delay of a received source packet de-
pending on the error probability e, c = 2/3, w = 4. Adapted from [P5, cf.
Figure 8]

throughput of the system. For example, if e = 0.2 the packet arrives with a probability

of 94% with an average delay of 0.4 time slots (s. Fig. 6.8). (cf. [P5])

6.2.4 Analysis with a Infinite Sliding Window

Increasing the window size so that more blocks are covered by coded packets increases

the complexity of the system immensely. As more blocks from the past become rele-

vant when recovering lost packets, the amount of state space required would increase.

An interesting exception is when the window size has no upper limit. This means

that the coded packets would always contain all packets sent since the beginning of

the transmission. In an ongoing transmission, the window size can grow to infinity.

(cf. [P5])

If only the throughput of the system is of interest, the exact values of the steady state

probabilities are not necessary. Since the window size is infinite, a received coded

packet covers an error from the past. It is irrelevant when the uncoded packet was lost,

because the coded packets cover all uncoded packets from the past. If at the end of

a block the number of lost packets is equal to the number of received coded packets

since the errors occurred, all lost packets can be recovered. However, if the expected

value of coded packets received per block E[rcoded] is smaller than the expected value

of uncoded packets lost per block E[luncoded], the errors add up faster than the coded
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packets can recover them. If the transmission continues, at some point the number of

lost uncoded packets is so high that the coded packets become unusable. Thus, there

is a critical border at which E[rcoded] is equal to E[lcoded]: (cf. [P5])

E[rcoded] = E[luncoded]

k (1− e) = n e

1− e =
n

n+ k

e = 1− c

(6.24)

The throughput of the system, if using an infinite large window size jumps at the

critical border: (cf. [P5])

Tinf =







1 if e < 1− c

1− e if e ≥ 1− c
(6.25)

Compared to w = 2, this means that to maximize the throughput, an infinite window

size should be used for e < 1 − c and a small window size for e ≥ 1 − c (s. Fig. 6.9).

(cf. [P5])

To summarize, I showed how to derive an analytically solution for throughput and

packet delay for a complex transmission protocol CRLNC with a specific set of pa-
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rameters. All variables were determined as a function of the error probability of the

channel. The transmission pattern was divided into repeating blocks to make the pos-

sible outcomes of the states independent of the past. Using a subdivision into two

state spaces, a homogeneous time-discrete Markov-Chain was created. By choosing the

states and state transitions of the Markov chain wisely, the calculation of the steady

state distribution was straightforward. Throughput and packet delay could be derived

from the steady state probabilities. Through the analytical representation, it was pos-

sible to see the gain of network coding for the system. The maximum achievable gain

in throughput is around 22% at e = 1/3. While the coded packets recovered some of

the lost packets, the analytical solution of the delay showed that most packets were

recovered at the end of the same or the next block. Cases where packets were recovered

after three or more blocks were very unlikely to occur. This insight is very important

when it comes to network node buffer sizes. Nodes do not need to store coded packets

that are too long in the past, because the probability of decoding them is very small,

which save resources in the network. Additionally, it was shown that an infinite window

size should only be used for e < 1− c. For other protocol parameter combinations, new

models are required. If the ratio of window size and number of transmitted uncoded

packets per block remains the same w/n = 2, as well as the number of coded packets

per block k = 1, the Markov-Chain model from Fig. 6.4 needs to be modified slightly.

While the code rate can go up, the coded packets will cover the same amount of block in

the past. Thus, only more cases would be added in which the packets can no longer be

decoded. Increasing the window size would require more state spaces, which increases

the complexity of the Markov-Chain. It is not expected that new behavior patterns will

be found with other parameter combinations. But, for a complete description of the

protocol, analytical solutions must be found for all possible parameter combinations.

(cf. [P5])

6.3 Performance Analysis of Caterpillar RLNC for

Multi-Hop Communication

As, CRLNC was intentionally designed for single hop scenarios, the architecture of it

was optimized for those as well. While there are a lot of different multi hop networks,

I focused only on a single path/multi hop scenario which fits the predecessor following

vehicle platoons model [109]. This means that there is only one possible path for

exchange of information, excluding broadcast, loops or different branches. Because

CRLNC does not rely on feedback, the information flow has one direction only. In
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node 1 node 4node 2 node 3 node 5

Figure 6.10: Single path/multi hop scenario. Adapted from [P6, cf. Figure 1]

a platooning scenario with one Platoon Leader (PL) and several Platoon Members

(PMS), the PL sends to the first Platoon Member (PM) in the chain, while the first

PM sends to the second PM and so on (Fig.6.10). It is assumed that the vehicles are

equidistant to each other and have the same signal quality. Thus, the error probabilities

of the hops are all equal. This probability is denoted as e in the following. (cf. [P6])

All five cars in the network are modeled as nodes, which consist of the same three

components. First, all incoming information enters the decoder, which decodes the

coded packets. Whenever new information is collected, either by uncoded or decoded

packets, it is stored in the queue. The queue, the second component of the node, sorts

the uncoded packets in ascending packet number order. The third component, the

encoder, sends the packets to the next node. It sends according to the CRLNC pattern

depending on the protocol parameters. This includes coding the last w sent packets

together. Whenever the encoder wants to send an uncoded packet, it takes the first

packet out of the queue. If the queue is empty, the node remains idle. While nodes do

decode and code packets, they should not be confused with recoders. (cf. [P6])

6.3.1 Improvements to the Multi-Hop Communication

To improve the performance of CRLNC for this specific scenario, three contributions

are presented in this section. While the first contribution changes the way, the nodes

generate coded packets, the second and third ones change the way these coded packets

are generated. The performance focus of the contributions is to maximize the chance

that all sent packets arrive at the last node. While packet delay is also considered,

throughput is the main optimization variable. (cf. [P6])

6.3.1.1 Idle-slot-management

The first contribution idle-slot-management resolves around the problem what the

nodes should do, if they enter an idle state. All nodes try to send according to the

CRLNC pattern. Due to errors that occur over the channel, it is possible for the queues

to become empty, causing nodes to remain idle. Although there are several ways to
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handle idle slots, it is suggested that the encoder creates and sends coded packets in the

same way it normally would. The encoder would code the last w sent source packets

together and sends them to the next node. A side effect of this approach is that the

effective code rate of the nodes changes depending on the error probability of the hop.

For example, if the first node sends only uncoded packets c1 = 1 and the error probabil-

ity of the channel is e, then the input rate of the next node is r2,input = c1 (1−e) = 1−e.

If the code rate of the second node is also c2 = 1, it would remain idle with a probability

of P [idle] = 1− r2,input = e. If the second node sends a coded packet in each idle slot,

its effective code rate would be c̃2 = 1− e. Now the third node would receive a packet

stream of coded packets that helps to recover some of the errors. The code rate of the

third node can also be lower, but it is upper bounded by c̃2. The advantage of this setup

is that the code rate of the nodes would adapt to changes in channel quality. Only the

code rate of the first node should not be one, because the continuous data stream does

not create any idle slots and a lot of information is lost over the first channel. (cf. [P6])

6.3.1.2 Adaptive-window

The contribution adaptive-window builds on top of idle-slot-management. A side effect

of idle-slot-management is that if the nodes send coded packets in idle slots, the packets

that are coded together will have a higher chance to arrive at the next node than others.

Studies in [110,111] update the packets in the window by receiver’s feedback. However,

it is proposed to use a mechanism which does not rely on the feedback. (cf. [P6])

The arrival number ai is introduced to represent the likelihood of receiving the packets,

where i stands for the packet number. It is not the probability of receiving certain

packets, as this is very complicated to calculate and requires knowledge of the error

probability of the hop. Instead, the arrival number is a measure of how likely it is to

receive a packet, where the higher the number, the more likely it is. All encoders store

the arrival numbers for each packet in an additional memory. Whenever the encoder

creates a coded packet, it increases ai for each packet contained in the coded packet by

the reciprocal of the length of the coded packet (Fig. 6.11). When a packet is coded

jointly with others, the chance of a single packet being received also depends on the

arrival probability of the other packets, since decoding a coded packet for a single piece

of information only works, if all the other packets are known. (cf. [P6])

In an error-free transmission, the arrival number would be the same for all packets,

with an expectation for the packets at the beginning and end of the transmission. The

packets at the beginning are coded together with fewer other packets, which means that

their arrival number is higher, while the packets at the end are not coded as often with
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Figure 6.11: Transmission example of CRLNC with input packets and sent packets in
the corresponding time slots, idle-slot-management is enabled, idle slots are
marked red, arrival numbers ai are given for each packet, c = 2/3, w = 4.
Adapted from [P6, cf. Figure 2]

other packets, which results in a smaller arrival number. For all other packages, the

arrival number can be calculated with the protocol parameters. Assuming the window

size w is a multiple of the amount of uncoded packets per block n and the amount of

coded packets per block is k, a packet gets covered k · w/n times by a coded packet.

The length of these coded packets is defined as w, so the arrival count increases by 1/w

for each coded packet. This allows the arrival number a to be calculated: (cf. [P6])

a = k
w

n

1

w
=

k

n
=

1

c
− 1 (6.26)

As can be seen, the arrival number a depends only on the code rate c and not on

the window size w. If many idle slots occur in succession, it may not be necessary to

code and send the same combination of packets together, since the probability of these

packets arriving at the next node is already high enough. Instead, the node could use

the idle slots to code packets that have not been sent that often, so the packets with

the lowest arrival number. This would cause the arrival probabilities of the individual

packets to move closer together, reducing the variance (Fig. 6.12). The average number

of incoming packets would not change, since the sum of all arrival numbers is the same
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Figure 6.12: Transmission example of CRLNC with input packets and sent packets in the
corresponding time slots, idle-slot-management and adaptive-window are en-
abled, idle slots are marked red, arrival numbers ai are given for each packet,
c = 2/3, w = 4. Adapted from [P6, cf. Figure 3]

in both examples, but the variance would be lower, which increases the consistency of

the transmission. (cf. [P6])

6.3.1.3 Queue-management

When the code rate of the nodes differs from each other or many packets are recovered

by coded packets, the queue of the nodes fills up. To take advantage of this, this third

contribution, called queue-management, gives the encoder access to the queue and the

encoder can include packets from the queue into the coding process (Fig. 6.13). An

advantage of this method is that if the error probability is low, the coded packets from

the queue can be decoded earlier. However, this method increases the chance for the

next node to receive a seen packet, as the coded packets may contain packets, that

have not yet been sent in an uncoded form. In a single path scenario, this can delay

the reception of information overall. Another problem is, that this method cancels

the effect of instant recovery from errors. But as mentioned earlier, the focus of the

contributions is on optimizing the throughput for all nodes. Therefore, this drawback

is slightly noticeable only. (cf. [P6])
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Figure 6.13: Transmission example of CRLNC with input packets and sent packets in the
corresponding time slots, queue-management and adaptive-window are en-
abled, idle slots are marked red, c = 2/3, w = 4. Adapted from [P6, cf.
Figure 4]

However, there is no real gain, when using this contribution on its own. If queue-

management is used with the contribution adaptive-window, the encoder can include

the arrival number from the packets in the queue. As a result, the arrival numbers of all

packets are much closer together, especially forv packets at the end of the transmission.

Here the encoder can code packets from the end of the transmission earlier so that those

are sent in more coded packets, increasing the chance to get received. Therefore, this

contribution should always be used with the contribution adaptive-window. (cf. [P6])

6.3.2 Performance Evaluation of the Improvements

Next I describe the simulation setup and show the performance of the contributions.

At the end, I present the optimal protocol parameters.

6.3.2.1 Simulation setup

The simulation is structured as follows: Five nodes are chained together in a single

path/multi hop scenario. One time slot describes one packet transmission time between

the source and the last node. Channel propagation delay is not considered, as well as

encoding and decoding computation times. For the encoding and decoding process the

library KODO [112] with a Galois field size GF (28) is used. Simulations are performed

on a virtual machine with 2,5 GHz CPU and 2 GB RAM. Each simulation is done for

different error probabilities e ∈ [0, 1] with a step size of 0.05 resulting in 20000 iterations.

The generation size is g = 128. All nodes share the same protocol parameters: code

rate c = 4/5 and window size w = 8. The properties of the hops are equal. (cf. [P6])

97



6 Forward Error Correction with RLNC

Figure 6.14: Normalized difference of received source packets Rn,diff (e, t) using idle-slot-

management against using no contributions for node 5, code rate c = 4/5,
window size w = 8. Adapted from [P6, cf. Figure 5]

6.3.2.2 Results - Contributions

First, the most promising contribution idle-slot-management is evaluated. To see under

which hop characteristics the contribution performs best, the simulation is run for

different error probabilities e ∈ [0, 1]. Whenever a node receives an uncoded packet

or decodes an unknown packet, it stores the current time slot in which the packet

arrived. With this information, it is possible to calculate, as a function of time and error

probability, how many of the originally sent source packets arrived at the respective

node. Normalizing this amount on the generation size g yields the normalized amount

of received source packets Rn(e, t). (cf. [P6])

To see the effect of idle-slot-management the results are compared with the simulation

results, where all contributions are disabled. This creates the normalized difference of

received packets Rn,diff (e, t) for using idle-slot-management (Fig.6.14). The contribu-

tion improves the transmission only when errors occur over the channel, especially at

the error probability e ≈ 40%. Here, the last node receives up to 33% more source

packets when using idle-slot-management. In addition, the node receives source packets

earlier. (cf. [P6])

While the throughput for the second node does not increase because the first node

does not encounter idle slots, the gain in throughput increases for additional hops

(Fig. 6.15). Therefore, the contribution idle-slot-management should be used always
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Figure 6.15: Throughput gain for node 2-5 using idle-slot-management, code rate c = 4/5,
window size w = 8. Adapted from [P6, cf. Figure 6]

with CRLNC in multi hop scenarios. The maximum gain in throughput for node 5 is

achieved at around e ≈ 40%. (cf. [P6])

The investigation for the contributions adaptive-window and queue-management was

performed in the same way, with one exception. The simulation results are not sub-

tracted from the case where all contributions are disabled, instead idle-slot-management

is always enabled because it is essential for the correct operation of adaptive-window.

While the gain is relatively small in comparison with idle-slot-management, the last

node receives up to 4% more source packets using both contributions (Fig. 6.16).

However, the gain is seen only around the error probability e ≈ 20%. (cf. [P6])

Apart from the fact, that the throughput increases for additional hops, node 2 does

not benefit from the contributions for higher error probabilities (Fig. 6.17). This

is because the adaptive-window brings the arrival probabilities of the packets closer

together. Without this, some packets being sent very often, would arrive at the next

node with higher error probabilities as well. However, since this throughput loss is very

small, it is still advisable to use the synergistic combination of adaptive-window and

queue-management. (cf. [P6])

6.3.2.3 Optimal protocol parameters

While the contributions improve the transmission, the simulations were done only for

one specific set of protocol parameters. Therefore, the effect of different window sizes,

were investigated. A code rate of c = 2/3 was used for the simulation. For the second

node, the throughput increases with larger window sizes, but only for a small error
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Figure 6.16: Normalized difference of received source packets Rn,diff (e, t) using adaptive-

window and queue-management with idle-slot-management against using only
idle-slot-management for node 5 , code rate c = 4/5, window size w = 8.
Adapted from [P6, cf. Figure 7]

Figure 6.17: Throughput gain for node 2-5 using adaptive-window and queue-management,
code rate c = 4/5, window size w = 8. Adapted from [P6, cf. Figure 8]

100



6.3 Performance Analysis of Caterpillar RLNC for Multi-Hop Communication

probability (Fig.6.18). If e > 0.33, it is better to use a small window size. For all

other nodes, large windows sizes are always better than small window sizes (Fig. 6.19).

When it is important to transfer a large amount of data securely, the window size has

a big impact. Looking at the time slots it takes for at least 99 % of the data to arrive

at the respective node, it is noticeable that with large window sizes, the range of error

probability where this is possible increases. In addition, the data is available earlier on

average. However, this requirement is no longer achievable when e ≥ 1− c (Table 6.2).

(cf. [P6])

e w node 2 node 3 node 4 node 5

0.00 4|32 180|177 189|189 192|192 192|192
0.05 4|32 180|177 192|192 198|195 201|198
0.10 4|32 198|178 − |195 − |201 − |204
0.15 4|32 − |180 − |201 − |210 − |213
0.20 4|32 − |182 − |219 − |231 − |237
0.25 4|32 − |191 − |243 − | − − | −
0.30 4|32 − | − − | − − | − − | −

Table 6.2: Mean amount of time slots till the corresponding node receives 99% of the in-
formation for different error probabilities and window sizes; code rate c = 2/3,
contributions enabled. Adapted from [P6, cf. Table 1]

This result is also visible in other simulations with different code rates. Here, for error

probabilities e < 1−c, large window sizes perform always better in terms of throughput,

while for e ≥ 1 − c small window sizes are better. So, in order to reduce the loss rate

for every node, the code rate c should always be c < 1 − e and the window size

should be very large. This makes it possible, with a sufficiently long transmission, to

transfer all data securely through the network. The problem is that this would require

knowledge of the channel properties in order to adjust the code rate accordingly. In

realistic scenarios, the error probability of a wireless channel is not constant and prone

to bursts. However, by automatically adjusting the code rate through the contribution

idle-slot-management, the code rate does not need to be fixed. Occurring errors over

the channel would lower the code rate and thus increase the throughput. (cf. [P6])

To summarize. I investigated how to use the CRLNC protocol in multi hop/single

path scenarios effectively. Since CRLNC was originally designed for single hop sce-

narios, three contributions were presented to optimize the transmission. Instead of

remaining idle due to errors over the channel, the nodes create and send coded packets

using idle-slot-management. In addition, this allows automatic adjustment of the code

rate depending on the error probability of the hop, resulting in an optimized transmis-
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Figure 6.18: Throughput T (e) depending on the error probability e for different window
sizes for node 2, code rate c = 2/3. Adapted from [P6, cf. Figure 9]

Figure 6.19: Throughput T (e) depending on the error probability e for different window
sizes for node 5, code rate c = 2/3. Adapted from [P6, cf. Figure 10]
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sion when the error probability is unknown. While the first contribution specifies when

the nodes should send coded packets, the contributions adaptive-window and queue-

management change the way how these packets are created. Instead of coding the last

w sent packets together, the nodes use adaptive-window to code the least sent packets

together to balance the odds that each packet arrived. In combination with queue-

management, the nodes also include packets in the coding process, that are waiting in

the queue and have not yet been sent. Using the contribution queue-management with-

out adaptive-window did not improve the transmission, so a synergistic combination

of the two was necessary. Finally, it was investigated which are the optimal protocol

parameters for certain scenarios. For a fixed error probability, using a code rate c

slightly smaller 1 − e and a large window sizes leads to the best transmission in terms

of throughput and delay. Here it is possible to transmit all packets safely through the

network in the minimum achievable time. However, as mentioned above, burst errors

play a major role in realistic transmission scenarios. Thus, to obtain more realistic

results, burst errors must either be implemented in the simulation framework or tested

over a real wireless transmission. In doing so, the results for the optimized protocol

parameters from this work will change. Currently, it appears that for e < 1 − c, the

best transmission is achieved by using a large window size. For burst errors, the chance

of the error probability jumping above the limit e < 1 − c may be too high to use

large windows without drawbacks. Small window sizes do not achieve the best possible

throughput but are more resistant to burst errors. A possible optimization for the fu-

ture would be to adapt the contribution adaptive-window. Currently, the algorithm for

calculating how many times a packet has been sent works by adding the reciprocals of

the coded packet lengths, the respective packet was included in. However, another ap-

proach would be to also take into account how many times each packet was previously

sent when sending a coded packet. This would allow a much more accurate calculation

of how likely it is that a particular packet has arrived and whether it is worth including

it again in a coded packet. Especially in combination with queue-management, this

should lead to an increase in throughput. (cf. [P6])
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In this thesis, I combined NDN, an ICN protocol, with IPFS to create a hybrid P2P-

CDN. Additionally, I integrated RLNC into IPFS, optimized the requesting strategy,

and reduced the response time of peers by encoding packets in advance. With the help

of the hardware testbed, which I optimized as part of this thesis, I conducted hardware

measurements that included energy consumption, showing the benefits and tradeoffs

of using RLNC. Last, I explored the theoretical limits of RLNC in improving resilience

over a lossy channel.

Section section 7.1 summarizes my contributions and addresses the research questions

posed at the beginning of the work. I continue with a discussion of future research

directions in section 7.2 and conclude with an overview of all the scientific contributions

made by the author in section 7.3.

7.1 Summary of Key Findings

I will summarize the key findings of this thesis in answering the research questions

asked in section 1.1.

RQ1: What will the future CDN look like?

CDNs are vital in ensuring fast and reliable access to online content. However, tra-

ditional CDNs face several challenges, including scalability, cost, and efficiency, when

dealing with increasingly dynamic and distributed user demands. High server load, la-

tency in geographically dispersed areas, and the growing need for content localization

further complicate maintaining seamless content delivery. To address these issues, I

have developed a hybrid CDN-P2P network in chapter 4 that combines the strengths

of P2P architectures with the advantages of CDN systems.

My approach uses IPFS for the P2P part and NDN as the backbone network. To

minimize end-to-end delays, my design employs geographically distributed, small-scale
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IPFS clusters, ensuring that data is stored and served close to users. These IPFS clus-

ters are integrated into a broader NDN backbone network through dedicated gateways,

enabling seamless connectivity between localized P2P clusters and centralized content

servers.

Their shared foundation in ICN streamlines the integration of IPFS and NDN. Both

protocols utilize CIDs for content routing and retrieval, allowing me to implement a

unified naming system across the entire network. This shared naming structure enables

content name-dependent in-network caching, where frequently accessed data can be

cached at intermediate nodes along the delivery path. This reduces latency for end-

users and alleviates server load by distributing the burden of content delivery across

the network. Performance measurements of my hybrid CDN demonstrate lower server

load and reduced download times compared to using only IPFS or NDN.

This hybrid CDN-P2P architecture represents a foundational shift in how content de-

livery networks can evolve. By combining the decentralization and flexibility of P2P

systems with the structured and scalable backbone of traditional CDNs, this approach

provides a model that addresses the limitations of existing networks while paving the

way for innovative, next-generation content delivery solutions. As internet usage ex-

pands and diversifies, networks like ours could form the backbone of a truly global,

efficient, and user-centric content delivery infrastructure.

RQ2: What are the expected gains from RLNC when used for error correction?

RLNC has demonstrated its utility in various studies, as highlighted in subsection 2.2.4,

primarily due to its robustness in error correction. An exciting variant, CRLNC, in-

corporates a sliding window approach that eliminates reliance on acknowledgments,

making it especially suitable for dynamic and lossy network conditions. My analytical

studies, detailed in section 6.2, provide deeper insights into the behavior of CRLNC

by modeling its performance with a markov-chain model. Through these analyses, I

derived expressions for throughput and mean packet delay as functions of the sliding

window size and transmission error probability. A key finding is that the choice of

window size plays a critical role in optimizing performance: a large window size ex-

cels in scenarios with low error probabilities, as all errors can be corrected with the

coded packets. On the other hand, small window sizes are more effective in high error

probability environments, as they correct errors as fast as possible while ignoring burst

errors. One of the limitations identified is that when using an infinite window size
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and the error probability e exceeds e > 1 − c, where c represents the code rate, the

coded packets lose their utility for error correction. In these scenarios, avoiding coded

packets altogether can improve throughput by eliminating the unnecessary overhead

introduced by ineffective redundancy.

Further, I implemented improvements to CRLNC for multi-hop transmission scenarios

in section 6.3. Techniques such as idle-slot management and adaptive window sizing

have been introduced to adjust to network conditions dynamically. These enhance-

ments improve overall throughput and reduce packet delays. I observed that RLNC,

particularly CRLNC, is an effective tool for forward error correction, especially in

high-error environments. However, deriving analytical solutions for these scenarios is

critical. Such solutions help identify the optimal network parameters for achieving the

best performance and reveal situations where RLNC may no longer contribute to reli-

able transmission. In such cases, other forward error correction tools might prove more

effective.

RQ3: How can RLNC enhance content delivery?

As mentioned, RLNC is widely recognized for its role in forward error correction over

lossy channels. Yet, in error-free transmission scenarios, RLNC loses its relevance

and utility. However, RLNC also has potential in storage and multi-source network

environments. In distributed storage networks, various implementations of network

coding, including RLNC, are used to increase redundancy and safeguard against data

loss due to node failures (s. subsection 2.2.4). These systems use coded data to ensure

content availability and reliability in cases of node failures.

In chapter 5, I showed how RLNC can improve systems without node failures or trans-

mission errors. My integration of RLNC into the IPFS demonstrates its utility in

changing the requesting strategy in multi-source networks. Traditionally, a client must

request specific packets from each node in the network, requiring careful planning to

ensure that the requested node can deliver the desired packet. This process introduces

overhead in coordination and planning, especially as the network grows in size and

complexity. With RLNC, this process is simplified. Instead of requesting specific pack-

ets, the client can request a certain number of coded packets from each node. The

process is complete once the total number of received packets is sufficient to decode

the original file. This approach eliminates the need for detailed organization and coor-

dination, significantly reducing transmission time. Additionally, RLNC contributes to

reducing network overhead. RLNC minimizes redundant communications and stream-
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lines the transmission process by enabling flexible packet requests. Furthermore, I

discovered that encoding packets in-advance allows senders to respond more quickly to

client requests, reducing response time and improving overall system efficiency.

In conclusion, RLNC has a place in error-free transmissions, particularly in optimizing

multi-source content delivery networks. With its ability to simplify packet requests by

allowing clients to request an aggregate number of packets rather than specific ones,

RLNC paves the way for more efficient and scalable content delivery solutions.

RQ4: If end users become content providers using RLNC, how much additional

energy will they consume?

One of the significant benefits of P2P networks is the ability for users to share content

directly with one another, reducing the load on central servers and the overall network

infrastructure. In this thesis, I used IPFS to enable multi-source content requests, where

data is fetched from multiple peers simultaneously. This approach has shown clear

advantages in reducing transmission times, as my measurements confirm that increasing

the number of available peers leads to faster data delivery. However, an important

question arises: How much additional energy do peers consume when transitioning

from being consumers to serving as content providers? To address this, I measured

energy consumption with the NET Playground testbed in chapter 3.

My results indicate that as more peers join the network and become content providers,

the energy consumption of individual nodes decreases. This reduction occurs because

the workload is distributed among a larger pool of peers, meaning each node performs

less work overall. Despite this local energy efficiency, the total energy consumption of

the network increases as new peers join. This is because the energy saved by existing

peers is smaller than the additional energy consumed by the newly added peer acting as

a content provider. This creates a tradeoff between download time and overall network

energy consumption.

Additionally, as part of this thesis, I integrated RLNC into IPFS to improve content

delivery. My measurements revealed that, on the one hand, RLNC reduces download

time and coordination effort, enabling faster content delivery (s. section 5.2). On the

other hand, the energy required for encoding and decoding packets increases the energy

consumption of the peers and the overall network. This must be carefully weighed

against the benefits of RLNC, particularly in energy-sensitive environments.
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7.2 Discussion and Future Work

This thesis presented a hybrid CDN-P2P network with a Gateway node to facilitate

seamless translation between IPFS and NDN. I created a network of small IPFS clus-

ters with an NDN backbone network that connects the clusters through a Gateway

node with NDN nodes and servers. I believe that this hybrid CDN-P2P network rep-

resents a significant advancement in content delivery, addressing the growing demand

for high-quality video and digital content. Combined with ICN, I resolve server out-

ages or location-based constraint issues by decoupling content from its storage location.

The built-in caching capabilities enhance retrieval times and reduce network congestion,

while the model’s scalability effectively addresses increasing content demands. Security

is further strengthened through object-level authentication, ensuring the trustworthi-

ness of retrieved data. While the initial implementation demonstrates the feasibility

of this architecture, there is a need to optimize the Gateway’s performance to reduce

translation delays and enhance efficiency. Future work will concentrate on refining the

Gateway implementation and deploying the network in realistic environments to assess

its performance under practical conditions.

Additionally, I explored how RLNC can improve content delivery in IPFS. Building

on this research, a significant area for future study involves integrating RLNC into the

hybrid Gateway network. Although my current RLNC-based enhancements apply to

the IPFS component, extending this functionality to the NDN backbone introduces new

challenges. Specifically, RLNC adds complexity to in-network caching, necessitating

further investigation to ensure that it operates efficiently without compromising the

caching advantages inherent to NDN.

Another area of exploration includes transitioning the testbed from Ethernet to wireless

connections to more accurately simulate lossy channels. This adjustment will allow

me to evaluate the network’s performance in scenarios involving mobile end-devices.

In such cases, I can use my forward error correction improvements using CRLNC to

mitigate the effects of packet loss and ensure reliable data delivery.

7.3 Overall Contributions of the Author

This thesis focuses on understanding the future of CDN using ICN and effectively

integrating RLNC. The analysis is based on my publications [P2–P6], and the testbed

used for measurements is presented in [P1].
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Besides this work, we researched in [P7] how to incorporate RLNC into Mobile Ad-hoc

Networks to preserve data during partitioning events. With the proposed schemes, we

reduced storage costs by 80% while maintaining the same level of data availability.

In [P8], we extended this work by considering moving nodes and demonstrated how

RLNC can enhance availability amid significant node movement.

In [P9], we examined how data encoded with RLNC loses its cache quality over time

due to multiple recoding and recovery processes. We can measure the quality loss

through cost-effective monitoring and perform cache refresh processes to prevent data

unavailability proactively.

In [P10], we addressed the issue of distributed storage without newcomers through

broadcasting, using an information-theoretic model. Based on this Information Flow

Graph, we formulated general equations for cuts and derived the storage-bandwidth

trade-off. We extended my model to account for any simultaneous node failures and

errors on a broadcast link, recalculating storage and bandwidth requirements accord-

ingly. For verification, we simulated all cases and demonstrated that the theoretically

determined minimum values can serve as parameters for a functional system.

In [P11], I examined what 5G has offered us in current and future iterations, determin-

ing the areas in which 6G is essential. Specifically, in the domain of private networks,

particularly for machine-to-machine communication, there remains a need for a cost-

effective and easily configurable solution.
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Acronyms

AC-RLNC Adaptive Causal Random Linear Network Coding.

CDN Content Delivery Networks.

CID Content Identifier.

COSMIC Coding for Optimized Sending in Multimedia Inter-

Planetary Communication.

CPU Central Processing Unit.

CRLNC Caterpillar Random Linear Network Coding.

CS Content Store.

DAGs Directed Acyclic Graphs.

DHTs Distributed Hash Tables.

DNS Domain Name System.

FIB Forward Information Base.

FTP File Transfer Protocol.

HAEC Highly Adaptive Energy-Efficient Computing.

ICN Information Centric Networking.

IP Internet Protocol.

IPFS Interplanetary File System.

IPLD InterPlanetary Linked Data.

MAC Media Access Control.

MARS Multi Access Recoding System.

NC Network Coding.

NDN Named Data Network.
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Acronyms

NFD Named Data Networking Forwarding Daemon.

P2P Peer to Peer.

PIT Pending Interest Table.

PL Platoon Leader.

PM Platoon Member.

PMS Platoon Members.

RLNC Random Linear Network Coding.

RTT Round-Trip Time.

SPIFI Storing coded Packtes In-advance For IPFS.

SSH Secure Shell.

TCP Transmision Control Protocol.

UDP User Datagram Protocol.
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