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Abstract

Systems of many interacting  entities often exhibit  emergent properties and collective dynam-
ics that  are qualitatively  distinct  from those of non-interacting systems. Predicting such
collective states is especially challenging if  interactions are nonlinear and multifaceted.

Modern mobility  systems provide a compelling example of such complexity, where individ-
uals interact  both physically, for instance, on roads and at charging stations, and digitally,
for instance, through route planning and mobility  platforms. How do such new modes of
interactions drive collective dynamics and in� uence the modern mobility  landscape?

This thesis investigates the emergence of collective dynamics in three key domains of mod-
ern mobility:  ride-hailing, electric vehicle tra � c, and ride-pooling.

In  ride-hailing, we observe and explain a form of hysteresis, where � uctuations in demand
can lock the system into  states of poor performance on long time scales. Ride-hailing plat-
forms use dynamic pricing to mitigate  this e� ect by balancing supply and demand. We reveal
that  dynamic pricing may also foster economic interactions among drivers that  may induce
coordinated driver behavior and in turn  arti � cial supply shortages.

In  electric vehicle tra � c, recharging events create new points of interaction  at charging
stations. We � nd that  these interactions give rise to congestion waves, which display phase-
separation characteristics, clustering stations into  congested and uncongested states.

In  ride-pooling systems, vehicles are guided by central algorithms that  mediate their  in-
teractions. We show that  these algorithm-driven  dynamics are characterized by macroscopic
scaling laws. Microscopically, the mechanisms by which routes change give rise to multi-
timescale di� usion. We demonstrate that  the microscopic and the macroscopic are linked by
a common scaling relation found for the di� usion coe� cient of ride-pooling vehicles, hinting
at a deeper geometric in� uence on the scaling laws.

By revealing these dynamics and explaining the mechanisms underlying them, this work
opens new avenues for understanding and shaping the mobility  landscape, emphasizing the
power of interdisciplinary  approaches to uncover fundamental principles governing complex
systems.





Zusammenfassung

Systeme mit  vielen interagierenden Einheiten weisen oft emergente Eigenschaften und kol-
lektive Dynamiken auf, die sich qualitativ  von denen nicht  interagierender Systeme unter-
scheiden. Die Vorhersage solcher kollektiven Zustände ist besonders herausfordernd, wenn
die Interaktionen nichtlinear  und vielschichtig sind.

Moderne Mobilitätssysteme bieten ein eindrucksvolles Beispiel für  diese Komplexität,  bei
der Individuen  sowohl physisch, etwa auf Straßen und an Ladestationen, als auch digital,  bei-
spielsweise durch Routenplanung und Mobilitätsplattformen,  interagieren. Wie beein� ussen
solche neuen Interaktionsmodi die kollektive Dynamik und prägen die moderne Mobilitäts-
landschaft?

Diese Arbeit  untersucht das Entstehen kollektiver  Dynamiken in drei zentralen Bereichen
der modernen Mobilität:  Ride-Hailing, Verkehr mit  Elektrofahrzeugen und Ride-Pooling.

Im  Bereich des Ride-Hailings beobachten und erklären wir  eine Form von Hysterese, bei
der Nachfrageschwankungen das System langfristig in Zustände schlechter Leistung festsetzen
können. Ride-Hailing-Plattformen  nutzen dynamische Preisgestaltung, um dieses Phänomen
zu mildern, indem sie Angebot und Nachfrage ausbalancieren. Wir  zeigen, dass dynamische
Preise jedoch auch ökonomische Interaktionen zwischen Fahrern fördern können, die zu ko-
ordiniertem Fahrerverhalten und künstlichen Angebotsengpässen führen.

Im  Verkehr mit  Elektrofahrzeugen scha� en Ladevorgänge neue Interaktionspunkte  an Lade-
stationen. Wir  stellen fest, dass diese Interaktionen Stauwellen hervorrufen, die Phasen-
separation aufweisen und Stationen in überlastete und nicht  überlastete Zustände clustern.

In  Ride-Pooling-Systemen werden Fahrzeuge von zentralen Algorithmen  gesteuert, die ihre
Interaktionen vermitteln.  Wir  zeigen, dass diese algorithmusgesteuerten Dynamiken durch
makroskopische Skalierungsgesetze charakterisiert sind. Mikroskopisch führen die Mechanis-
men, durch die sich Routen ändern, zu Di� usion auf mehreren Zeitskalen. Wir  demonstrieren,
dass Mikroskopisches und Makroskopisches durch eine gemeinsame Ska-lierungsrelation ver-
knüpft  sind, die beim Di� usionskoe� zienten von Ride-Pooling-Fahrzeugen gefunden wurde
und auf einen tieferen geometrischen Ein� uss auf die Skalierungsgesetze hinweist.

Durch die Aufdeckung dieser Dynamiken und die Erklärung der zugrunde liegenden Me-
chanismen erö� net diese Arbeit  neue Wege zum Verständnis und zur Gestaltung der Mo-
bilitätslandschaft  und unterstreicht  die Stärke interdisziplinärer Ansätze, um fundamentale
Prinzipien komplexer Systeme aufzudecken.





Contents

Abstract 3

Zusammenfassung 5

1. Introduction 11

2. Arti � cial supply shortages in ride-hailing 19
2.1. Introduction  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
2.2. Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.2.1. Gaussian mixture  model . . . . . . . . . . . . . . . . . . . . . . . . . . 22
2.2.2. Game theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
2.2.3. Dynamic pricing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

2.3. Data and Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
2.3.1. Uber’s price API  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
2.3.2. Flight  data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
2.3.3. Historic taxi  trips  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.4. Transportation  demand . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.4.1. Historic taxi  demand . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
2.4.2. Airtravel  passengers . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.5. Two-player supply model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
2.5.1. Inelastic demand . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
2.5.2. Elastic demand . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
2.5.3. Nonlinear demand . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
2.5.4. Cooperating drivers . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
2.5.5. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

2.6. Static multiplayer  supply model . . . . . . . . . . . . . . . . . . . . . . . . . . 43
2.6.1. Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 43
2.6.2. Nash equilibrium  and social optimum  . . . . . . . . . . . . . . . . . . 44
2.6.3. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

2.7. Dynamic multiplayer  supply . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45
2.7.1. Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
2.7.2. Mean-� eld . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46
2.7.3. Non-equilibrium supply shortages . . . . . . . . . . . . . . . . . . . . . 48
2.7.4. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

2.8. Identi � cation of anomalous supply shortages from global data . . . . . . . . . 51
2.8.1. Statistics of surges . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
2.8.2. Time scales of anomalous supply shortages . . . . . . . . . . . . . . . . 52

7



Contents

2.9. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3. Propagating  congestion and phase separation in electric  vehicle charging dynamics 59
3.1. Introduction  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
3.2. Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

3.2.1. Tra� c � ow . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63
3.2.2. Queueing theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65
3.2.3. High dimensional data . . . . . . . . . . . . . . . . . . . . . . . . . . . 67
3.2.4. Electric vehicle charging infrastructure  in Germany . . . . . . . . . . . 69

3.3. Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
3.3.1. Recharging electric vehicles . . . . . . . . . . . . . . . . . . . . . . . . 71
3.3.2. Driver  behavior . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
3.3.3. Highway model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
3.3.4. Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.4. Conserved number of vehicles . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
3.4.1. Critical  vehicle density . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
3.4.2. Mean-� eld tra � c � ow . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
3.4.3. Collective dynamics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

3.5. Identi � cation of congestion waves . . . . . . . . . . . . . . . . . . . . . . . . . 78
3.6. Multistability  of congestion waves . . . . . . . . . . . . . . . . . . . . . . . . . 80
3.7. Electric vehicle tra � c � ow . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

3.7.1. Macroscopic properties of electric vehicle tra � c . . . . . . . . . . . . . 81
3.7.2. Mesoscopic structure of charging jams . . . . . . . . . . . . . . . . . . 84
3.7.3. Microscopic dynamics of charging jams . . . . . . . . . . . . . . . . . . 86

3.8. Robustness of congestion waves . . . . . . . . . . . . . . . . . . . . . . . . . . 89
3.8.1. Heterogeneity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89
3.8.2. Fluctuations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

3.9. Real world infrastructure  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
3.10. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

4. Collective  dynamics in ride-pooling 95
4.1. Introduction  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.1.1. A  third  way . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
4.1.2. Ride-pooling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97
4.1.3. Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

4.2. Random walks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
4.3. Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

4.3.1. Vehicles . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105
4.3.2. Algorithm  . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106
4.3.3. Simulation framework . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

4.4. Scaling relations of ride-pooling . . . . . . . . . . . . . . . . . . . . . . . . . . 109
4.4.1. Vehicle utilization  metrics . . . . . . . . . . . . . . . . . . . . . . . . . 109
4.4.2. Load and sustainability  . . . . . . . . . . . . . . . . . . . . . . . . . . 114
4.4.3. Service quality:  Waiting  time, delivery time and delay . . . . . . . . . 117
4.4.4. Waiting  time and ride-hailing hysteresis . . . . . . . . . . . . . . . . . 119
4.4.5. Service quality:  Scaling with q and B . . . . . . . . . . . . . . . . . . 123
4.4.6. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

4.5. Spatio-temporal dynamics of ride-pooling . . . . . . . . . . . . . . . . . . . . 126
4.5.1. Qualitative  ride-pooling trajectories . . . . . . . . . . . . . . . . . . . 126
4.5.2. Segment lengths and alignment . . . . . . . . . . . . . . . . . . . . . . 127
4.5.3. Multi  time scale dynamics of ride-pooling . . . . . . . . . . . . . . . . 129
4.5.4. Di� usion of ride-pooling busses . . . . . . . . . . . . . . . . . . . . . . 132

8



Contents

4.5.5. Random routes on networks . . . . . . . . . . . . . . . . . . . . . . . . 135
4.5.6. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 139

4.6. Di� usion in heterogeneous service areas . . . . . . . . . . . . . . . . . . . . . 140
4.7. Constrained ride-pooling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

4.7.1. Maximum  allowed delay constraint . . . . . . . . . . . . . . . . . . . . 144
4.7.2. Rejections and service time . . . . . . . . . . . . . . . . . . . . . . . . 145
4.7.3. A  discontinuous ride-pooling transition  . . . . . . . . . . . . . . . . . . 145
4.7.4. The microscopic mechanics of the constrained-unconstrained transition 148
4.7.5. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 150

4.8. Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

5. Discussion 155

A.  Hysteresis in Ride-hailing 157

B.  Anomalous Supply Shortages 161
B.1. Finding  Nash equilibria . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 162
B.2. Tra� c in� uences Uber’s price estimates . . . . . . . . . . . . . . . . . . . . . 162
B.3. Price surges and aircraft  arrivals at other cities . . . . . . . . . . . . . . . . . 164
B.4. Candidates for arti � cial supply shortages . . . . . . . . . . . . . . . . . . . . . 166

C. Congestion waves in EV infrastructure 169
C.1. Examples of EV  tra � c � ow . . . . . . . . . . . . . . . . . . . . . . . . . . . . 170
C.2. Classi� cation by correlation . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174
C.3. Threshold method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176
C.4. Fluctuating  number of vehicles . . . . . . . . . . . . . . . . . . . . . . . . . . 177

C.4.1. Critical  in� ow . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 177
C.4.2. Qualitative  charging dynamics with  stochastic in� ow . . . . . . . . . . 178
C.4.3. Stochastic congestion waves . . . . . . . . . . . . . . . . . . . . . . . . 179

D.  Ride-pooling 183
D.1. Waiting  time distribution  in networks . . . . . . . . . . . . . . . . . . . . . . 184
D.2. Example of an anti-aligned trajectory  . . . . . . . . . . . . . . . . . . . . . . . 184
D.3. Anomalous di� usion in ride-pooling dynamics . . . . . . . . . . . . . . . . . . 186
D.4. Multi  time scale random walk . . . . . . . . . . . . . . . . . . . . . . . . . . . 188
D.5. Rejections in the two-node network with  stop times . . . . . . . . . . . . . . . 191

Acknowledgements 209

Statement  of authorship 211

9





1. Introduction

This stu�  only works in  practice. In  theory, it’s  a mess.
- Cory Doctorow, Walkaway

The impact  of  mobility  on  society

The way in which humans travel has undergone signi� cant changes over the course of history.
New technologies led to the development of new modes of travel, broadening the spectrum
of human mobility.  Often, these new means of travel had profound impact on the intercon-
nectivity  of the human species ultimately  changing how societies functioned at their  core.

The invention of the wheel, and by extension, the cart a� ected trade and agriculture [51,
211] by making possible the transport  of heavy loads. To make use of such a technology,
however, suitable roads were necessary, which dramatically  changed the shape of cities in
the ancient world. Where city  streets were narrow winding and interspersed with  stairs
before, widespread use of carts brought with  it  cities, which were grid-like with  right-angled
intersections [40]. An innovation in how people move, changed how people live.

Another revolutionary  technological breakthrough was the invention of the steam engine.
With  it  came rail  transport  and within  a small amount of time large rail  networks interspersed
continents. Enormous quantities of goods could be quickly transported across landmasses and
economies became more complex and decentralized [8]. Initially,  the rail  network connected
important  industrial  centers, but  even small cities that  found themselves at central locations
in the network becameimportant  industrial  centers [133, 257].

This long ranging connectivity  increased the need for societal coordination, one consequence
being the introduction  of standardized time and time-zones [155]. Rail not only changed how
people and goods moved, but  also societies’ concept of time itself.

The next breakthrough to have substantial impact on human mobility  was the invention
of the internal  combustion engine (ICE).  The internal  combustion engine made it  possible to
create comparatively small powered vehicles, automobiles. The automobile sparked another
wave of change in the design of modern cities [180]. Before, cities grew along existing rail
infrastructure  [103], with  the advent of cars cities started growing in every direction [125].
Accessible and fast travel allowed cities to grow larger and sprawl outwards [21, 96].

Today, cars are by far the dominant mode of passenger transport  with  80% of passenger-
kilometers being travelled by car in OECD countries [174]1 and similar modal shares can be
found globally [33, 87, 235]. But  cars dominate not only passenger transport,  they also con-
stitute  one of the main ways to transport  goods. Trucks account for 77% of cargo transported
by weight in Germany [65] and 64% in the US [177].

1Using data of the modal split  for 2022.
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1. Introduction

The widespread adoption of automobiles entails a series of negative consequences. Most
cities were not initially  designed for mass adoption of cars as the primary  mode of transport.
The result is congestion and even grid lock in cities during peak tra � c hours. Vehicle speeds in
cities are consequently much lower on average than speed limits  would allow [176]. Progressing
urbanization concentrates more people closer together worsening the severity of tra � c [195].
But  even expanding infrastructure  and widening roads does not prevent congestion. Widening
road infrastructure  to alleviate congestion may even have the opposite e� ect, as wider roads
attract  more prospective car drivers [145, 150, 223].

Car tra � c has been shown to have signi� cant negative health impacts on both drivers
[98] and people in the vicinity  of roads, through the emission of � ne particles [147] and the
production of excessive noise levels [115]. Finally,  road tra � c accounted for 19% of greenhouse
gas emissions in Germany, while comprising 97% of all tra � c related emissions in 2022 [250].
Greenhouse gases, being the principal  cause of climate change, directly  lead to disastrous
e� ects on human well-being world-wide.

The drawbacks entailed by fossil fuel powered vehicles are a driving  force of current change
in the mobility  landscape. Governments seek to replace internal  combustion engine cars with
electric vehicles (EVs)  and -less adamantly- aim to transition  urban mobility  to the use of
more e� cient modes of transport,  such as public transport  and bicycles. Another factor
contributing  to a rapid change in human mobility,  falls in line with  the historic progression
of change in mobility:  technological advancement. The internet,  digitalization  and the access
to handheld computers open up many possibilities to improve human mobility,  by making it
more accessible, � exible and e� cient.

Digitalization  has already found its way into  the current mobility  landscape. Modern
automobiles rely on software almost as much as on their  hardware, with  software being used
to optimize motor control in internal  combustion engines, to trigger emergency breaking,
even to drive the vehicle autonomously [45]. Digital  systems account for more than 40% of
the price of a new car [48] and manufacturers increasingly provide functionality  only as a
subscription-based service [215].

Digitalization  of mobility  also increases the degree of interactions between tra � c partici-
pants. Live tra � c updates o� ered by map services, relay information  of the route choices of
drivers directly to others. Whereas previously drivers would only know which road is con-
gested once they reached it  -locally interacting  with  other drivers-, drivers now have access
to this information  even far away from the congestion. The interactions between drivers
transformed from short range to long range [135, 224].

Bike- and car-sharing platforms o� er convenient transportation,  but  the locations of the
vehicles change with  each use, showcasing the direct interaction  between demand and trans-
port  infrastructure  [47, 64, 172]. Ride-hailing platforms connect large numbers of drivers and
customers and attempt  to steer the decisions of both drivers and customers through pricing
algorithms, mediating the interaction  between choices of both.

While broadly � tting  the general trend of increasing connectivity  in human mobility  over
the course of history, the current mobility  transition  is primarily  increasing the connectiv-
ity  between people rather than places. Large-scale digitalization  in the mobility  landscape
induces a complex interplay  of platforms, algorithms and people. Understanding these in-
teractions and the collective dynamics arising from them will  be crucial to inform and shape
mobility  in the future.

Human  mobility  from  a physicists  point  of  view

Physicists bring a valuable perspective to the study of modern mobility  by breaking down
complex systems into  simpler, interacting  components. This approach helps to uncover the
underlying rules and collective behaviors that  emerge from such interactions, and it  has been
successful in the study of many problems.

12



Figure 1.1.: Human mobility  over the course of history. New technological achievements made new
modes of travel possible. These changes in human mobility  introduced feedback loops
and collective dynamics, which lead to drastic changes in society. Current  trends in hu-
man mobility,  such as the increasing role that  platforms play, the shift  to zero-emission
vehicles and autonomous driving,  are likely  to give rise to collective dynamics. Whereas
previous technological advancement increased the connections on a global level, connect-
ing regions which were far apart, modern transport  technologies increase the number of
interactions between constituents of the mobility  landscape.

Fundamentally, the study of gases paved the way for the study of many-particle systems.
It  revealed that  for many systems of interacting  constituents, one does not need information
on the entire system to understand the principles underlying it.  Rather, it  su� ces to analyze
relations among macroscopic variables, which fully  capture the system at the macroscopic
level [198]. The description of an ideal gas can be reduced from the degrees of freedom of
countless particles, to just  a handful of macroscopic variables such as the temperature and
pressure.

With  more complex interactions, more complex phenomena can be found and described.
Including attracting  and repelling forces between molecules in the description of a gas, reveals
the phase transition  between a liquid  and a gaseous state, characterized by a single global
order parameter, the speci� c volume of a molecule. Methods from statistical  physics have
made possible the description and prediction of similar phase transitions in countless physical
and beyond-physical systems such as in the synchronization of oscillators [139, 229], the
spread of diseases [37], the growth of networks [17] and many more [42, 63, 105, 191, 227].

Many particle systems - often in conjunction with  phase transitions - give rise to macro-
scopic order. Characteristic spatial and temporal scales may emerge as a consequence of
microscopic particle-to-particle  interactions [94, 139]. In  contrast to characteristic scales,
scale-free distributions,  also known as power-law distributions,  arise at the boundary of
phases, the critical  points. They entail long-range correlations between microscopic con-
stituents of the system. Frameworks in statistical  physics, like mean-� eld theory [120] and
renormalization group theory [221], have contributed  to the understanding of power-laws
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emerging in a multitude  of � elds [13, 18, 85, 222].
The presence of interactions, feedback loops and the resulting host of possible collective

dynamics make understanding the inner workings of a physical system challenging. The
prevalence of systems that  exhibit  all these features has brought forth  the large interdisci-
plinary  � eld of complex systems. Human mobility  exhibits all the qualities of a complex
system, and thus, it  is no surprise it  has attracted  the interest of a host of interdisciplinary
researchers including physicists [6, 19, 63, 71, 105, 126, 135, 224].

Tra� c � ow, for example, has been studied extensively from a physical point  of view, as
it  exhibits classically physical phenomena such as phase-transitions [106, 127, 170] and self-
organization [126, 128, 146, 243].

On a very large scale, human travel, whether for the daily commute or as part  of large
migrations, has been studied using models paralleling Newtons law of gravity  [79, 251, 265],
or the emission and absorption of radiation  [213, 258].

The study of human movement on the small scale, at the level of individuals, has heavily
relied on frameworks developed for entirely di� erent problems, e.g. the movement of stock
prices [11], molecular kinematics [73] or a theory of the distribution  of galaxy clusters [159].
Drawing on these techniques has allowed researchers to uncover universal scaling laws for
human travel [38] and explain these in terms of microscopic mechanisms [89, 97, 263].

Uncovering  novel  collective  dynamics  in  future  mobility

Given that  emergent collective dynamics in human mobility  have been encountered in the
past, many of which had counter-intuitive  and detrimental  e� ects on mobility,  the question
arises:
What new collective dynamics may emerge from current mobility transformations?

Chapter 2 of this thesis will  showcase how platform  mobility  introduces new rules of inter-
action, which lead to novel collective dynamics. We address the collective behavior emerging
among ride-hailing drivers as a consequence of a central dynamic pricing algorithm.  Contrary
to its intended e� ect, we show that  dynamic pricing can create incentive structures which
induce arti � cial supply shortages [206].

In  Chapter 3 we shed light  on an aspect of the mobility  transformation often overlooked
in complex systems research on human mobility.  In  an attempt  to reduce carbon emissions
many of the most in� uential markets in the world are now moving towards replacing fossil
fuel reliant  internal  combustion engines with  electric motors. Despite being praised as a
direct replacement of ICE  vehicles, EVs follow slightly  di� erent rules. Their  range is limited,
the process of recharging a battery  takes longer than refueling a tank, and charging stations
are often relatively  sparse. A  complex system can exhibit  drastically di� erent dynamics
when the underlying rules change. The guiding question of chapter 3 is, how will  the change
to electric mobility  impact established models of tra � c � ow? We investigate how these
di� erences manifest on a macroscopic scale and show how the behavior of individual  EV
drivers culminates in the emergence of a new type of congestion wave [164].

In  Chapter 4 we turn  towards ride-pooling. In  contrast to ride-hailing and electric vehicles,
ride-pooling aims to both reduce emissions and combat congestion. It  combines the best
properties of public transport  and ride-hailing. It  can provide a high occupancy and e� ciency,
like public line services while simultaneously o� ering � exible door-to-door service like ride-
hailing.

In  ride-pooling customers request rides and vehicles are dispatched on-demand to pick them
up and bring them to their  destination. In  contrast to ride-hailing services, ride-pooling aims
to combine trips  of multiple  customers in a way that  minimizes distance travelled by the
vehicle, while keeping delays for the customers low. Ride-pooling can therefore both decrease
the number of vehicles on the road, and decrease emissions per trip,  while still  providing
door to door transport.  Ride-pooling relies on a central algorithm,  which optimizes routes
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and matches customers to vehicles. Vehicles interact  with  other vehicles and customers
indirectly  through the algorithm,  the position of one vehicle will  a� ect the future route of
another as their  locations matter  for the assignment of customers. The resulting many-
particle system governed by mediated interactions has the potential  of exhibiting  intricate
collective dynamics. We examine the macroscopic properties of ride-pooling services and
how ride-pooling performance depends on surrounding parameters. We uncover collective
dynamics emerging in ride-pooling, and expose the connection between microscopic dynamics
of individual  vehicles and macroscopic performance metric of an entire ride-pooling service.

By highlighting  collective dynamics tied to individual  decision-making in chapter 2, to
infrastructure  in chapter 3, and to centrally coordinated mobility  in chapter 4, we provide an
overview over changes and emergent behavior which will  play a role in tomorrows’ mobility
landscape, and stress the importance of modelling human mobility  as a complex system to
anticipate feedback loops and nonlinear interactions to robustly design future transportation
systems which are reliable and sustainable.
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2. Arti � cial supply shortages in ride-hailing

2.1. Introduction

Over the last decade several digital  platforms o� ering transport  services have emerged. Car-
sharing platforms enable easy car rentals, with  GPS services informing users of the nearest
available vehicle. This facilitates the distribution  of free-� oating shared cars throughout  the
city,  signi� cantly enhancing accessibility [81]. Bikesharing platforms [219] provide the same
service for bicycles, making it  easy for customers to rent a bike at any time. Bikesharing in
particular  has proven very successful and cities have begun incorporating bikesharing services
in their public  transport  networks [175, 239].

One type of mobility  platform  has had an especially large impact on society: Ride-hailing
platforms. Providing intuitive  apps made ordering a ride-hailing trip  simpler for riders.
Processing ride requests digitally  makes it  possible to automatically  � nd optimal  assignments
of riders to vehicles, leading to shorter waiting  times for riders, enhancing the platforms’
service quality  and widening the gap to traditional  taxi  services.

Being software-driven, ride-hailing platforms rapidly  scaled up by leveraging gig-economy
workers—independent contractors providing on-demand services [35, 266]. These platforms
have now spread globally, often replacing traditional  taxi  services as the dominant on-demand
transport  option in many cities [44, 130, 242].

Ride-hailing platforms present a two-sided market. They connect riders, the demand side,
to drivers, the supply side and set the rulebook for how both sides may interact  with  each
other. The platform  decides which driver gets o� ered which ride, the price riders have to pay
for the trip,  and how much drivers earn for a trip.

A  central problem of ride-hailing platforms is the decrease in service quality,  when demand
� uctuates. Sharp spikes in demand may force the entire ride-hailing system into  a state of
persistently bad service quality.  The mechanism of this overload of the system is described
in section 4.4.4. In  order to keep the service quality  high, ride-hailing platforms need to
exert in� uence over both the supply side and the demand side [43], to either decrease de-
mand spikes or increase the supply during these spikes. Many ride-hailing companies seek to
balance demand and supply simultaneously with  dynamic pricing. By controlling  the price
of a trip,  the ride-hailing company can suppress or increase demand for transportation  and
simultaneously incentivize drivers to work.

Ideally, a dynamic pricing scheme leads to a homeostatic e� ect, keeping the balance between
supply and demand, without  surrendering control over the price to the free market, thereby
allowing the platform  to compete on prices [5, 30]. However, by foregoing the free market
dynamic of determining prices, dynamic pricing can lead to prices that  are far from the
equilibrium  price with  customers paying less for a trip  than they would otherwise. This
deviation from the equilibrium  opens up the price dynamics to non-equilibrium phenomena
[27].

Notably,  this chapter reveals that  dynamic pricing schemes, designed to balance load and
supply, can actually be the root cause of supply-demand imbalances under certain conditions.
This insight highlights a counterintuitive  impact of dynamic pricing mechanisms, making it
a central � nding of this chapter.

In  2019 minor news outlets in Washington D.C. reported on a scheme perpetrated by Uber
drivers at Reagan National Airport  (DCA)  [68, 253]. While waiting  for trip  assignments at
dedicated ride-hailing lots, drivers came up with  a way to increase their  earnings. Coordinated
by one driver, standing in front  of a row of cars, drivers would turn  o�  their  apps and look
towards the lead driver in anticipation.  The lead driver would monitor  the price of Uber trips
starting  from DCA  as it  increased in response to the sudden lack of supply. Then, once an
agreed upon threshold was reached, they would give the signal, and all drivers would turn
their  app back on simultaneously and accept requests for trips  as soon as possible. As the
pricing algorithm  operates with  a time delay, drivers would receive much higher fares for

20



2.1. Introduction

05 :00 11 :00 17 :00 23 :00 05 :00
0

20

40

pr
ic

e 
fo

r 
tr

ip
 [U

S
D

]
time

2019-06-04

Figure 2.1.: At  Reagan National Airport  (DCA)  in Washington D.C. short repeating spikes in the
price for a trip  from the airport  to the center of Washington D.C. can be seen (highlighted
grey). Media reports suggest collective action by drivers play a role in anomalous surge
prices at DCA [68, 253].

these trips,  and thus increase their  pro� t,  before the price dropped again to the original level.
Pricing data for Uber trips  at DCA  also show suspicious price surges in the evening hours
shown in � g. 2.1.

Is this kind of behavior a unique facet of ride-hailing in Washington D.C. or is it  indicating
a systemic issue with  dynamic pricing in ride-hailing services? By applying game theory to
study the way ride-hailing drivers make decisions we uncover that  the incentive structure
that  makes coordinated supply shortages pro� table is a generic property of dynamics pricing
in ride-hailing. Using price time series data, we show that  anomalous surge prices, consistent
with  arti � cially induced supply shortages, are a global phenomenon.

This chapter is structured as follows. In  section 2.2.2 we introduce the key concepts of
game theory utilized  in our study of anomalous supply shortages. Section 2.2.3 sheds light
on dynamic pricing algorithms, in particular  the principal  mechanics of Uber’s surge pricing.
We give an overview over the data sources used in this work in section 2.3. Then we verify
that  short-lived surge peaks are in fact not caused by demand � uctuations in section 2.4. We
formulate the supply dynamics of ride-hailing platforms as strategic games in section 2.5 and
show that  short-lived arti � cial supply shortages can be explained from the incentive structure
of dynamic pricing itself. Finally,  we identify  locations where anomalous supply shortages
are likely  to occur from price time series data in section 2.8.

This chapter is based on the publication,

[206] Schröder� , M., Storch� , D. M., Marszal� , P., &  Timme, M.  (2020). Anomalous supply
shortages from dynamic pricing in  on-demand mobility. Nature communications, 11(1),
4831. (� shared � rst authors)

for which I  was shared � rst author. I  contributed  in the conception of the research question,
played a supportive role in outlining  the research path, contributed  to the analysis of the
game theoretic models, and collected, explored and analyzed the data. The contents of
the publication  have been extended here with  additional  � gures and insights and have been
contextualized. Overlap with  the original publication  can be expected.
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2. Arti � cial supply shortages in ride-hailing

2.2. Background

Here we brie� y introduce the concepts and tools employed to understand the dynamics of
arti � cial supply shortages. For a more in-depth explanation and discussion of the concepts
involved we refer to the cited literature.

2.2.1. Gaussian  mixture  model

In  this work we will  model an empirical distribution  of price changes as a linear combination
of Gaussian distributions.  A  Gaussian or normal-distribution  is functionally  described by
[20]:

pnorm (�x; �µ, � ) =
1

p
(2� )d det �

e� 1
2 (�x � �µ) � � � 1 (�x � �µ) .

Where d denotes the dimensionality of the vector �x, �µ denotes the vector of the averages and
the matrix � denotes the covariance matrix  [240].

A  Gaussian mixture  model (GMM)  is a weighted sum of normal distributions  with  di� erent
means and covariance matrices [32]. One can understand a GMM  consisting of K normal
distributions  (components) as the probability  distribution  of a random variable, which is
generated by � rst choosing one of the components at random, and then sampling from this
component. The probability  distribution  given by a GMM  can be written  as

p(�x) =
KX

k= 1

wkpnorm (�x; �µk , � k ) .

The weight of each normal distribution  is given by wk >  0, such that

KX

k= 1

wk = 1 .

When the goal is to infer a GMM  from available data a closed form maximization of the
likelihood is not possible. However, the expectation-maximization algorithm  provides an
iterative  approach to obtain a maximum-likelihood estimate of the parameters of the GMM.

Summarized, the expectation-maximization algorithm  works as follows [32]. Initialize  the
averages�µk , the covariance matrices � k and the weights wk randomly.1 For all N data
points �x i in the dataset, compute the relative likelihood � ik of data point �x i being produced
by componentk,

� ik =
wkpnorm (�x; �µk , � k )

P K
j = 1 wj pnorm (�x; �µj , � j )

.

Use the relative likelihood � ik to update the means�µk and covariance matrices � k , by cal-

1Di � erent randomization  schemes are used in practice. A  popular choice is kmeans++ which chooses the
means µk sequentially by selecting data points with  the largest distance to any of the previously chosen
µk . The covariance matrix � k is then calculated from the points to which µk is the closest point.  [7]
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culating weighted sums:

Nk =
NX

i = 1

� ik ,

w�
k =

Nk

N
,

�µ�
k =

1
Nk

NX

i = 1

� ik �x i ,

� �
k =

1
Nk

NX

i = 1

� ik (�x i � �µ�
k )( �x i � �µ�

k )� .

Here the index i runs over the data points, while k indicates the component, i.e. the k-th
Gaussian distribution.

The calculation of the relative likelihood is referred to as the expectation step, and the
updating of the parameters as the maximization step. Expectation and maximization steps
are repeated until  the total  likelihood of the GMM  over the dataset converges.

2.2.2. Game  theory

In  physical systems their  constituents, usually particles, follow clear-cut rules, determined
by a dynamical equation. When studying socio-economical systems, constituents are usually
agents capable of forethought and planning. A  person interacting  with  another can anticipate
the actions of their  counterpart. Game theory presents a framework which formalizes these
kinds of interactions and allows one to understand the dynamics of decision-making of rational
actors.

The central type of model in game theory is the strategic game. A  strategic game consists
of a set of players or agents. Each agent is equipped with  a set of actions they may take.
Combinations of actions of the players bring about a certain outcome, governed by the rules
of the game. The players posses preferences with  respect to these outcomes [179].

This de� nition  of a game spans a wide range of problems: From two players playing a game
of rock-paper-scissors [246], to national governments negotiating global treaties [217].

In  this work we rely on the theory of one-o�  non-cooperative strategic games. Games which
are only played once, and each player maximizes their  own payo� .

Game

Non-cooperative strategic games can be represented in normal form. There are n players
participating  and each player i has a set Si of actions, also called strategies, to choose from.

A  tuple of chosen actions by all players is called a strategy pro� le.

�s =  (s1, s2, . . . sn )

with si � Si .
In  addition,  each player i has a payo�  function � i (�s), which takes a strategy pro� le as an

argument and assigns a utility  to this pro� le for this player. Con� icts, or rather interesting
problems, arise when di� erent players assign the same strategy pro� le di� erent utilities.

Consider the following example: Alice and Bob play a game of rock-paper-scissors. Both
players have the same set of actions S = { Rock, Paper, Scissors} at their  disposal. They
both choose their  action without  knowing what the other player will  choose, i.e. the game is
simultaneous. They both want to win, thus the game is non-cooperative. Such a game can
be represented by a payo�  table (table 2.1):
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Table 2.1.: Payo�  matrix  for a Rock-Paper-Scissors game

Alice
Bob

0,0 1,-1

1,-1

-1,1 1,-1

-1,1

0,0

0,0

-1,1

Rock Paper Scissors

Rock

Paper

Scissors

Each cell in table 2.1 represents a strategy pro� le. The numbers in each cell denote the
payo� s, left the payo�  for Alice, i.e. the row player, right  the payo�  for Bob, i.e. the column
player. The payo�  or the utility  for the winner is +1,  for the loser it  is � 1. In  a tie both
players receive a payo�  of 0.

Rationality

Game theory, canonically assumes rational  agents. Agents only want to maximize their
utility,  and they are capable to think  through any actions their  co-players may take and base
their  own choice of action on the possible actions of their  adversaries.

This rationality  assumption, although arguably not completely accurate in describing hu-
man behavior [67, 121], provides the basis to describe human actions mathematically and
has produced countless accurate predictions and has signi� cantly contributed  to our under-
standing of politics, economics and evolution [10, 60, 136, 140, 171, 216, 218].

The decision-making of a rational  agent can roughly be summarized as follows. A  rational
agent will  choose an action which is the best possible answer to whatever action their  opponent
chooses. This strategy is called the best response:

De� nition  1 (Best Response). Let �s� i = (s1, s2, . . . , si � 1, si +1 , . . . , sn ) be the strategy pro� le
of a game for every player except player i . Let �s = (si , �s� i ) be the strategy pro� le including
player i . si is called the best response of player i if,

� i (si , �s� i ) � � i (t i , �s� i )

for every action t i of player i .

This De� nition  gives a condition for a solution of a strategic game, called Nash Equilibrium.

Equilibria

De� nition  2 (Nash Equilibrium) . Let �s = (s1, s2, . . . , sn ) be a strategy pro� le for a strategic
game. �s is a Nash equilibrium if

� i ((s1, . . . , si � 1, si , si +1 , . . . , sn )) � � i ((s1, . . . , si � 1, t i , si +1 , . . . , sn ))

for every action t i of player i and for every player i .

In  di� erent words, a Nash equilibrium  is a strategy pro� le, in which every player’s choice of
action is the best response to all the other players’ choices of actions. At  a Nash equilibrium
no player can improve their  payo�  by changing strategies.

A  game may have multiple  Nash equilibria and every strategic game with  a � nite number
of players and a � nite number of strategies will  have at least one Nash equilibrium  [95]. This
Nash equilibrium  might,  however, consist of mixed strategies.
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De� nition  3 (Mixed  Strategy). A tuple �� = (� 1, � 2, . . . , � |Si |) of a player i in  a game
represents a mixed strategy, if

kX

j = 1

� j = 1 .

The player i playing this strategy will  choose an action sj � Si at random with probability � j .

While a player can only play one action, they might  do so by choosing an action at random
and playing it  with  a certain probability  [95].

Generally � nding the Nash equilibria of a game involves a brute force search of the space
of possible strategy pro� les. A  common method for � nding Nash equilibria is described in
appendix B.1.

Types of  games

In  this work we will  primarily  focus on two-player games with  two possible actions for each
player, 2 × 2-games.

The concept of mixed strategies is essential for understanding Nash equilibria in 2 × 2
games. A mixed strategy allows a player, say playerI, to choose a probability distribution
over their  available actions. We can parameterize player I’s mixed strategy using a variable
x � [0, 1], where:

�� I (x) = (x, 1 � x) .

This notation  indicates that  player I plays their  � rst action with  probability x and their
second action with  probability  1 � x.

Given this mixed strategy, we can then determine the best response of the other player, II ,
to �� I (x) for any value of x. Player II ’s best response can itself also be expressed as a mixed
strategy, parameterized by y � [0, 1]. This produces a best response function ybr (x), which
represents player II ’s optimal  response to every possible mixed strategy of player I.

Similarly,  we can � nd player I’s best response curve xbr (y) to any mixed strategy �� II (y)
chosen by player II .

Figure 2.2 illustrates these best response curves for various games. Nash equilibria become
apparent by examining the intersections of these curves. At  a Nash equilibrium,  each player
is playing their  best response to the strategy of the other player. Therefore, Nash equilibria
correspond to points where the best response curves intersect.

2 × 2 games with  three Nash equilibria are called coordination games [182]. The best
response curves of both players intersect at three points, two of which correspond to pure
Nash equilibria. Depending on, whether the strategy sets of both players are the same, these
may be referred to as either coordination games, when the pure Nash equilibria correspond
to both players choosing the same action, or anti-coordination games corresponding to both
players choosing opposite actions.

Coordination  games An example for a coordination game is shown in � g. 2.2a. This game
depicts the archetypical stag hunt  game in which two hunters need to decide whether to hunt
deer or rabbits. Hunting  deer will  only be successful if  both hunters participate,  returning
high payo� s as hunters divide the spoils. Hunting  a deer while the other hunter hunts rabbits
will  lead to failure and the deer-hunting hunter will  return  empty-handed, while the rabbit-
hunting  hunter will  have caught plenty of rabbits. When both hunters choose to hunt  rabbits
they will  each catch only a portion  of the rabbits. The two Nash equilibria are deer-deer
and rabbit-rabbit, showcasing that  solutions of this game are states in which the hunters
successfully coordinate to pick the same action.
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Coordination-like payo� s can be found in many � elds and have been used to study the
emergence of languages [208], model the progression and interaction  of cancer cells [25] and
model the transition  from fossil fuel vehicles to battery  electric vehicles [69].

Cyclic games Cyclic games (see � g. 2.2b) have no pure Nash equilibrium.  Any  strategy
that  a player I might  choose, will  be countered by player II with  a strategy to which player
I’s strategy is not the best response. Trying  to � nd a pure Nash equilibrium  by repeatedly
switching strategies will  result in cycling through all strategies (compare arrows in � g. 2.2b).
A  well-known example for a cyclic game is rock-paper-scissors (see table 2.1), where, in the
absence of knowledge about the statistics of human behavior [24, 246], the only rational
choice is choosing actions at random.

Dominance-solvable games The third  class of games, termed dominance-solvable, exhibit
only one Nash equilibrium,  which can be found by successively eliminating  strongly dominated
strategies, i.e. strategies of either player I or player II which return  lower payo� s than
all alternatives. The best known example for a dominance-solvable game is the prisoner’s
dilemma (see 2.2c). In  this game two prisoners are given the option to remain silent or to
testify. If  both prisoners remain silent, they will  each serve a minimal  sentence. When one
prisoner testi� es, their  sentence will  be reduced while the other prisoner will  receive a much
harsher sentence. When both prisoners testify,  both will  serve longer sentences. The Nash
equilibrium  is the case in which both prisoners testify,  as from this state a change in the
strategy of one prisoner will  only decrease their  payo�  (increase their  sentence).

This game serves to highlight  another aspect of strategic games. The Nash equilibrium  is
not necessarily the best possible state for the involved players. In  the prisoner’s dilemma, both
prisoners would receive higher payo� s should they both choose to remain silent. Similarly,  in
the stag-hunt game, while there are two Nash equilibria, they both lead to di� erent utilities
for the players. To be able to quantify  and discuss such scenarios we make use of two concepts.

De� nition  4 (Pareto E� cency). A strategy pro� le is Pareto e� cient if  there is no alternative
strategy pro� le which improves the payo� s for all players.

Intuitively  on can understand Pareto e� cient strategy pro� le as the � xed point  of a se-
quence of (Pareto) improvements. No player would be opposed to a change which improves
everyone’s payo� s, such an improvement is called a Pareto improvement. When all such
improvements have been made, the strategy pro� le one arrives at is Pareto e� cient. Nash
equilibria are not necessarily Pareto e� cient. The prime example for this is the prisoner’s
dilemma (see � g. 2.2c). The Nash equilibrium testify-testify leads to the worst possible out-
come, a change to silent-silent would improve both their  outcomes. In  fact, in the prisoner’s
dilemma, every strategy pro� le except for that  Nash equilibrium  is Pareto e� cient.

In  addition  to Pareto e� ciency we make use of another measure, commonly used in tra � c
sciences: social optimality  [56, 158, 249].

De � nition  5 (Social Optimum) . We consider a strategy pro� le to be a social optimum �� �
soc

if  the average payo� s of all players are maximized:

�� �
soc =  argmax��

NX

i = 1

ui (�� ) , (2.1)

where�� denotes a strategy pro� le, ui (�� ) the utility  or the payo�  for player i given this strategy
pro� le, and the summation is performed over all players.

A  social optimum  is not necessarily also a Nash equilibrium,  which is exempli� ed in the
prisoner’s dilemma � g. 2.2c. Because the social optimum  is determined using averaged utili-
ties, it  is possible to move from a Pareto e� cient solution to a social optimum,  by decreasing
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the payo�  for one player while increasing the payo�  of another by a larger amount. Thus,
not every Pareto e� cient strategy pro� le needs to be a social optimum.  Conversely, every
social optimum  is Pareto e� cient.

2.2.3. Dynamic  pricing

General  pricing  dynamics

The process of determining prices of goods and services plays a central role in microeconomic
theory. Sellers or producers of goods generally want to maximize their  pro� t  when demanding
a price for a good. On the other, hand buyers have certain preferences which a� ect how much
of a good they are willing  to buy at any given price. Overall, the mechanisms underlying price
discovery are complex processes depending on the interaction  of many independent parts [93].

Reasons why the price of a good or service might  change are manifold. On long time
scales competitors may enter or leave the market changing the market dynamics and prices.
Substitutes of goods or services may appear, leading to demand shifting from one good to
another [160]. On short time scales new information  about a company (or commodity) will
change the expectations of traders about its value and thus changing its present price.

Prices determined by such processes can be considered equilibrium  prices [93], achieved by
arriving  at some dynamic equilibrium.2

In  contrast, dynamic pricing is the short time scale adaptation of the price by a central
entity,  not caused directly  by market processes, but  rather by some, often automated, decision
process. Rather than suppliers and consumers interacting  directly  to � nd amenable prices,
the price is dictated by a central entity,  which may consider current supply and demand in
its decision-making.

An early example of dynamic pricing in the digital  age is the pricing of airline tickets [259],
however dynamic pricing has found applications in utility  prices [70], tra � c management
[149] and online retail  [50].

Dynamic pricing is particularly  useful for ride-hailing services. Being two-sided markets,
ride-hailing platforms need to manage both the supply side, i.e. the o� ers of rides by drivers,
and the demand, i.e. the requested rides by customers. Dynamic pricing gives these platforms
the ability  to incentivize drivers to move towards areas with  high demand. Similarly,  price
surges incentivize customers, who are able to postpone their  trips,  to do so.

The latter  part  is of particular  importance to ride-hailing services. Demand peaks can
lead to large decreases in service performance which persist for long periods of time. This
hysteretic overload of ride-hailing systems has been touched upon in the Master’s thesis [161]
and the results of subsequent unpublished work are included in section 4.4.4 and appendix A.
Summarized, high demand impairs the system from � nding e� cient matches between drivers
and riders, and previous bad matches perpetuate this state of overload.

To prevent sudden demand � uctuations from leading to the overload of the ride-hailing
system, either demand spikes need to be limited,  or the supply has to be increased in response.
Dynamic pricing o� ers the sought after e� ects and has been shown to be able to prevent
overloading from occurring [43].

Dynamic  pricing  at  Uber

The Uber Price estimate API  (see section 2.3) allows reconstructing part  of Uber’s pricing
scheme. Fundamentally, Uber’s price p can be modelled as consisting of two parts, base cost

2 In  a dynamic equilibrium  endogenous variables like demand and supply adjust  continuously  to balance,
even though external in� uences change over time  [1]. A  closely related concept from the � eld of physics is
a quasi-static process, in which a system continuously  changes, but  this  change is slow enough such that
it can  be described as following  a sequence of equilibrium  states.
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2.2. Background

Figure 2.3.: Schematic depiction of dynamic pricing. a Price as observed by customers. b Base
cost � uctuations, for example due to congestion. c Surge fee applied when supply and
demand are mismatched. d Demand and supply imbalance. Surge fees come into e� ect
when demand increases unexpectedly or supply decreases unexpectedly.

pbase and surge feepsurge:

p = pbase + psurge(D , S) .

The base cost covers costs which are independent of demand and supply. This includes � at
pickup and booking fees, long pickup fees, if  the pickup location is far from the nearest
available vehicle, and surcharges such as tolls and airport  pickup fees. We collect these � at
fees under the variable p0. The base cost also includes time and distance dependent fares,
which scale linearly with  time � t and distance � � driven. These are impacted by demand
in an indirect  way, as during high demand times, especially during commuting hours, travel
times are a� ected by tra � c, which increases the time dependent fares (see � g. B.1). We can
write  the base cost as,

pbase = p0 + pt � t + p� � � .

The surge fee psurge is determined by Uber’s surge pricing algorithm.  It  depends on the
local supply and demand. Uber’s surge pricing algorithm  is not public, and neither are its
input  variables. Some work has been done to reverse engineer the surge pricing algorithm
[49, 205], however, as Uber repeatedly adapts the algorithm,  previous work is unlikely  to
match the current iteration.  Notably,  Uber at least once transitioned from a multiplicative
surge pricing scheme to an additive one [92]. Regardless of past changes, the core feedback
mechanism in dynamic pricing in ride-hailing remains the same. A  generic property of surge
pricing algorithms is that  when demand surpasses supply the price needs to increase, and
when demand is low it  should decrease. This basic mechanism leads to almost identical price
dynamics across di� erent ride-hailing services [116]. Here we will  focus on a minimal  pricing
mechanic which accomplishes this function. A  schematic depiction of a general dynamic
pricing algorithm  can be seen in � g. 2.3.
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Table 2.2.: Table of exemplary Uber product data for products requested at DCA.  Units of
distance used are miles for US locations.

service capacity shared
base cost
[USD]

cost per
minute
[USD/min]

cost per
distance
[USD/mile]

service
fees
[USD]

Black 4 0 7.75 0.82 2.20 0.00
UberXL 6 0 2.10 0.32 1.95 2.25
Pool 2 1 0.74 0.25 0.80 2.00
UberX 4 0 1.21 0.30 0.80 2.00
Black SUV 6 0 14.75 0.86 2.49 0.00
Comfort 4 0 1.69 0.42 1.08 3.00
WAV 4 0 1.21 0.30 0.80 2.00
UberX Car Seat 4 0 1.21 0.30 0.80 2.00
Black SUV Car Seat 6 0 14.00 0.86 2.49 0.00
Black Car Seat 4 0 7.00 0.82 2.20 0.00

Table 2.3.: Result of a query of the /price_estimate endpoint for a trip  from DCA  to Union
Station in Washington D.C.

service distance [miles] duration  [seconds] price estimate [USD]
Black 4.78 900 35� 38
UberXL 4.78 900 23� 25
Pool 4.78 900 15� 16
UberX 4.78 900 16� 17
Black SUV 4.78 900 44� 49
Comfort 4.78 900 20� 22
WAV 4.78 900 16� 17
UberX Car Seat 4.78 900 26� 28
Black SUV Car Seat 4.78 900 54� 59
Black Car Seat 4.78 900 44� 49

2.3. Data  and  Methodology

2.3.1. Uber’s  price  API

In  2019 Uber provided an Application  Programming Interface (API)  which allowed developers
to obtain price estimates and an overview over products for the development of third  party
apps. While the service was open to anyone with  a developer account in 2019, in 2020 Uber
restricted access to the API.

While open, the endpoint /products, accepted coordinates as input  and returned a list  of
Uber’s services operating in the area, including � at fees (i.e. p0) and base rates (i.e. pt and
p� ) determining the base fare pbase. Table 2.2 shows the product list  for Washington D.C.

The /price_estimate endpoint took in two sets of coordinates as input,  and then returned
a trip  estimate, which contained the expected time for the trip,  the expected distance and
bounds for the expected price of the trip  rounded to integer currency units (currency depends
on the input  coordinates).
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Uber’s python package for this API  and documentation can be found at [237]. The docu-
mentation of the Uber API  lists surge_multiplier as a � eld returned by the price_estimate
endpoint. However, the surge multiplier  has been removed in 2016, coinciding with  Uber’s
change in pricing scheme [92, 236].

Figure 2.4.: Uber
price
available
for 

We recorded 
The data were collected
collection due to
found to be well
servers. Sampling

Locations of the trips  were picked by hand, according to four di� erent classi� cations:

• airport  trips  (63 locations): Trips  which begin at an airport  and end at central locations
within  a city.  Demand at airports can be estimated via � ight  arrivals.

• convention center (23 locations): Trips  which begin at convention centers and end at
central locations within  a city.  Demand at convention centers is expected to be highly
clustered in time, hence providing a reference for demand bursts.

• train  station (12 locations): Trips  which begin at a train  station and end at central
locations within  a city.  Demand at train  stations may exhibit  similar behavior to
demand at airports due to train  arrivals.

• city  trips  (39 locations): Trips  beginning and ending in commercial and residential
areas of cities. These trips  provide references for slow demand changes.

For each trip  the price estimate for a regular service (UberX)  and for a premium service
(UberBlack)3 were collected.

3Naming schemes di� ered for some countries. In  France for example the premium  Uber service is named
Berline . Other  premium  services are Lux  or Select.
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For areas outside the United States of America, the currency was converted into  USD based
on the exchange rates for the respective date provided by the European Central Bank [16].
While Uber’s price estimate API  returns both a lower and an upper price estimate, we only
considered the lower estimate for our analysis. For every trip  price estimate, we calculate
the base fare from the information  about the Uber product (i.e. UberX or UberBlack). We
use the distance and time estimate returned by Uber’s API  for this. We then subtract the
calculated base fare from the price estimate to obtain the surge fee time series.

This method may result in some surge price time series which never drop to zero result-
ing from hidden fees not documented in the API.  In  this case we additionally  subtract the
minimum  of the resulting price time series to isolate the surge fee.

2.3.2. Flight  data

Data on � ights was collected from two sources. Aircraft  landing times, call signs (unique
identi � ers), and aircraft  types were collected from flightradar24.com via their  open API.
For the 63 considered airports, the arrivals of planes were collected for the same timespan as
for the Uber price estimate data.

Data on the seat con� guration, necessary to estimate the number of passengers, was col-
lected from flightera.net . Approximately  20% of the � ights collected from � ightradar24
did not have a counterpart in the � ightera dataset, such that  seat con� guration needed to
be estimated for them. Additionally,  when the same type of aircraft  was available in the
� ightera data, the average seat con� guration was imputed. When even the aircraft  type was
not available the average over all aircraft  observed was imputed instead.

The � ight  arrival  data consists of unevenly spaced events. To compare the arrival  data to
the Uber price estimates, which are polled at regular intervals, arrivals are binned for every
30 s, and smoothed with  a rolling  average and a backwards window of 5 min. The smoothing,
improves the identi � cation of high tra � c time-slots, while the short smoothing window still
preserves very quick � uctuations.

2.3.3. Historic  taxi  trips

In  addition  to the two data sources above, which required dedicated collection schemes we
employ historic taxi  trip  data [62]. This dataset is provided by the department of for-hire
vehicles of the District  of Columbia. The data includes origin and destination resolved to
city  blocks de� ned in the DCA  Master Address Repository [61] as well as time of pickup
which were used in our analysis of the data. Other data � elds included were time of delivery,
fares, tip  amount, the name of the company providing the trip  and others. Speci� cally we
considered taxi  trips  between 2017-01-02 and 2017-08-27 that  originated from DCA  airport.
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2.4. Transportation  demand

Price surges intend to quickly rebalance supply and demand. This is especially important
for very short-lived demand supply imbalances, which can drive the ride-hailing system into
a state of persistent low service quality (see. section 4.4.4). Long periods of high demand,
such as during peak tra � c hours in the morning and afternoon, experience dynamic prices
even without  additional  surge fees, because trip  times and distances change due to tra � c
conditions (see � g. B.1). Thus, prices naturally  increase during these times without  additional
interference. Figure 2.5 shows the total  fare, the base cost and the surge fee for several ride-
hailing trips.  The base cost � uctuates slowly, with notable  peaks during the morning and
evening commuting hours. The change in base cost can be observed in the price of UberX,
the regular ride-hailing service, as well as UberBlack, the premium service. However, surge
pricing predominantly a� ects UberX. While surge pricing is in e� ect during the commuting
hours, distinct  surge peaks can be observed in the evening hours.

At  DCA,  supply driven surges have been reported in the press [68, 253]. However, whether
the observed surge peaks are indeed supply driven surges, is not obvious. We � rst exclude a
possible demand side cause of these surge peaks, by considering historic taxi  trip  data and
air travel data as a proxy for demand at airports.

2.4.1. Historic  taxi  demand

We consider historic taxi  trip  data in Washington to compare the price time series to. We
calculate the average number of taxi  trips  for each weekday over a period of 8 months from
2017-01-02 to 2017-08-27 (see � g. 2.6). There are two qualitatively  di� erent demand patterns
over the course of the week. Mondays, Tuesdays and Wednesdays show very similar demand
pro� les with  an approximately constant number of trips  being initiated  during business hours.
From Thursday to Sunday, demand increases towards evenings. On Saturdays demand is
overall comparatively low.

Short-lived Uber price surges occur from 20:00 to 03:00. The historic taxi  data does not
show drastically increased numbers of taxi  departures in this time frame. On the contrary,
the number of departures starts decreasing after 23:00, still  in the timeframe where Uber
price data contains surge peaks. Thus, no obvious explanation for price surges in historic
taxi  demand has been found.

In  order to more accurately asses the intraday  demand at DCA  we turn  to air travel data.

2.4.2. Airtravel  passengers

Each aircraft  arriving  at DCA  carries passengers, many of which will  remain in Washington
DC, and some of which will  make use of Uber’s transportation  service. We assume that  the
fraction of Uber customers aboard planes remains constant over all arriving  � ights. There-
fore, the demand for Uber rides should be proportional  to the number of arriving  air travel
passengers, which in turn  is proportional  to the total  number of seats on the arriving  air-
craft. To investigate the correlation between surge peaks and arriving  air travel passengers
it  is su� cient to observe relative changes of the arriving  air travel passengers. Hence, we
consider only the number of seats of arriving  airplanes. For the sake of succinctness we will
refer to it  as the number of arrivals.

The number of arrivals over a single day is shown in � g. 2.7a.
In  fact, the pattern  of arrivals agrees with  the historic taxi  demand at the airport.  Peaks

in arrivals, which may be the cause of short-lived price surges, are not obvious from the time
series data. In  order to quantify  the relationship between the surge price and the number of
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Figure 2.5.: The base
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Figure 2.6.: Average number of taxi  departures at DCA.  Averages have been calculated for each
weekday for a period of 8 months in 2017, with  a resolution of 1 minute a Monday-
Wednesday. An approximately constant number of taxi  trips  starts at DCA.  There is
a distinct  peak around 17:00, a typical  commuting hour. At  23:00 demand decreases.
b Thursday and Friday.  The demand increases towards the evening hours, likely  due
to returning business travel. c Saturday and Sunday. While on Saturday the demand
is approximately constant and follows similar patterns like a, the number of arrivals
is lower. The number of taxi  departures on Sunday is more similar to b, in that  it
shows an increase in taxi  departures towards the evening, likely  also because of travelers
returning at the end of the week. Overall a-c show no increase in taxi  departures in the
evening hours past 23:00, so average historic demand does not fully  explain why price
surges might  occur in this time.

arrivals we compute the cross-correlation,

� (� t) =
E [(S(t) �  � S(t)� ) (A(t + � t) �  � A(t + � t)� )]

� S(t)� A (t + � t)

between the surge fees and the arrivals. Here S denotes the surge fees and A the time series
of arrivals. � S and � A denote the standard deviation of these time series in the considered
time window.

There is obvious correlation in both time series. The Uber surge price time series as well
as the aircraft  arrivals are subject to the day-night cycle, which means that  both time series
are correlated over long time periods. In  addition,  the surge time series at DCA  shows
qualitatively  di� erent dynamics over the course of a day. During  commuting hours surges
last for several hours, while in the evening surges are repeated short-lived peaks. To mitigate
the in� uence of long time scale � uctuations and to isolate the suspected supply side price
surges, we divide the price time series into  spans of di� erent lengths between 08:00 and 02:00.
We then compute the cross-correlation of each span with  the full  sequence of arrivals.

• 6-hour time windows: We divide the day into  6-hour time windows from 08:00 to 14:00
(� g. 2.7b, yellow lines), from 14:00 to 20:00 (� g. 2.7b, green lines) and from 20:00 to
02:00 (� g. 2.7b, blue lines).

• 12-hour time windows: We divide the day into  two time windows from 08:00 to 20:00
(� g. 2.7b, dotted gray lines) and from 14:00 to 02:00 (� g. 2.7b, dotted-dashed gray
lines).

• 18-hour time window: Further  we also consider a single 18-hour time window from
08:00 to 02:00 (� g. 2.7b, solid gray lines).

We focus on the correlation between the surge fees and the arrivals in the time interval
20:00-02:00 (see � g. 2.7a, gray highlighted area). This interval  contains clearly visible recur-
ring surge peaks, while the base fare across is timeframe is approximately constant. This
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Figure 2.7.: Aircraft
arriving
to be due
arrivals.
lines: from 14:00-20:00, yellow lines: 08:00-14:00, dotted gray lines: 08:00-20:00, dot-
dashed gray lines: 14:00-02:00, solid gray lines: 08:00-02:00. Maxima of the correlation
function are below 0.5, and the locations of maxima di� er for di� erent days. Highlighted
in red is the absolute maximum of the cross-correlation for 2019-06-04 20:00-02:00. This
maximum occurs at a delay of 5 min, between arrivals and surge fee. c Arrivals  vs surge
fee for the maximum indicated in b. No clear relation between arrivals and surge fee
can be observed.

means that  during this time there is no city-wide increased demand, and the reasons for the
surges are likely  local.

The cross-correlation between surge fee and arrivals is shown in � g. 2.7b. The dark blue line
corresponds to the correlation function on Tuesday 2019-06-04, while the shaded solid blue
lines show the correlation for the same time window on other days. The largest correlation,
of 0.31, between the two time series on 2019-06-04 is observed at a delay of 5 minutes,
corresponding to passengers which deplaned 5 minutes before observing the surge fee. Other
days, represented by fainter blue lines, show similar maximum correlations albeit at di� erent
delays.

All  the maxima of the correlation functions are similarly  high, even at delays of 60 minutes
and more. The locations of the maxima vary across days. This indicates that  there is no
direct relation between arrivals and surge fees, as one would expect a consistent reaction of
the trip  fare to arrivals if  they were related.

A  closer inspection of the number of arrivals and the surge fee (see � g. 2.7c) obtained
by plotting  the surge fee at every minute against the passengers which arrived � ve minutes
previously, corroborates the hypothesis that  the number of arrivals do not in� uence the surge
fee during the evening hours.

The same analysis has been performed for Brussels airport  (BRU),  Warsaw airport  (WAW),
Chennai (MAA)  and San Francisco (SFO) (see � g. B.2). None of the considered airports show
a strong correlation between arrivals and surge fee, pointing  to the fact that  short-lived surge
peaks are not driven mainly by demand.

Discussion

Long periods of surge fees, can be explained by heavier tra � c, leading to longer trip  times,
which means that  more drivers are busy and supply is low. The observed short-lived surge
peaks occur during times where the base fare is approximately constant, indicating  no wide-
spread increased demand. Historic taxi  data shows no consistently increased demand during
these times, and even air travel arrivals show no strong correlation with  the surge fee.

Overall neither aggregated historic taxi  demand data nor same daytime series data of
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aircraft  arrivals explain short-lived surge fee peaks.
Thus, demand � uctuations alone do not explain the periodic price surges at DCA  and other

airports. The remaining explanation is that  these surges are induced by the supply side of
Uber’s service. This is consistent with  the media reports on driver coordinated price surges.
In the following section we explore how such supply shortages arise as a consequence of the
dynamic pricing scheme.

2.5. Two-player  supply  model

Because the surge peaks observed in DCA  are not explained from demand dynamics alone,
they need to arise from dynamics on the supply side of the ridehailing service. We formulate
a fundamental model for the supply dynamics of ride-hailing, focusing on the decisions made
by individual  drivers. To study the core mechanism behind supply-driven price surges, we
abstract from speci� c conditions such as dynamic demand patterns, driver psychology, and
detailed surge pricing algorithms.

2.5.1. Inelastic  demand

We consider a two-player game, each player being a driver, who can choose between two
actions: leaving the app ON or turning  it OFF. While playing ON the driver will  count
towards the supply S for the sake of the pricing algorithm.

The payo�  of a driver is given by their expectedearnings. If  they are assigned a customer,
they earn the price p for the trip,  otherwise they will  earn nothing. Whether they will  get a
customer assigned depends on the demandD, representing the expected number of requests
made in one instance of the game.

The surge pricing algorithm  determines the current price p of the game. It  is a piecewise
function of the demandD and the supply S, which is simply the number of drivers who picked
the ON option. When the demand is lower than the supply, the price is given by the � xed
base price pbase. When the supply is lower than the demand, a surge price feepsurge(D , S) is
added to the base price. It  starts at psurge(D , S) = 0 when supply matches the demand, and
increases to the maximum surge feepmax

surge when the supply is zero.

psurge(D , S) = pmax
surge ·

D � S
D

.

The complete price function is thus given by,

p(D , S) =
�

pbase if S � D
pbase + pmax

surge · D � S
D else

,

and its shape can be seen in � g. 2.8a,b.
For two players there are three di� erent price levels possible, depending on how many

drivers choose to turn  on the app. plow = p(D , 2) when both drivers count towards the
supply, pmid = p(D , 1) if  only one driver turns their  app on, and phigh = p(D , 0) when both
drivers choose to turn  o�  their  app. These respective levels are indicated in � g. 2.8a.

Depending on the demandD, drivers will  be assigned requests according to their  strategies.
For the strategy pro� le ON -OFF the driver playing ON will  be prioritized  and be assigned
a passenger � rst, the driver playing OFF will  receive the remaining demand. If D � 1, the
driver playing OFF will  not be assigned a request and thus receive zero payo� . If D � 1 the
OFF -driver will  serve min{ 1,D � 1} requests on average. When both players play the same
strategy, i.e. ON -ON or OFF -OFF, they have equal chances to be assigned a passenger. In
this case both drivers will  on average serve min{ 1,D /2 } passengers.
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Figure 2.8.: Price dependence on demand and supply. a The price p depends linearly upon the supply
S. When no driver is online, the price is at its highest value phigh = pbase + pmax

surge . When
one driver is online, then the price is pmid . Its value depends on the demand. b Price
dependency on the demand D for a � xed supply S = 1. When D <  1 the price when
one driver is online pmid is the same as the base price pbase.

Figure 2.9.: Phase diagram of Nash equilibria in the two player game with  inelastic demand. At
low surge prices and low demand, the game is a prisoner’s dilemma, with  the only Nash
equilibrium  being that  both players play ON -ON. At  high demand, there is no risk in
turning  the app OFF, and thus OFF -OFF is a Nash equilibrium  and a social optimum.
At  high surge fees and low demand the previous two Nash equilibria coexist with  a third
mixed equilibrium.

We assume that  the pricing mechanism has a slight delay, such that  any driver who switches
o�  their  app will  still  receive the increased price pmid or phigh when they turn  their app back on
to serve a passenger. Essentially, this payo�  structure presents a dilemma betw
the chances of receiving a passenger an earning a higher price. This two pla
captured in the payo�  matrix  table 2.4.

Table 2.4.: Payo�  matrix  for the two player game with  price insensitive demand,
1 � D � 2.

ON OFF

ON

OFF

I
II

Table 2.4 only shows the case 1 � D � 2 which is the case when no additional  enforcement
of constraints is necessary. When D <  1 or D >  2, payo� s are adjusted to account for the
fact, that  no driver can serve more than one request at a time, and the number of passengers
served cannot be negative.

This game is governed by two parameters: the total  demand D and the height of the
maximum surge feepmax

surge. Figure 2.9 shows the phase diagram of the Nash equilibria for the
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two player game in the case that  demand does not change with  price (inelastic demand).
At  low demand and low maximum surge fee the only Nash equilibrium  is ON -ON. Turning

the app o�  will  cause a driver to miss out on passengers, and the surge fee is not enough
to compensate for this risk. While playing OFF -OFF represents the social optimum,  i.e. it
leads to the highest average payo�  over both drivers, it  is not a Nash equilibrium,  as a player
can increase their  individual  payo�  by switching their  app ON. The structure of the game at
low demand and low surge fee is that  of a prisoner’s dilemma, with  a single Nash equilibrium.
In  this scenario supply induced price surges can only occur if  both players cooperate.

The payo�  structure changes to a stag-hunt like game when the maximum surge fee is
increased, or alternatively  when the demand increases while the maximum surge fee is non-
zero. In  this phase multiple  Nash equilibria exist, including ON -ON and OFF -OFF as well
as a mixed equilibrium.  In  a stag-hunt game the strategy chosen by players depends on the
trust  between them [99]. Non-trusting  and risk averse drivers will  settle into  the ON -ON
Nash equilibrium.  In  this state an individual  players payo�  will  not decrease if  the other
switches strategies. Trusting  drivers will  choose the socially optimal OFF -OFF equilibrium.
While another mixed equilibrium  exists, it  is not physically relevant for the description of
price surges in ride-hailing, foremost because drivers do not play dice to decide whether to
turn  o�  their  app.

When the demand is large enoughD >  2, the game becomes trivial.  Drivers are guaranteed
a passenger. Thus, there is no penalty to turning  their  app o�  and drivers will  always pro� t
from creating arti � cial supply shortages. Notably  at this point,  the price p� never reaches the
base price pbase as, even when both drivers are online, supply and demand are mismatched.

2.5.2. Elastic  demand

The purpose of dynamic pricing is to not only guide the supply side, but  to "shave o� "
demand peaks, incentivizing passengers to delay their  booking. It  is thus critical  to study
driver decision-making in a world where this goal is achieved: where demand is elastic. When
the demand is elastic increasing prices will  cause the demand to decrease.

We model price-dependent demand by assuming a population of customers, whose price
preferences, i.e. the highest price that  a customer is willing  to pay, are distributed  uniformly
between pbase and pmax . The e� ective demand at a price p is given by the fraction of cus-
tomers, whose price preference are higher than p. This results in a linear response of the
e� ective demand4 D � to the price p,

D �(p�, D ) = D(1 � � (p� � pbase)) .  (2.2)

Where

� =  (pmax � pbase)
� 1 (2.3)

is the elasticity of the demand.
Elastic demand will  change the risk-reward balance of the two player game. Turning  o�

the app and therefore increasing the price, will  lead to less demand and therefore a higher
chance that  no passenger will  have requested a trip  when the app is turned back on.

Similar to the three di� erent price levels encountered in the payo�  matrix  with  � xed demand
table 2.4, there are now also three di� erent demand levels, depending on whether no, one or
both drivers turn  o�  their  app, given by

D low = D �(plow ) ,

Dmid = D �(pmid ) ,

Dhigh = D �(phigh ) .

4The prime symbol does not  denote a derivative  here, but  serves to distinguish  the e� ective demand from
the total  demand D .
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2. Arti � cial supply shortages in ride-hailing

Figure 2.10.: Elastic Demand. a Each customer is willing  to book a ride up to an individual  max-
imum price. These preferences are distributed  uniformly  between the minimum price
pbase and the maximum price pmax (note that  this does not have to equal the maximum
surge price). The height of this uniform distribution  is D /( pmax � pbase). b The e� ec-
tive demand D � is given by the fraction of customers whose price preference lies above
the current price p. This results in a linear relationship between e� ective demand and
price. The three attainable price levels lead to three possible values for the demand.

Table 2.5.: Payo�  matrix  for the two player game with  elastic demand, valid for 1 � Dmid � 2.

ON OFF

ON

OFF

I
II

The payo�  matrix  with  elastic demand then is given by table 2.5.
Because the elasticity e� ectively decreases demand, the simple ON -ON strategy is now the

only equilibrium  for a broader range of values of demand and surge fee (see � g. 2.11b). A  more
drastic change in the payo�  structure occurs when the elasticity is high, and the base demand
and surge fees are large (compare � g. 2.11c,d). In  this scenario, there are heterogeneous Nash
equilibria in which only one of the drivers turns o�  their  app. This creates a partial  supply
shortage, from which both drivers still  pro� t.  However, a full  shortage would increase the
price strongly enough to decrease demand such that  the payo�  would decrease even though
the surge fee would be higher.

2.5.3. Nonlinear  demand

Qualitatively  similar phase diagrams exist for more elaborate forms of elastic demand. One
such form is a quadratic dependency of the demand on the price,

D �(p) = D(1 � � (p� � pbase)2) .

With  a quadratic demand function, the demand changes only slightly  when the price in-
creases by a small amount, but  drastically if  the price increases by a larger amount. This
a� ects the payo� s of the drivers, as there is only a small di� erence in the demand between
both drivers choosingON but  a signi� cant di� erence between only on player playing OFF
and both players playing OFF.
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2.5. Two-player supply model

Figure 2.11.: Nash equilibria in the two player game for linear demand. a Low elasticity. The
demand is almost independent of the price p. Qualitatively  the Nash equilibria are
almost identical to the case of constant demand. A small elasticity only a� ects a very
small region at intermediate demand 1 � D � 2. Here the region in which ON -ON is
the only Nash equilibrium  grows to encompass slightly  larger surge fees.b-d When the
price elasticity of the demand is larger a region with  a heterogeneous Nash equilibrium
ON -OFF emerges at high demand and high surge fee. In this case the surge fee or
equivalently the elasticity is large enough to decrease the demand substantially when
both players pick OFF. Only one driver choosingOFF, however o� ers the best trade-o�
between reduced demand and price.

The consequence for the payo�  structure is that  switching from an OFF -ON state to an
OFF -OFF state is less lucrative, which is re� ected in the phase space of Nash equilibria in
(see � g. 2.13). In  � g. 2.13c the OFF -OFF Nash equilibrium  disappears at high surge fees,
due to the strong reaction of the demand. Moreover, compared to the linear demand model,
the OFF -ON Nash equilibrium  exists over a larger range of surge fees at high demand (see
� g. 2.13d).

2.5.4. Cooperating  drivers

We have seen that  arti � cial supply shortages may arise because the strategy pro� le OFF -OFF
can constitute a Nash equilibrium.  But  what if  the drivers can cooperate and collectively
decide on the option which is best for them collectively? When are arti � cial supply shortages
the best option collectively?

We consider low linearly elastic demand with D � 2. Arti � cial supply shortages are the
social optimum  if  the average payo� � ON� ON in the ON -ON strategy pro� le is lower than
the average payo� � OFF � OFF received when both drivers play OFF -OFF. The payo� s are
given by

� ON� ON = D  pbase ,

� OFF � OFF = D
�
1 � �  pmax

surge

�  �
pmax

surge + pbase
�

.

The di� erence of both payo� s is a simple quadratic function of the surge feepmax
surge,

��  = D  pmax
surge � �  D  pmax

surge

�
pmax

surge + pbase
�

.

If  the surge feepmax
surge lies in the interval

0 < pmax
surge < pmax � 2pbase

the di� erence�� is positive, and creating arti � cial supply shortages is the more lucrative
option for cooperative players. Here the elasticity has been replaced by eq. (2.3). This
covers part  of the regimes, where OFF -OFF is not a Nash equilibrium.  Figure 2.14 shows
the di� erence in the payo� s as a function of pmax

surge for di� erent elasticities. In  particular,  it
showcases, that  for arti � cial supply shortages to be lucrative even for cooperative drivers,
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2. Arti � cial supply shortages in ride-hailing

Figure 2.12.: Quadratic dependence of the demand on the price. a The preference distribution  in-
creases linearly with  price. In this scenario more people are willing  to pay a larger
price for a ride-hailing trip.  The elasticity parameter � is given by the slope of the dis-
tribution. b The demand dependence on the price that  results from a linear preference
distribution.  Compared to the linear demand dependence, the spacing between D low

and Dmid is small while the spacing between Dmid is increasedDhigh . The demand
is thus insensitive to small increases in price, but  highly sensitive to large changes in
price.

passengers need to be willing  to pay a high price for a trip.  The demand has to be quite
inelastic, and in this model the maximum price pmax that  passengers are willing  to pay needs
to be at least twice the base price pbase.

2.5.5. Discussion

The two-player model of ride-hailing pricing, despite its simplicity,  captures the mechanics
behind arti � cial supply shortages. When the demand is high, turning  o�  the app is heavily
incentivized by the pricing algorithm,  as receiving a trip  at the higher price is guaranteed.
In  this case coordination between drivers is not necessary, as OFF -OFF, i.e. causing an
arti � cial supply shortage, constitutes a Nash equilibrium  which even sel� sh drivers would
choose. Even at low demand, high surge fees can lead to arti � cial supply shortages becoming
a Nash equilibrium.

At  low demand and moderate surge fees, the two-player game exhibits the payo�  structure

Figure 2.13.: Nash equilibria for a quadratic demand-price relationship. The phase diagrams are
qualitatively  similar to � g. 2.11, the main di� erence lies in a slight distortion  as the
elasticity increases.
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2.6. Static multiplayer  supply model
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Figure 2.14.: Di� erence between the average payo� s of the OFF -OFF strategy pro� le and the ON -
ON strategy pro� le. There is always a region of surge fees pmax

surge where creating
arti � cial supply shortages is the social optimum.

of a prisoner’s dilemma. Arti � cial supply shortages are the social optimum,  but  sel� sh drivers
would choose to remain online. However, in other real world prisoner’s dilemmas cooperation
between players is common, despite not being naively rational  [10, 59]. Cooperative drivers
in the two player game may thus coordinate to induce arti � cial supply shortages.

How large the additional  payo�  from induced surge prices is for drivers depends on both
the maximum surge fee and the willingness of passengers to pay that  higher price. As ride-
hailing services are known for o� ering cheaper fares than conventional taxi  services [30, 192],
it  is likely that  the gap between the base price and the maximum price customers may pay
is large, making the creation of arti � cial supply shortages lucrative.

Whether by coordination or sel� sh behavior, dynamic pricing incentivizes drivers to keep
the perceived supply low, by yielding larger payo� s. In  the following sections we consider the
case of more than two drivers participating  in a pricing game, and show that  the e� ect of the
incentive structure remains in place, even if  a multiplayer  setting.

2.6. Static  multiplayer  supply  model

Do the lessons learned from a simple two player game translate to a setting in which many
drivers participate  in the pricing scheme? We extend the dynamic pricing mechanism to
take into  account more than two drivers and show that  arti � cial supply shortages remain the
social optimal  choice in a multiplayer  game.

2.6.1. Model

Here we consider a system of N drivers serving a � xed demand D, denoting the number of
customers requesting a ride. We assume a high demand setting such that  there are enough
requests for all drivers, i.e. D = N , and drivers are guaranteed a ride if  they choose to turn
their  apps ON.

The fraction of drivers who have turned o�  their  apps is denoted as

� OFF =
N � S

N
=

D � S
D

,

where S, stands for the apparent supply, i.e. the number of driver who are online, because
of our assumption that  the total  number of drivers exactly matches the demand, this also
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2. Arti � cial supply shortages in ride-hailing
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Figure 2.15.: a The average payo�  per driver has a maximum at an intermediate price. This price
corresponds to the optimal  fraction � �

OFF of OFF drivers. As a group, all drivers
achieve a maximal collective (socially optimal)  payo� . b However, for each driver
individually,  ON is the better strategy.

represents the demand supply imbalance. The dynamic pricing algorithm  is modeled as a
linear function of the missing demand:

p�(� OFF ) = pbase + pmax
surge� OFF . (2.4)

Here p�(� OFF ) denotes the actual price as a function of the demand-supply mismatch. Like
in the two player game, the e� ective demand D � is elastic and decreases when the price
increases. For the sake of clarity  we repeat eq. (2.2) here.

D �(p�) = D
�
1 � �

�
p� � pbase

��

This again captures the central mechanism of dynamic pricing: When demand-supply im-
balance occurs, drivers are incentivized to o� er their  service by being o� ered higher payouts,
and customers are incentivized to shift  their  transportation  requests to a later time, when
the price decreased again.

As both eq. (2.4) and eq. (2.2) are linear, the demand responds linearly to a change in the
fraction � OFF of drivers who turned their  app o�  (see � g. 2.15a).

2.6.2. Nash  equilibrium  and  social  optimum

First  we consider the case of sel� sh drivers, who maximize their  individual  payo� . Drivers
who choose to leave their  app ON will  receive a payo�

� [ON|� OFF ] = p�(� OFF ) .

Each driver will  receive a trip  with  certainty  and earn the price dictated by the supply-
demand imbalance, i.e. the fraction of drivers who turned o�  their  app. Drivers who turn
OFF their  app will  receive the payo�

� [OFF|� OFF ] =
D � � N (1 � � OFF )

N  � OFF
p�(� OFF ) =

�
1 � �  � max

surge

�
p�(� OFF ) .
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2.7. Dynamic multiplayer  supply

It  is clear that  the individual  payo�  is always maximized, when drivers remain online. In
� g. 2.15b the individual  payo�  of the ON strategy (blue line) lies strictly  above the OFF -
strategy (red line). When drivers act sel� shly, dynamic pricing achieves its purpose of bal-
ancing demand and supply, as both drivers and customers favor the state of the system in
which the price p� is minimal.

Cooperative drivers, however, may achieve a higher collective payo� , by causing arti � cial
supply shortages, and the news stories about arti � cial supply shortages at Reagan National
Airport  suggest a high degree of coordination [253].

The total  collective payo�  is given by the price p� paid by all served customersD �. The
average payo�  for each driver is given by

� coll [� OFF ]
N

=
p�D �

N
.

Inserting eq. (2.4) and eq. (2.2) yields

� coll [� OFF ]
N

=
D

�
� OFF pmax

surge + pbase
�  �

1 � �  � OFF pmax
surge

�

N
.

The collective payo�  is a quadratic function of � OFF and exhibits a global maximum at

� �
OFF =

1 � pbase�
2�  pmax

surge
. (2.5)

When � �
OFF >  0 switching the app OFF presents the more lucrative option collectively, and

cooperative drivers may decide to cause arti � cial supply shortages. Note that  for � � 0 the
fraction � �

OFF diverges, which also means that  it  no longer represents a fraction of drivers.
In  this case� �

OFF is capped at 1, and the social optimal  choice is for all drivers to turn  their
app o� .

When 0 < � �
OFF <  1 the price p� paid for by customers is independent of the implemented

surge feepmax
surge. This can be veri� ed by plugging eq. (2.5) into  eq. (2.4),

p�(� �
OFF ) = pbase +

1 � pbase�
2�

=
pmax

2
.

Moreover, the e� ective demand D � is also independent of the surge feepmax
surge,

D �(p�|� �
OFF ) = D

�
1 � �

� pmax

2
� pbase

��
,

as well as the collective payo� � [� �
OFF ].

2.6.3. Discussion

In  the multiplayer  setting arti � cial supply shortages can only occur when drivers cooperate,
while in the two-player game they may emerge even when both players act sel� shly. The price
surges which were mentioned in the media, and which we identi � ed in price time series, pre-
dominantly  occurred in locations where drivers are concentrated around a single large source
of transportation  demand, such as airports, or train  stations. In  this setting cooperation is
much more achievable as drivers are able to coordinate more easily, compared to settings
where drivers are distributed  in a large area, and have no in-person contact to each other.

2.7. Dynamic  multiplayer  supply

The multiplayer  game can further  be extended to account for the dynamics of driver decision-
making. This serves to highlight  how an incentive structure such as in the games described
above, can give rise to repeated surge price peaks.
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2. Arti � cial supply shortages in ride-hailing

2.7.1. Model

The starting  point  is the multiplayer  game with N drivers. There is a single origin from which
customers request trips.  Drivers are either idling,  i.e. waiting  at the origin for customers, or
busy, when they are serving a customer or are returning  from having served a customer.

While drivers are idle they can at any moment in time decide to switch their  app OFF or
ON. Only idle drivers, that  have their  app turned ON are used to calculate the price of trips.

The price for a trip  is calculated similarly  to the two-player game above:

p�(t) =

(
pbase when N idle (t) � N thresh

pbase + pmax
surge

�
1 � N idle (t )

N thresh

�
when N idle (t) < N thresh

. (2.6)

When the number of idle online drivers N idle is above a threshold value N thresh customers
requesting transportation  only need to pay the price pbase. However, when the number of
idle online drivers is below that  threshold, the price increases proportional  to the demand-
supply mismatch. When there are no idle online drivers, the price increased by the maximum
amount pmax

surge. The choice of the threshold value N thresh will  be explained below.
Customers appear according to a Poisson process at the origin with  a rate � . Customers,

can either book a ride, wait  or chose a di� erent mode of transportation,  depending on the
current price p� of a trip.  Again the demand is treated as elastic and the e� ective rate of
requests � � depends linearly on the current price p�. All  possible passengers request trips
when the current price p� = pbase and no passenger requests a trip  at p� � pmax . The e� ective
rate at which customers demand trips  is then given by

� � =
pmax � p�

pmax � pbase
� .

When a customer books a ride, they are assigned to the driver, who has waited the longest
(First-In-First-Out).  The driver then becomes busy for a duration  chosen uniformly  from
the interval  [2td � � , 2td + � ], where td is taken to be the average distance that  customers
request to be driven. The parameter � governs the variation  in the requested distances. The
aforementioned threshold of online drivers N thresh is chosen to represent the average number
of drivers necessary to serve the stochastic demand:

N thresh = � · 2td

This relationship is closely related to the load in a ride-pooling system, which is described
more in-depth in chapter 4. Notably, N thresh does only depend on the demand parameter � ,
which does not take into  account the in� uence that  the price p� has on the demand.

In  addition  to the demand, this complex model requires a number of parameters to be fully
speci� ed. The parameters were chosen matching the conditions at Reagan National airport
and can be found in table 2.6.

Given the duration  of a taxi  trip td and the request rate � (see table 2.6) the number of
drivers necessary to serve the entire demand is N = � 2td = 60. The actual number of drivers
is chosen larger, i.e. N = 160, to explore a regime in which price surges occur intermittently.
Since only N = 60 drivers are necessary to serve the demand, there will  be 100 drivers idle
at the origin, and without  coordination we expect only very rare � uctuations in the price.

2.7.2. Mean- � eld

To determine the price p�, the number of idle online drivers N idle needs to be determined.
Each online driver alternates between busy intervals of an average length � ts� = 2td and idle
intervals of the average length � tw � . The average fraction of idle drivers is given by the ratio
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2.7. Dynamic multiplayer  supply

Table 2.6.: Parameters used for the simulation of the dynamical multiplayer  model.
Name Symbol Value Source

base price pbase $16
Taken from the time  series
data in � g. 2.5

maximum  surge price pmax
max $20

Taken from the time  series
data in � g. 2.5

maximum  price for demand pmax $54
The highest observed price
of UberBlack  at DCA  (see
� g. 2.5)

average trip  duration td 15 min
typical  duration  for car
trips  from DCA  to Union
Station

trip  duration  � uctuations � 5 min plausible value

request rate � 2 min � 1 taken from historic  taxi
data (see � g. 2.6)

number of drivers N 160
value larger than  the re-
quired number of drivers

between the average time that  drivers spend waiting  and the average total  time between two
requests:

N idle =
� tw �

� tw � + � ts�
NON .

The average waiting  time � tw � is given by

� tw � =
N idle

� � ,

re� ecting the fact that  a driver who becomes idle, will  need to wait  until  all other transporters
received a passenger before receiving one themselves.5

The number of idle drivers can then be written  as

N idle = NON � 2� td
pmax � p�

pmax � pbase
. (2.7)

Equation (2.7) and eq. (2.6) together result in a self-consistency condition that  needs to be
satis� ed by N idle . There are three qualitatively  di� erent solutions, depending on the fraction
of o� ine drivers � OFF .

First,  the number of o� ine drivers may be too low to a� ect the price (see � g. 2.16a). This
is the case when the number of remaining online drivers are more than su� cient to cope with
the demand. In  this example the number of online drivers necessary is NON = 120, such that
60 drivers can be occupied serving customers and the remaining 60 idle drivers are still  above
the threshold below which dynamic pricing begins.

Second, above the critical  number of o� ine drivers Nmin = 40 the price reacts to the missing
supply (see � g. 2.16b, c). This is the surge pricing regime, where increasing the number of
o� ine drivers increases the price. Because this also decreases the e� ective demand � �, the
number of idle drivers decreases more slowly when � OFF increases, since fewer drivers are
busy delivering requests.

Finally,  the third  regime is reached once there are no idle drivers anymore. This is the case
when � OFF = 0.8 here there are only 32 drivers online overall, and are continuously busy
serving the remaining demand. The price is at its maximum value p� = pbase + pmax

surge.
In  the dynamic game, the payo�  has to be taken as a rate, i.e. earnings per time. For an

individual  driver who has their  app turned ON the earning rate is given by

� ON =
p�

� ts� + � tw �
=

p�� �

2td� � + N idle
. (2.8)

5 It  can also be derived more generally from Little’s  Law (see section 3.2.2).

47



2. Arti � cial supply shortages in ride-hailing

N
um

be
r 

of
 d

riv
er

s 150

100

50

0
0 10 20 30 40 50 60

Total fare [$]

Eq. (S20)
Eq. (S18)

a

N
um

b
er

 o
f d

riv
er

s 150

100

50

0
0 10 20 30 40 50 60

Total fare [$]

Eq. (S20)
Eq. (S18)

b

N
um

b
er

 o
f d

riv
er

s 150

100

50

0
0 10 20 30 40 50 60

Total fare [$]

Eq. (S20)
Eq. (S18)

c

Figure 2.16.: Qualitatively  di� erent solutions to the self-consistency condition for the price and the
number of idle drivers. a When the number of o� ine drivers is small, there is still
enough supply to serve the demand adequately (N idle < N thresh ). Therefore, the price
will  not change. b When Nmin = 40 drivers are o� ine the average number of idle
drivers will  reach the threshold N thresh . When more drivers turn  o�  their  app, the
price p� will  change. c When more than 40 drivers are o� ine, the price increases.

Figure 2.17.: Supply, price and earnings of drivers. a Number of idle drivers at the airport  as
a function of � OFF . The number of idle drivers drops slower when � OFF = 0.25 is
reached, as at this point  demand begins to decrease.b Price as a function of � OFF . c
Earning rates for drivers. While the expected individual  earning rate of drivers playing
ON (red curve and right  axis) is always higher than the average earning rate (solid
blue curve, left axis, dotted line right  axis), collectively drivers can achieve a higher
earning rate at � nite � OFF , compared to the Nash equilibrium  of � OFF .

Because o� ine drivers do not earn anything while they are o� ine, the average payo�  over all
drivers is obtained simply by multiplying  eq. (2.8) by 1 � � OFF ,

� coll =  (1 � � OFF ) � ON .

The payo�  structure is shown in � g. 2.17c. As in the static multiplayer  game, individually,
drivers will  always earn more, when they leave their  apps on. However, collectively, drivers
will  earn most, when a signi� cant part N �

OFF switches their  apps o� . For parameters roughly
matching the conditions at DCA,  the highest collective payo�  is achieved when N �

idle = 26
drivers are online while waiting  at the airport,  while 43 drivers are away serving customers
and the remainder N �

OFF = 91 turns their  app o� . At  this point  the optimal  price per
trip  from the drivers’ perspective is p� = $27.14, which is 70% above the base price. Their
collective earnings per driver, however amount to $14.39 per hour, which is still  20% above
the earnings, if  every driver would remain constantly online.

2.7.3. Non-equilibrium  supply  shortages

The mean-� eld calculations cannot capture the dynamics of such a multiplayer  game. The
demand, i.e. the number of requests � uctuates over time, and correspondingly the number of
drivers waiting  at the airport  � uctuates. Moreover, the mean-� eld model does not o� er any
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2.7. Dynamic multiplayer  supply

explanation of the sharply peaked nature of the surge price when arti � cial supply shortages
occur.

To address this we consider a proof of concept simulation, to showcase how this incentive
pattern  can give rise to repeated sharply peaked price surges. We consider the following
strategy:

Drivers make decisions informed by the mean-� eld solution described above. Their  indi-
vidual goal is to reach the driver optimal  price p� . Thus, they make the decision to turn
o�  their  app, when there are enough willing  drivers at the origin to induce surge pricing,
i.e. if  they can reduce the number of idle drivers below N thresh . When the number of idle
drivers is less than the optimal  number of idle drivers N �

idle , they will  turn  their  app back
on. Notably,  we do not consider the delayed adjustment of the surge pricing algorithm  here.
The price adapts instantly  to changes in the supply. Thus, drivers will  not directly  pro� t
from the surge they helped create. To ensure, that  driver pro� t  is nevertheless distributed
roughly uniformly,  drivers will  turn  their  app back regardless of the number of idle drivers
after a � xed period of time tmax

OFF .
The time tmax

OFF is an implicit  measure of how trusting  and cooperative drivers are. A  short
tmax
OFF can be interpreted as following a greedy strategy by avoiding missing out on trips.  A

large tmax
OFF on the other hand means a driver is willing  forego more potential  trips  for the

sake of increasing the collective payo� . Once a driver has participated  in a surge, they will
remain online until  they serve at least one passenger. This assumption ensures that  drivers
earn similar amounts on average, and no single driver remains o� ine inde� nitely  even if  they
are willing  to do so.

On the demand side, customers arrive according to a Poisson process, and have a randomly
chosen upper price limit,  which they are willing  to pay for a trip,  chosen uniformly  from
[pbase, pmax ] (consistent with  the picture of the elastic demand in eq. (2.2) and � g. 2.10).
Customers will  evaluate the price of a trip  every 2min and decide whether to book a ride.
After  evaluating the price for the sixth  time, they will  leave the system, choosing a di� erent
mode of transportation.

First,  we consider the case of perfectly social drivers. These drivers are willing  to wait
inde� nitely  for the trip  fare to reach the driver optimal  price p� , i.e. tmax

OFF �  � . Figure 2.18a-
c shows the resulting time series of the number of idle drivers, the number of o� ine drivers
and the price for a trip.  Perfectly social drivers achieve the social optimal  price. There are
always only N �

idle drivers online at the airport  and the number of o� ine drivers � uctuates
with  the stochastic demand process to keep the number of idle drivers at this optimal  level.

The dynamics with  partially  social drivers, with tmax
OFF = 20 min, gives rise to distinct  surge

peaks (see � g. 2.18d-f). During  surge peaks the price increases until  the driver optimal  price
is reached. Once the driver optimal  price is reached all o� ine drivers turn  their  app back
on, which leads to a sharp decrease of the price. If  the driver optimal  price is not reached,
drivers will  turn  their  app back on after waiting  for tmax

OFF , leading to partial  surge peaks. The
frequency at which the surge peaks happen depends on the round trip  time, as only drivers
who return  from a trip  can participate  in new arti � cial supply shortages.

Notably, tmax
OFF implicitly  in� uences the maximum trip  fare reached during a surge (see

� g. 2.19). When drivers are greedy, i.e. tmax
OFF is small, price surges occur, but  do not last

long enough for the price to reach the driver optimal  price. When drivers are more social,
the driver optimal  price is more likely  to be reached, and at tmax

OFF >  2td drivers are patient
enough to bridge the round trip  time, and a surge can be maintained for a longer period of
time.

2.7.4. Discussion

The dynamic model described above, makes no assumptions about forethought or planning
of drivers. The only planning related assumptions made is that  drivers know which drivers
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2. Arti � cial supply shortages in ride-hailing

Figure 2.18.: Ride-hailing dynamics of social drivers and partially  social drivers. a-c Drivers are
willing  to remain o� ine in� nitely  long in order to raise the price to the driver optimal
price p� . a The number of drivers at the airport.  The number of online drivers remains
constant, as drivers maintain the number necessary for the socially optimal  price. b
The majority  of drivers switches their  app o� . c Social drivers can maintain the socially
optimal  price inde� nitely. d-f Drivers are only willing  to stay o� ine for a limited  time
(20 min). This leads to recurring spikes of the price (c) as drivers initially  participate
in an arti � cial supply shortage, but  then turn  their  app online after a � xed time.
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Figure 2.19.: Price time series for di� erent values of tmax
OFF . a When drivers are greedy, the price

during arti � cial supply shortages does not reach the driver optimal  price. b, c When
drivers are su� ciently social, and are willing  to remain o� ine for longer, surge peaks
reach the driver optimal  price. d-f Very social drivers will  maintain the number of
o� ine drivers NOFF necessary to persistently raise the price to the driver optimal
level.
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at the airport  are willing  to contribute  in an arti � cial supply shortage, and that  drivers try
to increase the trip  fare up to a certain amount (here p� ). Still,  this simpli� ed model exhibits
dynamics, notably recurring surge peaks, observed in the real world price data at DCA.  This
model also shows the impact that  willingness to cooperate has on the surge price dynamics.
Uncooperative drivers, still  contribute  to price surges, but  the resulting price surges are less
severe, than the surges caused by arti � cial supply shortages of more cooperative drivers.

Finally,  the incentive structure uncovered in the previous sections arises naturally  from
the concept of dynamic pricing, and thus is likely  to be found in dynamic pricing schemes
encountered elsewhere.

2.8. Identi � cation  of  anomalous  supply  shortages  from  global
data

Modern ride-hailing companies are found around the globe, and implement surge pricing in
many of their  operating locations. The details of their  pricing schemes, however, are rarely
public and likely  vary strongly [49]. Even the same ride-hailing provider, might  implement
di� erent pricing schemes in di� erent locations or at di� erent times. Moreover, as the ride-
hailing market is evolving and new regulations are decided upon the details of surge pricing
schemes will  likely  change in the future [200, 232].

In  addition  to the non-existent knowledge of the pricing algorithms, there is no openly
available data on how many drivers are online at any given time or how many requests are
made to ride-hailing services. While the prices for trips  using Uber can be queried from
Uber’s API,  the current demand, or even the number of available drivers can not.

How, then, can one identify  anomalous supply shortages around the world, without  having
access to data about the supply?

First,  we note that  anomalous supply shortages are likely  to emerge elsewhere, as the
incentive structure which rewards cooperation between drivers is generic and the same Nash
equilibria and social optima will  emerge should the details of any particular  pricing algorithm
di� er. Second, we note that  anomalous supply shortages follow di� erent dynamical rules
compared to genuine supply-demand imbalances, and thus it  may be possible to distinguish
them by comparing the rates of change of the prices.

Finally,  we can leverage the fact that  anomalous supply shortages have been con� rmed for
DCA  and employ price data from Washington to identify  locations which exhibit  similar price
dynamics, and thus, are likely  candidates for anomalous supply shortages being induced.

2.8.1. Statistics  of  surges

First  we provide an overview of the collected data, and attempt  to identify  candidates for
anomalous surge peaks, using a threshold method. Because trips  base fares di� er across the
locations considered, we focus on the relative change of the price, the surge factor,

s(t) =
surge fee(t)
base cost(t)

.

With  the locations made comparable, we subtract the surge factor of the premium service,
in most cases UberBlack, to � lter  out surges caused by overall demand increase.

s̃(t) = sUberX (t) � sBlack (t).

The resulting time series is used for a threshold based surge detection. When the surge factor
crosses a factor of 0.2 this marks the beginning of a price surge. When the surge factor then
falls below a factor of 0.1 this marks the end of the surge. This hysteretic surge detection,
is robust to � uctuations of the surge price during a surge, which would not be captured
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2. Arti � cial supply shortages in ride-hailing

Figure 2.20.: Results of the peak identi � cation. An asymmetric threshold method is used to identify
surge peaks in price time series. The beginning of a surge peak is de� ned as the time
when the surge price increases above 1.2× the base price (green dotted line). The end
of a surge peak is de� ned as the time when the surge price falls below 1.1× the base
price (red dashed line). The identi � ed surge peaks are highlighted by black boxes.

with  a symmetric threshold method. It  is also robust in the exact choice of the thresholds
and di� erent thresholds yield qualitatively  the same results. Figure 2.20 shows a sample
time series of the surge factor for a single day at DCA.  Detected surge peaks are marked by
black boxes. Reasonably varying the start  threshold (green dotted line) or the end threshold
(dashed red line) only a� ects the detection of a single small surge peak in this example.

The surge peak identi � cation was performed for all collected locations in � g. 2.4. We com-
puted the duration  and the height of surge peaks for each location as well as the average
frequency with  which surge peaks occurred. The results are shown in � g. 2.21. Figure 2.21a-
c show the rank ordering of studied locations for frequency, peak height and peak duration
respectively. Several locations, many of which are in Europe (such as CDG, LHR  and BRU),
do not exhibit  surge peaks at all. Possible reasons include local regulation prohibiting  dy-
namic pricing schemes, or the lack of demand for Uber at these locations. For locations at
which surge peaks are detected, the frequency, height and duration  of the peaks individually
do not show di� erent classes of locations. All  observables change steadily over the rank. Even
combinations of features, as illustrated  in � g. 2.21d, do not produce signi� cant clustering of
locations.

Some patterns, however, are discernible. Trip  locations with  origins and destinations in
cities consistently exhibit  surge peaks which last around 20 minutes with  5 peaks per day.
Surge peaks at airports, by comparison, are typically  shorter and their  frequency varies from
location to location.

2.8.2. Time  scales  of  anomalous  supply  shortages

The con� rmed supply shortages at DCA  have characteristic shape. At  the beginning of the
surge peak the price rises very quickly and drops o�  sharply after reaching the maximum.
This is consistent with  the notion, that  once a certain surge price is reached drivers turn  their
phone back on quickly to receive surge price requests which causes the price to drop quickly
again. The anomalous surge price dynamic is therefore very short-lived, and characterized
by large changes in price over short periods of time.

To quantify  the dynamic changes over time we consider a smoothed version of the price
estimate. We smooth by calculating the rolling  average with  a window length of 3 minutes.
We normalize the total  fare, by the base cost, and consider the price changes per minute of

52



2.8. Identi � cation of anomalous supply shortages from global data
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this normalized surge factor:

� p(t) =
total  fare(t)
base cost(t)

�
total  fare(t � 1)
base cost(t � 1)

=
base cost(t) + surge fee(t)

base cost(t)
�

base cost(t � 1) + surge fee(t � 1)
base cost(t � 1)

=
surge fee(t)
base cost(t)

�
surge fee(t � 1)
base cost(t � 1)

These surge factor changes provide the basis for the identi � cation of anomalous supply short-
ages. The distribution  of surge factor changes consists of three components:

1. Surge factor changes during times without  any surges occurring. Typically,  there is no
surge in e� ect when requesting a ride. Thus, a large fraction of measured surge factor
di� erences should be zero.

2. During commuting times, surge prices slowly ramp up. The demand during peak hours
changes continuously and the surge price follows this dynamic. Other natural  demand
� uctuations at the airport  will  also cause predominantly small surge prices and thus
lead to small changes observed.

3. Coordinated supply shortages lead to large price changes over the course of a few
minutes.

We quantify  the distribution  of these three parts by � tting  a Gaussian mixture  model to
the data. The contribution  of the � rst component, where price changes are zero, is taken
care of by counting and removing vanishing price changes (� p2 � 1e � 7) from the data.
The remaining two components are then determined by using the expectation-maximization
algorithm  applied to the mixture  of two Gaussians. The � nal model is then given by,

P(� p) = 	 0� (� p) + 	 base
1

q
2�  � 2

base

e
� � p2

2� 2
base + 	 surge

1
q

2�  � 2
surge

e
� � p2

2� 2
surge .

Here we de� ne� base � � surge, as possible anomalous surges are characterized by larger changes
than base surge factor � uctuations, which leads to a broad distribution  of price changes. The
standard deviation � surge is determined both by the overall height of the surges and the speed
of the surges. The weight 	 surge is determined by how often surges occur in relation to typical
� uctuations.

Figure 2.23 show the distribution  of surge factor changes for a sample of trips  and the
corresponding Gaussian � ts. The Gaussian mixture  model captures the distribution  for loca-
tions in which price surges occur accurately. Some locations do not exhibit  any price surges,
in which case the GMM  � t  yields two almost identical narrow Gaussians. In  these cases the
mixture  model obtained is degenerate, if � base = � surge all combinations of weights 	 surge and
	 base are equally valid.

Having access to the price time series of the premium UberBlack service, we can validate
these results, by comparing the results of this methodology directly  for a single location and
two services, one of which, UberX at DCA,  exhibits anomalous supply shortages. The results
are shown in � g. 2.22. We � nd that  the Gaussian, with  the smaller standard deviation, which
corresponds to the surge factor � uctuations due to typical  changes, matches the surge factor
variation  of UberBlack at DCA.  This observation is consistent with  the observation that
UberBlack matches the base price � uctuations of UberX, but  only UberX exhibits signi� cant
surge pricing at DCA  (compare � g. 2.5a).

For each of the studied trip  locations a Gaussian Mixture  model was � tted,  and the deter-
mined surge weights 	 surge and surge strengths � surge are shown in � g. 2.23. Compared to

54



2.8. Identi � cation of anomalous supply shortages from global data

Figure 2.22.: Distribution  of changes in the relative surge factor. The changes
are well described by a sum of normal distributions  with  characteristic
tions � base and � surge . While the surge factor � uctuates strongly
exhibits only small changes, which approximately match the distribution
tuation  in the UberX surge factor (blue line).

observing only the frequency and duration  of surges, as done in � g. 2.21, the surge weight
and surge strength separates trip  locations much more clearly.

DCA  which exhibits known anomalous surge prices falls � rmly  into  the top right  of the
scatter plot,  indicating  high surge weight and surge strength. There are several more locations
(indicated by the dashed ellipse) which exhibit  similar surge dynamics identi � ed by their
high surge strength and high surge weight, the surge factor change distributions  of which are
depicted in � g. B.3. Indeed, the time series of the surge prices at these locations are similar
to the price dynamics at DCA  with  frequent repeated surge peaks during evening hours.

Not all locations have the same ability  to give rise to anomalous surge peaks. Locations
with  low demand, or demand which is not easily predictable, such as trips  starting  in less
notable areas within  a city,  provide fewer opportunities for drivers to coordinate arti � cial
supply shortages. Examples for this are trips  within  Manhattan.  In  � g. 2.23a these form the
cluster of green dots with  low surge contribution  and high surge strength. These locations
are subject to real � uctuations of supply-demand � uctuations, which in New York  can lead to
large surge prices, but  do not show repeated price surges which indicate driver coordination.

Further,  like seen in � g. 2.21, some locations do not exhibit  surge dynamics at all. At  these
locations the assumption that  the distribution  of price changes is caused by three independent
components is not ful� lled. In  this case � tting  the Gaussian mixture  model, does not yield
meaningful results, i.e. either there are two components with  equal standard deviations and
degenerate weights, or one component has a weight close to 0. This is the case in � g. 2.23c.
A  sample of the surge factor change distributions  of a broad sample of trips  can be found in
� g. B.3.
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2.9. Discussion

Ride-hailing providers like Uber and Lyft  need to steer both supply, i.e. drivers, and demand,
i.e. riders, to provide reliable transportation  services. They do this by making use of dy-
namic pricing, increasing the price when demand exceeds the supply and decreasing the price
otherwise. This works to both incentivize drivers to seek out high demand areas, and riders
to delay their  trips  until  the price drops again. Motivated  by reports of driver coordinated
surge price manipulations, we put  forward a number of models of increasing complexity, which
explain under which conditions anomalous supply shortages are likely  to occur. We tie the
emergence of anomalous supply shortages to the incentive structure which dynamic pricing
creates. The deciding parameters of the incentive structure are the maximum allowed surge
fee and the demand.

When demand is large enough, participating  in a coordinated e� ort  to induce a price surge
promises bene� ts that  outweigh the risks. Similarly,  at low demand a high surge price might
move drivers to create arti � cial supply shortages. However, when demand is elastic and reacts
strongly to the price of a trip,  the higher trip  fare promised by the surge fee is o� set by the
decrease in demand.

Given the prevalence of ride-hailing platforms and dynamic pricing, we leveraged knowledge
of known anomalous supply shortages as well as insights gained from game-theoretical models
to identify  locations around the globe, where anomalous supply shortages are likely  to occur.
This identi � cation can be made without  explicit  knowledge of the � eet size of a ride-hailing
service in a city  or demand data. It  only requires available price time series data, whose
change in time can be decomposed into  slow changes mirroring  the continuous change in
demand over the day, and fast changes which occur when drivers coordinate to induce a price
surge.

Our method, however only provides candidates for anomalous supply shortages. Certainty
about whether drivers coordinate to create arti � cial supply shortages can only be obtained
when additional  data, such as detailed accounts of the number of online drivers, is available.
Unfortunately  this data is not publicly  accessible, and not provided by Uber’s or Lyft’s
programming interfaces.

While we show that  even a simple model of the incentive structure of a dynamic pricing
algorithm  can lead to the emergence of anomalous supply shortages, many facets of real
dynamic pricing algorithms have been neglected. Uber in particular  is known to use sophis-
ticated machine learning algorithms in many of its products, and predicting both supply and
demand using tertiary  data is likely  part  of its pricing algorithm.  Nevertheless, the qualita-
tive nature of the incentive structure will  be the same, as the basic feedback mechanism of
promising larger earnings to steer drivers towards in-demand regions is generic.

Moreover, this work also serves to motivate the study of dynamic pricing in other � elds.
Whenever the price for a commodity is controlled by a single platform  or algorithm  and two
parties, buyers and sellers, are a� ected by it,  this price may be far from the equilibrium  price,
i.e. the price that  buyers and sellers would agree upon. Modern platform  economies o� er
many examples of centrally orchestrated prices [50, 70, 72, 149, 259], and our work [206]
highlights unintended consequences of pricing far from equilibrium.  Our work, thus, may
contribute  to the design of future sustainable dynamic pricing schemes.

For dynamic pricing in ride-hailing markets, our work suggests that  anomalous supply
shortages, may be avoided when enough alternative modes of transportation  are available,
which e� ectively increases the price elasticity of the demand. While public transportation  is
certainly an option, it  is understandable that  a ride-hailing provider might  not want to leave
customers to the competition. A  solution might  be the o� ering of ride-pooling in areas where
demand is high. Ride-pooling (covered in detail in chapter 4) combines the trips  of multiple
passengers, reducing the necessary supply of drivers to serve a given demand.
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Table 3.1.: Glossary of Symbols
Symbol Description Formula

v vehicle velocity -
� recharge speed -

vfree free � ow velocity eq. (3.9)
q current  range -

qmax maximum  range -
q� charging threshold/range  anxiety -
p driver  patience -

Nstation number of charging stations -
� distance between chargers -
m charging ports per station -
� vehicle density per unit  distance -
�̃ vehicle density per charging port -

� c , �̃ c critical  density eq. (3.12)
Q � ow of vehicles through  a crosssection -

Qfree free � ow -
Qcongested congested � ow -
vcongested congested velocity -

C queue length eq. (3.16)
� f free � ow density -
� s congested density -
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3.1. Introduction

A  large part  of the mobility  transformation is the transition  from internal  combustion engine
vehicles (ICEVs)  towards zero emission vehicles [114]. In  this chapter we will  see that  a
change in propulsion technology can have unintended e� ects as new technologies introduce
new ways for drivers to interact  with  each other and their  environment. Out  of all zero
emission vehicle technologies the battery  electric vehicle (EV)  is the most widespread.

Electric vehicles produce less greenhouse gas emissions, even when one considers the en-
tire  lifecycle including the emissions arising during the production of a vehicle. The emis-
sions stemming from the production of a vehicle are comparable between ICEVs and EVs
(6 tCO2e/ lifetime for ICEVs vs. 9.4 tCO2e/ lifetime) [112]. The bulk of emissions produced
by vehicles come from their  use. Here ICEVs emit on average 35.9 tons of carbon-dioxide
equivalents over their  lifetime, and EVs, despite their  dependence on the local electricity  mix
emit a global average of only 11.7 tCO2e/ lifetime [112]. In  order for an EV  to emit less CO2
over its lifetime than an ICEV,  the local electricity  mix has to have a carbon intensity  of less
than 800 gCO2/ kWh. As of 2022, only ten countries1 had a larger average carbon intensity,
most of which located in central Asia [113, 194].

The transition  towards electric vehicles is rich in nonlinear dynamics and complex inter-
actions. Electric vehicles rely on the local power grid and can incur signi� cant loads on it.
Several studies consider the interactions between electric vehicles and the power grid and
proposals exist to use EVs to stabilize the power grid by using their  batteries as short term
energy storage [36, 186, 196].

On a societal level the adoption of EVs is governed by complex feedback loops. Prospective
EV  buyers make their  decisions based on cost, government incentives, available infrastructure
and social network factors [165]. However, economies of scale, which determine the cost of
EVs and the amount of private investment in infrastructure,  rely on su� cient demand [138,
207]. As with  many novel technologies, social network e� ects in� uence the adaptation, and
societal awareness in� uences government policy and incentives [102].

Research primarily  focuses on revealing paths to speed up the adoption of EVs. However,
the large scale adoption of EVs will  a� ect human mobility  as a whole. EVs operate in subtly
di� erent ways from ICEVs. Their  range is typically  smaller than the range of comparable
ICEVs, and refueling or recharging takes longer. Previous work on tra � c � ow had little
cause to consider the in� uence that  refueling has on tra � c itself, because refueling times
were very short. With  EVs the recharging process may constitute a critical  component of a
trip.  Considering that  there are new factors that  play a role in driving  an EV,  how will  these
factors a� ect tra � c � ow?

In  this chapter, we will  reveal a novel form of congestion, which a� ects electric vehicle
drivers. We highlight  how this type of congestion a� ects the macroscopic dynamics of the
tra� c � ow, and show that  it  is interactions between drivers which give rise to collective
dynamics and mesoscopic pattern  formation through phase separation.

Publications This chapter contains own research published in

[164] Marszal, P., Timme, M., &  Schröder, M.  (2021). Phase separation induces congestion
waves in  electric vehicle charging. Physical Review E, 104(4), L042302.

In  this chapter we additionally  include important  and interesting � ndings which did not � nd
their  way onto the four-page limit  of the publication.  Several � gures have been taken from
the original publication  (� gs. 3.7, 3.12 and 3.18). Figures 3.16 and 3.17 can also be found

1 In  decreasing order of carbon intensity:  Turkmenistan,  Uzbekistan, Montserrat,  Saint Helena, Kosovo,
Bahrain,  Brunei,  Botswana, Kazakhstan and Libya.
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in the supplementary material of the publication.  The remaining � gures have been created
speci� cally for this dissertation.
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3.2. Background

3.2.1. Tra � c � ow

Tra� c jams are a well known phenomenon in the physics of human mobility  systems. When
there is a bottleneck, for instance a construction site on the road and the density of vehicles is
large, tra � c may congest and dramatically  reduce the � ow rate of vehicles. Such congestion
may arise at bottlenecks, but  can also arise spontaneously and be the result of stochastic
� uctuations in the � ow, induced by erratic behavior of drivers [169]. If  a tra � c jam emerges
because of � uctuations it  is often referred to as a phantom jam. In  this section we will
introduce the basic concepts used in studying tra � c � ow and the physics of tra � c jams.

Macroscopic  modelling

One way to model tra � c � ow is by assuming the continuum limit.  In  such a model, discrete
vehicles are replaced by an abstract vehicle density. These models bear strong resemblance
to � uid dynamics, since both rely on the central continuity  equation:


  n(�x, t)

  t

= �
Z

S

�j (�x, t) d�S + � (�x, t). (3.1)

With n denoting the number of vehicles, or particles, in some volume V , which is bounded by
a surface
  V = S. While in � uid dynamics the vector �x is typically  two- or three-dimensional,
tra � c usually � ows along a road, and �x is one-dimensional. The � ux of vehicles through the
surfaceS is denoted by �j (�x, t). � (�x, t) denotes a source of vehicles inside the volume, e.g. an
on- or o� -ramp on a highway. What  the continuity  equation signi� es is nothing less than a
conservation of vehicles. Any  change in the number of vehicles in the volume V has to come
either through vehicles entering or leaving through its boundary S, or has to be generated
inside V by a source� .

The continuity  equation can be rewritten  in the more popular di� erential form, by making
use of the divergence theorem [255],


  � (�x, t)

  t

= �	 �j (�x, t) + � (�x, t). (3.2)

Here the absolute number of vehicles n in some volume has been replaced by the local
vehicle density � . The source term similarly  describes a local source density. In  conventional
hydrodynamics the � ux �j (�x, t) is given by the product of the � uid density � (�x, t) and the
velocity � eld �v(�x, t), describing the instantaneous velocity of the � uid at each point  in space.
When modeling tra � c � ow, vehicles usually only move in one dimension, along the road.
Thus, we will  continue to usex and v to describe the one-dimensional position and velocity
of the vehicles. In  addition,  we replace the symbol for the � ux with Q, as it  is commonly
used in tra � c science literature.  The � ow of tra � c on a single-lane road is then captured by
the fundamental relation of tra � c � ow,

Q(x, t) = � (x, t)v(x, t). (3.3)

First-order  macroscopic tra � c � ow models, such as the Lighthill-Whitham-Richards  model
described in the following, stop at the continuity  equation and use a � xed velocity equation
v = v(� (x, t))  [233]. Second-order models include the velocity itself as a dynamic variable,
and take into  account acceleration of vehicles speci� cally.

Both  kinds of models rely on a central relationship between vehicle density � and vehicle
velocity v, either de� ned explicitly  in � rst-order models, or obtained as a steady-state value
for higher order models. This relationship is critical  to describe tra � c � ow and has been
aptly  termed the fundamental diagram of tra � c � ow. It  is a powerful tool to characterize
tra� c dynamics, as it  allows to determine the velocity of vehicles as well as the velocity with
which density � uctuations propagate along the road.
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Figure 3.1.: Sketch of a typical  fundamental diagram. Important  quantities of tra � c � ow can be
inferred graphically from the representation of the � ow Q as a function of the density � .
The slope of the line through the origin and a point  (� , Q) (depicted in green) describes
the velocity of vehicles at the density � . The slope of the diagram 
  Q/ 
  � (depicted in
blue) describes the propagation velocity of density variations at a certain density.

Vehicle velocity. Once the fundamental diagram Q(� ) is established, we may derive the
vehicle velocity at any given density � using eq. (3.3)

v(� ) = Q/ � .

In  a graphical representation of a fundamental diagram in � g. 3.1, the vehicle velocity at a
given density � can be viewed as the slope of the line that  connects the origin (0, 0) with
(� , Q(� ))  (depicted as the green line, in � g. 3.1).

Density  perturbations. Given a system which obeys both eq. (3.2) and eq. (3.3), we can
derive the velocity with  which density perturbations propagate. We assume such a perturba-
tion �̃ behaves like a wave, i.e. it  has some arbitrary  shape which is translated in time with
velocity c,

�̃ (x, t) = f (x � ct) .

Plugging this form into  the continuity  equation without  sources we obtain [233]:
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Thus, the slope of the fundamental diagram describes the velocity with  which � uctuations
around a certain density propagate (see blue line in � g. 3.1).

Higher  order models. A  � rst order model such as the one described above, can give rise to
shock waves [233]. While the fundamental insights one gains from the LWR  model, such as
the propagation velocity of density � uctuations, remain close to the reality  the emergence of
shock waves is generally not encountered in physical tra � c systems, as it  would demand an
in� nite deceleration of vehicles. Second-order models include an additional  dynamic equation
for the velocity of vehicles,
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3.2. Background

Figure 3.2.: Space-Time Plot  of vehicle velocities in the Nagel-Schreckenberg model. Although  tra � c
dynamics have been strongly simpli� ed, and vehicles either stand still  or drive with  a
single velocity, tra � c jams may still  emerge naturally.

This resolves the problem of in� nite acceleration, by limiting  the change of velocity. Even
though, the velocity in second-order models is a dynamical variable, it  often gives rise to a
steady state function ve(� ). While the fundamental diagram is an exogenous parameter in
� rst-order models, second order models produce such a relation endogenously [233]. This
steady state velocity relation can then be used to analyze the steady state � ow, as we have
done for the � rst-order model.

Microscopic  tra � c modelling

Macroscopic models allow researchers to draw conclusions from the fundamental diagram.
But  how does one obtain the shape of the fundamental diagram? One way to obtain the
fundamental diagram is to measure it.  Vehicle densities and � ows can be easily obtained
from just  counting the number of vehicles passing a section of the road, and noting their
velocity.

The fundamental diagram is also the main result of microscopic models, which mechanis-
tically  explain the shape of experimentally measured data.

An important microscopic model of tra � c � ow is the Nagel-Schreckenberg model [170]. It
is notable because it  abstracts the problem of tra � c to a simple cellular automaton. The
highway is captured by a sequence of cells, which can take on a certain � nite number of states.
A  cell may be empty, i.e. there is no vehicle in it,  or it  may have a vehicle in it  with  an
integer velocity. The temporal evolution of the Nagel-Schreckenberg model is determined by
update rules. Each cell may change its state during an update depending on the states of the
preceding and following cells. A  vehicle may move forward if  there is space, turning  the cell
it  occupied into  an empty state, and the cell it  moves to into  an occupied state. Interactions
in the Nagel-Schreckenberg model are encoded in the update rules. A  vehicle cannot move
into  a cell that  is occupied by another vehicle. This is the extent of the microscopic detail
necessary to describe tra � c � ow and tra � c jams.

Despite this enormous amount of abstraction the Nagel-Schreckenberg model both predicts
tra� c jams qualitatively,  explains the shape of the fundamental diagram, and allows quanti-
tative  conclusions about the velocity of congestion waves [170]. Figure 3.2 depicts the details
of the Nagel-Schreckenberg model and simulation results displaying congestion.

More sophisticated microscopic tra � c models exist, which explicitly  model the movement
of individual  drivers. These models span from simplistic car-following models to models
taking into  account human psychology and errors [233].

3.2.2. Queueing  theory

In  this chapter and chapter 4 we will  apply concepts from the � eld of queueing theory.
Queueing theory describes a special class of stochastic processes (general stochastic processes
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Figure 3.3.: Schematic depiction of an M/M/1  queue. a Common depiction of a queueing system.
Requests enter the system according to a Poisson process with  rate � . The queue is
represented by a rectangle with  partitions.  The server, represented by a circle, serves
requests with  a rate µ, which is the inverse of the average service time. b The same
M/M/1  system depicted as a Markov chain. Nodes represent states of the system, fully
determined by the number of requests currently  in the system n. Transitions between
states occur when a new request arrives (with  rate � ) or when a request is served (with
rate µ).

will  be introduced in more detail in section 4.2).
Queueing systems consist of a request process, servers and a queueing policy. The request

process generates "customers" over time which will  be served by servers for a period named
service time (see � g. 3.3a). If  a request arrives while all servers are busy, i.e. serving other
customers, that  request will  enter a queue, hence queueing theory. The queueing policy
determines how requests from a queue will  be served, e.g. First-In-First-Out  (FIFO), shortest
� rst etc.

Commonly queueing systems are classi� ed using the Kendall Notation  [41]. A  simple
example is the M/M/1 queue. The � rst M stands for a Markovian request process. This
means that  the times between the arrival  of new requests are distributed  exponentially2, or
in other words, the request process is a Poisson process. The secondM stands for the process
from which service times of requests are drawn. Time intervals generated by a Markovian
point  process are exponentially distributed.  Other arrival  and service time distributions
encountered in queueing theory are D, for deterministic, i.e. each service time is the same,
or G for general, referring to an arbitrary  distribution.

The third  part  of the Kendall notation  stands for the number of servers in the system. In
this simplest example there is only one server.

In  this simple case of the M/M/1  queue the state space is simply given by all possible
numbers of requests in the system. Transitions which are possible are increasing the number
of requests in the system, if  a new request arrives, or decreasing the number of requests in
the system when a request is served. A  visualization of this process in is shown in � g. 3.3b.
More complicated queueing systems, might  need more complex descriptions of the state space
incorporating additional  features such as the time since the service of requests began, the
ordering of requests in the queue and similar.

Little’s  law

Little’s  Law relates the number of requests in a system to the arrival  rate and to the time
spend in the system. Little’s  Law is independent of the speci� c form of the arrival  distribution,
the speci� c form of the service time distribution,  the number of servers or even the queueing
policy [55]. The number of requests in the system L is simply the product of the average
arrival  rate � and the average time each request spends in the systemW:

L = � W . (3.8)

2 If  the time  between events is distributed  exponentially,  knowledge of the time  that  the last event occurred
does not  a� ect the probability  distribution  of the time  to the next event. The Markov  property  and the
exponential distribution  will  receive more attention  in section 4.2.
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3.2. Background

Little’s  law can be applied to any subpart of the system, e.g. only the requests waiting  in
the queue, only the parts of a complex queueing network, etc.

PASTA-Theorem

When requests are generated by a homogeneous3 Poisson process, their  arrival  is uncorrelated
with  the state of the system. Upon arrival  a request would observe an unbiased random
sample of the system dynamics. This can be contrasted by a request process where requests
arrive after � xed intervals, i.e. deterministically,  the system they see would always be a
system which has evolved for a � xed time since the last arrival.

For Markovian request processes, thus an average over the system as experienced by arriving
requests is the same as the time-average over the entire system. This theorem is called the
Poisson-Arrivals-See-Time-Averages (PASTA)-Theorem,  and it  is central to the solution of
many queueing problems [41].

3.2.3. High  dimensional  data

In  this thesis, we work with  high-dimensional data, which often is di� cult  to visualize and
contains redundant information.  Often high-dimensional data includes dimensions which are
correlated. Using such correlated features does not improve predictions made from the data
while signi� cantly increasing the computational complexity. Thus, it  is helpful to identify
which features may be left out without  losing too much information.  In  the following we
introduce the methods by which we reduce the dimensionality of the data we work with.

Principal  component  analysis

Principal  component analysis is a linear method of reducing the dimensionality of a data
set[32]. It  recovers the linear combinations of dimensions, which account for the largest
variation  in the dataset, which are arguably the dimensions most indicative of the underlying
dynamics or structure of the data.

Given a data set of N vectors with  dimension n, one computes the covariance matrix  of
the dataset

Sij =
NX

k= 1

�
x(i )

k � x̄(i )
�  �

x(j )
k � x̄(j )

�
.

Since this matrix  is symmetric, one can diagonalize it  and obtain its real-valued eigenvalues
� 1 � � 2 �  · · · � � N � 0 and their  corresponding eigenvectors. One can now reduce
the dimensionality to from N to M by projecting the data onto the space spanned by the
eigenvectors corresponding the M largest eigenvalues. The eigenvalues correspond to the
variance along the respective eigenvectors, thus, choosing the eigenvectors belonging to the
largest eigenvalues yields the subspace with  the highest variation.

While more sophisticated dimension reduction techniques exists, such manifold embedding
methods (t-SNE [156], umap [166]) or even deep neural network based methods like auto-
encoders [245], PCA  has the bene� t  of being quick to compute and of making it  possible to
easily project new data onto the dimension-reduced subspace.

Clustering

In  this work we employ a Gaussian Mixture  Model (see section 2.2.1) to identify  clusters in
d-dimensional space. The process of � tting  a GMM  to identify  clusters is the same that  has
been described in section 2.2.1, i.e. by using the expectation-maximization algorithm.

3A  Poisson process, whose rate does not  change over time.
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Figure 3.4.: Methods for estimating the number of clusters. a Example clustered data, generated
from six Gaussian distributions, b The elbow method using the average squared distance
of data points from their  cluster center. The real number of clusters is highlighted by
the dashed line. The elbow method determines the correct number of clusters in this
example. c Silhouette score method. The silhouette score shows two maxima, which
present candidates for the optimal  number of clusters. d Detailed statistics of the
silhouette scores of individual  data points grouped by cluster and ranked by score. In
a good clustering each distribution  of silhouette scores will  include the average of the
silhouette score over all clusters.

In  many applications the correct number of clusters k to use for a GMM  is not known
beforehand. Unfortunately,  there are no clear-cut methods to correctly identify  the number
of clusters. There are, however, heuristic methods to determine the number of clusters which
work well most of the time.

The  elbow method A  very simple method to determine the number of clusters is to perform
the clustering for an increasing number of clustersk �  { 2, 3, 4,. . . } and observe some scoring
measure for each number of clusters, e.g. the sum of the squared distances of points in a
cluster to the center of the cluster. Initially  the scoring measure will  improve quickly with
each additional  cluster. The best number of clusters is then the one at which the improvement
of the scoring measure slows down. In  the example in � g. 3.4b the elbow method correctly
identi � es the number of clusters.

The  silhouette  score The silhouette score [199] is computationally  more involved, but  yields
more detailed information  about the quality  of the found clusters. The silhouette scores
measures the average distance of a datum i to all data points in the same cluster as i , a(i ),
and compares it  with  the average distance of i to points in its next nearest cluster, b(i ). The
di� erence of both distances is normalized with  the larger of the two.

s =
b(i ) � a(i )

max{ a(i ), b(i )}
� [� 1, 1]

When data point i is correctly assigned to its cluster the silhouette score will  be close to
1, if  it  is assigned to a wrong cluster is is close to � 1.

One can determine the optimal  number of clusters by calculating the average silhouette
score over all data, for di� erent numbers of clusters and select the number which yields the
larges average silhouette score.

In  cases where there is no unique maximum, or the silhouette curve appears � at (see
� g. 3.4c), one can further  distinguish between di� erent clustering by plotting  the silhouette
scores of individual  data points grouped by cluster and ranked, termed a silhouette plot  (see
� g. 3.4d). A  good clustering result yields silhouette distributions  within  the clusters which
encapsulate the average silhouette coe� cient.
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Figure 3.5.: Distribution  of charging power for fast and normal chargers in Germany. Even charging
stations belonging to the fast charger label, show strongly varying charging speeds.

3.2.4. Electric  vehicle  charging  infrastructure  in  Germany

Public charging infrastructure  is critical  for EV  usage and adoption. Here we present a
summary of statistics of the charging infrastructure  in Germany as a reference for the reader,
and to motivate certain parameter choices in the main body of this chapter. In  July  2022
there were approximately 65000 public charging points in Germany [141]. A  charging point,
is a single port  capable of charging one vehicle at a charging station. Charging stations may
have multiple  charging points, not necessarily of the same type. Commonly a distinction  is
made between normal chargers and fast chargers. In  Germany charging stations which output
less than 22kW of power are considered normal chargers, while everything above is considered
a fast charging station [142]. Figure 3.5 shows the distribution  of the power of EV  chargers
in Germany. Notably,  despite being grouped into  fast and slow chargers, each group itself is
highly heterogeneous, each spanning an order of magnitude in di� erent charging powers.

Normal charging points make up the vast majority  of charging points in Germany with
about 55000 charging points located predominantly in densely populated areas (compare
� g. 3.6, [104]). A  slower charging velocity is acceptable, if  vehicles are parked for an extended
period of time, e.g. over the working day, overnight or during shopping or leisure activities.
Fast charging stations are generally located close to motorways where fast recharge speeds
are critical  to reduce travel times.

In  this work we are particularly  interested in the fast charging point  density along mo-
torways. For reference, we consider the longest Autobahn in Germany, the A7, and assume
every fast charging station located closer than 1000m to it  is accessible to travelers. On the
A7 there is a fast charging station approximately every 16 km with  on average 4.6 charg-
ing points. In  our toy model of a generic highway we will  choose distances approximately
matching the values on the A7.

While we use the A7 as a reference for parameter choices, our work is much more general
and may be used with  a wide range of parameters.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.6.: Distribution  of charging stations in Germany. a spatial distribution  of charging stations:
charging stations occur predominantly in regions with  large populations. In addition,
fast charging stations are often situated close to motorways. The blue line depicts
the German autobahn A7. b Distribution  of the distance of charging stations to the
nearest autobahn. Fast chargers are almost exclusively within  5 km of a motorway, while
normal charging stations are far more broadly distributed. c Distances of fast charging
stations along the autobahn A7. On average there is a charging station every 16 km on
Germany’s longest Autobahn.
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3.3. Model

3.3. Model

The main di� erence between the dynamics of tra � c of ICEVs and EVs, is the process of
recharging. ICEVs can be refueled in less than 4 minutes, including paying for the fuel. In
contrast, recharging the battery  of an EV  takes a much longer time. Even at fast chargers
along highways, recharging takes between 20 and 120 minutes [46]. This amount of time is
considerable enough, that  recharging breaks need to be accounted for when planning a longer
trip  with  an EV.  The limited  range of EVs increases the impact that  the recharge process
has on the dynamics of the tra � c � ow, as vehicles need to recharge often.

3.3.1. Recharging  electric  vehicles

How does recharging a� ect the tra � c � ow without  interactions between drivers?
Rather than work with  the physical energy capacity of EV  batteries and the power output

of a charging station, we focus on the current range of an EV  in units of distance. On the
systemic level the range is the quantity  which matters for the tra � c dynamics of EVs, and
using it  sidesteps questions about charging losses [57].

At  the time of the publication  [164] the typical  maximum range of an EV, qmax , was about
300 km (since then the average increased slightly  [80]). We equate a full  battery,  i.e. a state
of charge (SoC) of 100%, with  the maximum range the vehicle can drive qmax , and assume a
linear dependence of the range q on the SoC of a vehicle.

When a vehicle is recharging at a fast charger, we assume a rate of charge, or charging
speed, of � = 480km/ h. This corresponds to drivers being able to recharge 80% of their  range
within  the span of 30 minutes, matching reported averages [46, 80]. We use the simplifying
assumption that  the charging rate is constant. In  practice the recharge rate will  decrease for
very low SoCs and high SoC [57]. E� ectively, this decreases the charging rate further,  leading
our estimate to slightly  overestimate the actual charging rate. This will,  however, not impact
the qualitative  dynamics and conclusions reached in this work.

The process of recharging, by itself, signi� cantly impacts travel times, for long distance
travel. When vehicles travel longer than their  range, they will  have to stop at least once to
recharge. The recharge time then adds to the overall travel time and the e� ective travel time
is then given by the harmonic mean of the vehicle velocity v and the recharge speed� ,

vfree =
s

s
v + s

�
=

1
1
v + 1

�

. (3.9)

For an average velocity on a motorway of 120 km/ h the before mentioned recharge speed
reduces the average travel speed4 to about 96 km/ h, a reduction of 25%. For short distance
travel, recharge intervals have a smaller e� ect, as drivers may be able to charge their  vehicle
at home or at their  destination and forego recharging en route.

3.3.2. Driver  behavior

Given recharge times of approximately 30 minutes, even at fast charging stations, EV  drivers
are most likely  hesitant to wait  for another driver to recharge their  car. This reluctancy
to wait  needs to be taken into  account in models of driver behavior. We de� ne the driver
patiencep as the acceptable number of drivers at a charging station at which a driver is still
willing  to enqueue.

A second important factor impacting an EV drivers decision when to charge is their range
anxiety [189, 261]. Range anxiety is the term used for EV-drivers insecurity about the state

4We refer to instantaneous movement as velocity  and to more general movement, averaged over time,  or
made up of multiple  components as speed.
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of charge of their  vehicle. An EV  driver might  be unsure how accurate the range indicator
of the vehicles is, or prefer to keep a safety charge level to account for unforeseeable events.
Drivers typically  want to charge their  vehicle when their  state of charge falls below 30%
[88, 189], leaving a small safety bu� er. Range anxiety can be alleviated, through experience
[193], improved communication of the vehicles range including uncertainties [119] and most
importantly  the accessibility of charging infrastructure  [190].

We formulate a zeroth order model for range anxiety, by � xing a charging threshold q�

which signi� es the lower bound of the comfortable range of a driver. When the range of the
vehicle drops below this value, a driver will  seek out the next charging station on their  route
(see � g. 3.7a).

Range anxiety and driver patience both decide when an EV  driver will  charge their  vehicle.
If  the driver arrives at a charging station, with  the intent  to charge (i.e. q < q� ), but

the queue length is longer than the driver’s patience p, they will  seek out the next charging
station on their  route (see � g. 3.7b). This decision is only possible when the vehicle still  has
enough range left to reach the next charging station, and as such will  only play a role in
the dynamics if  the charging threshold is large compared to the distance between charging
stations.

The drivers know the locations of all charging stations and will  know in advance whether
their  current range is enough to reach the next charging station. When the current range
is insu� cient, the driver will  necessarily charge at their  current charging station, and if  it  is
occupied, they will  enter the queue and wait  (see � g. 3.7c).

Although  the drivers decision is only in� uenced by the state of their  vehicle battery  and the
state of the charging infrastructure,  they are now implicitly  interacting  with  other drivers,
because they are a� ecting whether a charging station is available or occupied. It  is this
interaction  between constituents in the system which will  give rise to collective behavior in
the next sections.

3.3.3. Highway  model

Having de� ned the set of rules that  govern driver behavior, we now need to address the
drivers routes. Matching our minimalist  decision model, we chose a minimalist  topology for
this problem which will  obviate the need for sophisticated route choices.

The highway consists of a ring of charging stations connected by road segments, allowing
for one-directional travel. On this highway Nstation charging stations are spaced equally
every � = 15 km, matching the average spacing of charging stations on the A7 (compare
� g. 3.6). Each of these charging stations has m = 4 charging ports, again matching the
average statistics of the A7. To isolate the e� ect of the charging dynamics, we assume no
interactions of vehicles on the road segments between charging stations.

With  this topology there are two scenarios to consider.

1. The number of vehicles on the highway is conserved.

2. Vehicles enter and leave the highway at random charging stations with  random battery
SoCs.

The � rst case allows us to draw conclusions about a possible fundamental diagram of the
system, while the second case matches the dynamics one might  see on a real highway more
closely.

For simulations of the � rst scenario it  has to be noted that  the number of charging stations
has to be restricted to a prime number. Otherwise, there exist orbits in which a vehicle only
observes a subset of the charging stations5.

5 If  the number of charging stations is a multiple  of the range of the vehicles (or  their  e� ective range obtained
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Figure 3.7.: Decision process of EV drivers. a Drivers seek
q falls below a threshold value q� . b If  a charging
station and move to the next one. c If  their
gap to the next station, they will  enqueue at

3.3.4. Simulation

We implemented the EV  charging and queueing mechanics in the discrete event simulation
framework simpy [214]. A  discrete event simulation is characterized by a central event queue,
representing changes of the system state ordered by when they occur [41]. A  detailed de-
scription of another event based simulation framework is given in chapter 4.

For the simulation of EV  charging dynamics the quintessential events are:

• drive : a vehicle begins moving to the next charging station.

• arrive : a vehicle arrives at the location of a charging station.

• enqueue : a vehicle enters the queue of a charging station.

• charge : a vehicle initiates charging.

When a drive event occurs a correspondingarrive event is scheduled in the event queue, at
the time the vehicle will  arrive at the next charging station. Upon an arrive event, the driver
makes their  decision whether to continue to drive or whether to enqueue.

When the driver chooses to enqueue, they enter the queue at the current charging station.
They will  move up the queue as other vehicles � nish charging, and � nally start  to charge
once there is no other car in front.

The charge event will  automatically  schedule a drive event, at the time the vehicle will  be
fully  charged.

by subtracting  the range anxiety),  vehicles may never charge at certain charging stations. For example if
the number of charging stations exactly matches the range of the vehicle, then this  vehicle will  only ever
charge at the same charging station.
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Simpy implements basic queueing system functionality,  and any time charging completes,
the queue positions of EV  in the queue are adequately changed. The longest waiting  EV  in
the queue will  begin charging once the currently  charging EV  � nishes, observing a First-In-
First-Out  queueing policy. Each charging station constitutes a queue with  a general arrival
distribution  and a general service time distribution  and m servers, i.e. G/G/m  in Kendall
notation.  Both  distributions  are not de� ned a priori  but  emerge as a consequence of the
dynamics of the system.

3.4. Conserved  number  of  vehicles

In  a setting in which the number of vehicles is kept constant we can formulate mean-� eld
expressions for the important  � ow quantities.

3.4.1. Critical  vehicle  density

The highway consists of Nstation charging stations with m ports each, located with  an equal
spacing of � along the road. Each charging port  can charge a vehicle with  a charging speed
� . Thus, the upper bound of how much range can be provided by the entire charging infras-
tructure  in a time interval � t is given by

qprovided = Nstation m� � t. (3.10)

Vehicles in the system consume range when they are driving.  A  simple estimate on their  total
range consumption can be made by neglecting queueing times, and assuming all vehicles are
travelling  freely. Then the total  range consumed by vehicles is given by

qconsumed = Nvehiclesvfree� t , (3.11)

whereNvehicles denotes the number of vehicles on the highway and vfree is the free � ow speed
derived in eq. (3.9). Equating eq. (3.10) and eq. (3.11) ranges yields a critical  number of
vehicles, above which global free � ow is physically impossible,

�̃ c =
N �

vehicles

mN station
=

�
vfree

=
�
v

+  1 . (3.12)

Here we have introduced the critical  vehicle density �̃ c, where the tilde  denotes that  the
density is taken per charging port.  It is  related to the spatial vehicle density by �̃ m/ � = � .
We immediately see, that  distances between charging stations are irrelevant in this system,
as long as the maximum range of vehicles is long enough to reach one charging station from
another.

3.4.2. Mean- � eld  tra � c � ow

Free � ow In  free � ow, when there are no queues, we have derived the free � ow speed as
the harmonic average of the vehicle velocity and the charging speed (see eq. (3.9)). The free
� ow speed is independent of the density of vehicles and the tra � c � ow, when the system is
in free � ow is described by (compare eq. (3.3)):

Qfree = vfree� .

Congested tra � c � ow What  is the � ow of vehicles when every single charging station has
a queueC >  1 at all times?
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The � ow through a crosssection of the road at charging station i is given by the number of
vehicles that  passi in a given time interval T:

Qcongested(i )T = N i + N i � 1 + N i � 2 + · · · + N i �� qmax / � � .

Where the indices signify the charging station where vehicles originated, i.e. the location
of their  last charge, and 
 qmax / � � denotes the maximum range of the vehicle expressed in
a number of charging stations. Since every charging station has a signi� cant queue, and
vehicles always recharge their  full  range qmax , vehicles leave charging ports after � xed time
intervals,

� = 
 qmax / � � � / � . (3.13)

For each origin charging station i � j there is a constant delay j  � / v to reach the charging
station i . This delay does not a� ect the average frequency at which vehicles passi .

Taking T to be large enough to be able to neglect any transient dynamics, we can write
the number of vehicles passing the station i and originating  at i � j as N i � j = mT / � , which
for the total  number of vehicles passingi amounts to

Qcongested(i )T =
� qmax / � �� 1X

j = 0

m
T
�

.

The time averaged � ow of vehicles through the station i is thus given by

Qcongested(i ) = lim
T ��

1
T


 qmax / � � m
T
�

=

 qmax / � � m

�
=

m�
�

. (3.14)

This result does not depend on the number of vehiclesNvehicles or the rangeqmax . Moreover,
in a homogeneous setting it  is the same for all locations and can thus be considered a constant
of the available charging infrastructure.

Making use of the fundamental relation of tra � c � ow eq. (3.3),

Q = � v,

we can derive the average travel speed of vehicles by dividing  the � ow by the density of
vehicles (considered per length),

vcongested =
Qcongested

�
=

m�
��

.

This holds for all vehicle densities, which congest the charging infrastructure  completely.
This relation further  allows us to quantify  the waiting  times of vehicles, by expressing the
e� ective travel time by its constituents: driving,  charging and waiting,

vcongested = lim
s��

s
s
v + s

� + twait
= lim

s��

s
s
v + s

� + 
 wait s
=

m�
��

.

Solving for 
 wait yields the waiting  coe� cient:


 wait =
��
m�

�
1
v

�
1
�

, (3.15)

denoting the amount of time spent waiting  per distance driven, for large enough distances.
Multiplying  eq. (3.15) by the range of a vehicle, gives the average waiting  time for a single
charging event

Twait = 
 wait qmax .
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.8.: Average queue lengths measured and predicted
active driver decision-making (no range anxiet
lengths accurately when no collective dynamics

From this waiting  time one can obtain the average queue length via Little’s  Law (eq. (3.8)).
We have derived the time between two vehicles leaving a charging station in eq. (3.13).
Its  inverse corresponds to the frequency with  which vehicles leave the charging station. In
equilibrium,  the rate of vehicles entering a charging station and leaving it  are the same. Thus,
we can write  for the average queue length:

C =
1
�

Twait ,

= m�
�

��
m�

�
1
v

�
1
�

	
,

= m
�

�̃ �
v + �

v

	
. (3.16)

The average queue length increases linearly with  the density of vehicles, and amounts to
the number of vehicles per station minus vehicles charging currently  or driving  currently.
Figure 3.8 shows the measured average queue length C vs. vehicle density �̃ for di� erent
numbers of ports m. Shown are only high densities �̃ > �̃ c = 5.0.

3.4.3. Collective  dynamics

We have seen, that  for both the free � ow and for the congested regimes, the � ow Q of the
EV  tra � c can be found easily from the system parameters, and neither of these states are
in� uenced by the individual  driver behavior and their  range anxiety/charging  threshold. In
practice a completely overloaded system is quite undesirable, and infrastructure  providers and
other stakeholders, e.g. policymakers will  try  to avoid such scenarios, by ensuring enough
charging stations to avoid overload. The number of charging stations is however subject to
economic pro� t  optimization  and, thus, the amount of charging stations is also unlikely  to
be much larger than necessary. Therefore, it  is critical  to study the charging dynamics close
to the transition  between free � ow and congested states.

Figure 3.9 shows the queue lengths, the trajectories of individual  vehicles and the local
vehicle density for three di� erent densities of vehicles: free � ow � < � c, critical � = � c and
congested� > � c. The queue lengths and vehicle densities di� er in that  the local vehicle
density includes vehicles currently  driving  over the preceding edge of the graph.
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Figure 3.9.: Overview of the � ow dynamics for a highway system in which vehicles have a range of
qmax = 300 km, drive with  velocity v = 120 km/ h, recover range when charging with
a speed of � = 480 km/ h, charge at free charging stations if their  range drops below
50% of its maximum. In contrast to � g. C.1 drivers only avoid charging stations with
more than one person waiting there (patience =  1). Columns show the queue lengths at
the charging stations (left),  individual  trajectories of vehicles drawn with  little  opacity
(middle),  and the density of vehicles, i.e. vehicles in queues and moving vehicles (right).
The � rst row shows a free � ow system, with  a vehicle density of � = 2.5 veh/ port .
Vehicles move uninhibited  along the road with  their  free � ow velocity. The second row
shows a system close to the critical  density � = 5.0 veh/ port . Vehicles now encounter
queues, and collectively form clusters of congested charging stations which propagate
along the direction of the � ow. The third  row shows an overloaded system with  a vehicle
density of � = 7.5 veh/ port . Here queues are unavoidable and � xed in space. Every
charging station has queue and the waiting time dominates the travel time of vehicles.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

At  low densities (top  row) vehicles travel freely and are free to charge when the need
arises. Noticeably, the trajectories of the vehicles (center column) are parallel to each other,
suggesting that  after short transient behavior, vehicles are indeed following the free � ow
dynamics and travel with  an average velocity of eq. (3.9).

Beyond the critical  density (bottom  row), queues emerge at every charging station. After
a short transient phase, charging stations that  grew a queue will  remain congested forever.
This is the state of complete congestion, or overloaded state, described in section 3.4.2.

However, close to the critical  vehicle density (center row), driver interactions lead to spatio-
temporal patterns in the queue lengths at charging stations and local vehicle density. Fig-
ure 3.9 shows a density wave along the road, with  the main contribution  to it  being vehicles
in queues of charging stations. Phenomenologically, this bears resemblance to the tra � c jams
of classical tra � c � ow (compare � g. 3.2). But  in contrast to conventional tra � c jams, the
density wave in this instance is propagating in the � ow direction. These charging jams are
produced entirely through the charging dynamics and driver behavior we introduced.

The example plots � g. 3.9 and � gs. C.1 to C.3 in the appendix show that  the number of
ports and the patience of drivers in� uence how pronounced these charging congestion waves
are.

In  the next sections we will  uncover the circumstances that  contribute  to the emergence of
charging jams, their  physical interpretation  and microscopic structure.

3.5. Identi � cation  of  congestion  waves

We have observed the emergence of a collective state in EV  tra � c � ow in which localized
congestion emerges which travels in the direction of tra � c. To understand under which
conditions this collective state emerges a measure is necessary, by which to distinguish the
possible states, free � ow, congestion waves, and overload.

An attempt  to identify  the phase of EV  tra � c � ow by using neighbor correlations between
the queue lengths of charging stations is described in appendix C.2. However, using only
spatial correlation of charging stations is insu� cient to capture the dynamics of the tra � c
� ow and a more sensible approach needs to take into  account temporal aspects as well.

Because charging jams are waves, a natural  way to extract spatio-temporal features is to
transform the time series of queue lengths into  the frequency space. The Fourier transform
of the time series will  then highlight  the periodicity  of the congestion waves in both space
and time.

To formulate a reliable measure for whether the system exhibits congestion waves, we
simulate the highway for a patience value of one and charging threshold of 50% at varying
vehicle densities ranging from free � ow densities (� = 3.2 veh/ port ), to congested densities
(� = 7.3 veh/ port ).

Simulations are run for 100 hours after a short equilibration  phase. From these simula-
tions we take the time series of the queue lengths sampled at six minute time intervals, and
normalize them by subtracting the mean queue length for each simulation and dividing  the
result by the standard deviation of queue lengths

Ĉ(x, t) =
C(x, t) �  �C� x,tr D

(C(x, t) �  �C� x,t )
2
E

x,t

.

Of this normalized data the Fourier representation is computed. The absolute values of the
Fourier representation are then used in a principal  component decomposition. The restricition
to the absolute values erases information  about the random initial  conditions and exposes
only the dynamical properties of the EV  tra � c � ow.
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3.5. Identi � cation of congestion waves

Figure 3.10.: Patterns in charging queue dynamics. a An example simulation of a highway exhibit-
ing charging congestion. b Fourier representation of the measure 2D data (time and
space). To enhance visibility  of the structure the Fourier representation has been folded
with  a Gaussian kernel for this image. c Principal  component that  encodes the di� er-
ence between free � ow patterns and congestion waves. d Principal  component which
matches the overloaded state.

Figure 3.10 shows an example simulation which exhibits congestion waves � g. 3.10a. Its
Fourier representation is shown in � g. 3.10b. To improve the visibility  of patterns in the
Fourier representation, we applied a Gaussian � lter  to the visualization.

The resulting principal  components reside in frequency space, and are di� cult  to interpret
directly.  Transforming them back into  space-time reveals the most important  distinctive
patterns in the charging dynamics.

The � rst principal  component (see � g. 3.10 c) shows two overlaid patterns. There are
periodic positive contributions  to the principal  component. The spatial distance between two
intensity  peaks corresponds to 50% of the vehicles maximum range, i.e. the distance vehicles
in these simulations travel before recharging in free � ow. This pattern  encodes the trajectories
of freely moving EVs. In  addition,  there is a negative contribution  of continuous stripes, whose
slope matches the velocity of the congestion waves. The � rst principal  component therefore
distinguishes between free � ow and congestion waves.

The second principal  component (see � g. 3.10 d) involves a negative contribution  from the
patterns seen in the � rst component, but  shows a positive contribution  from patterns that  do
not move over time, as is evident from the strong positive contributions  at a distance x = 0.
Thus, the second principal  component distinguishes between complete congestion and the
two previous states.

Using the � rst two principal  components the range of observed dynamics on the EV  charging
highway decomposes into  three clusters of simulations (see � g. 3.11a). Each of these clusters
corresponds uniquely to free � ow, overloaded and charging jams.

There is structure within  these broad clusters as well. There are three di� erent kinds of
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.11.: Dynamical states of the EV � ow on the highway. a The � rst two principal  components
reveal three clusters of states, corresponding to free � ow, overloaded and congestion
wave. b Relative frequencies with  which each of the three states, free � ow, overloaded
and congestion wave, have been observed.

congestion waves, with  a very prominent cluster consisting of the clear congestion waves
previously shown in � g. 3.9, and two other comparatively small, clusters in which congestion
waves show similarities to either the completely congested state, when stations are occupied
for very long times (center left in � g. 3.11a), and to the free � ow states, when queues remain
very short, but  signi� cant waves can still  be observed (center middle in � g. 3.11a). For
the purpose of this work, we still  consider these states congestion waves, but  will  focus
predominantly on the study of the majority  of congestion wave states. To detect the clusters
numerically we � t  a Gaussian Mixture  model to the projections of the data on the � rst three
principal  components.

3.6. Multistability  of  congestion  waves

The results of the clustering are used to determine whether a particular  simulation exhibits
congestion waves, and to quantify  under which conditions charging jams occur. Figure 3.11b
shows the relative frequency with  which one encounters a highway in any given cluster given
the vehicle density. Since we are considering simulations without  stochastic dynamics, ran-
domness enters via the initial  conditions. Thus, quantifying  the frequency that  each cluster
is observed corresponds to quantifying  the amount of initial  conditions that  give rise to the
macroscopic state of the system. The space of initial  conditions has been chosen quite broadly
such, that  the � rst vehicles which entered the highway already travelled through most of the
highway by the time the last vehicles enter, resulting in uniformly  distributed  battery  levels
and positions of the vehicles.

Already at 80% of the critical  vehicle density, congestion waves can be observed for some
initial  conditions, and at 95% of the critical  density congestion waves occur almost always.
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There is signi� cant overlap in the densities in which free � ow and congestion waves occur.
This means that  for these densities both states are possible, and the dynamics are bistable.
Congestion waves occur until  about a 120% of the critical  density, at which point  complete
congestion takes over.

The ranges of densities over which each state occurs depend on the exact parameters of
the system. An example for simulations with  higher patience is shown in � g. C.2, where
congestion waves only occur after the system has already been overloaded.

3.7. Electric  vehicle  tra � c � ow

EV  charging congestion waves impact tra � c � ow at the macroscopic scale decreasing the
average � ow in the entire system and depending on the average density of vehicles in the
system.

From a physical perspective, the change in dynamics underlying the congestion waves
presents a form of phase separation. Charging stations aggregate into  clusters of separate
phases on the mesoscopic scale.

The root cause of the congestion and the dynamics of the congestion waves however is tied
to the microscopic dynamics at each charging station, which arise from the decision-making
of individual  drivers. We will  explain the phenomenon of charging congestion under all these
viewpoints, and show that  propagating congestion waves emerge even in systems in which
the restrictions of our model are relaxed.

3.7.1. Macroscopic  properties  of  electric  vehicle  tra � c

We were able to derive the � ows of electric vehicles on this simpli� ed highway model for
the simple states of free � ow and congestion in section 3.4.2. When congestion waves occur
collective dynamics invalidate the assumptions made in the mean-� eld calculations. Here we
determine the � ow in the congestion wave state from simulations and � nd the fundamental
diagram of EV  tra � c � ow.

We perform simulations for di� erent densities and measure the number of vehicles that
pass a cross-section of the road over the course of the simulation. Figure 3.12 shows the
fundamental diagram obtained from simulations with  one charging port  per station and
di� erent range anxieties.

Without  range anxiety (� g. 3.12b) the fundamental diagram shows a sharp transition  from
free � ow to congestion at the critical  density. The transition  is abrupt,  rather than smooth,
because for any � < � c vehicles will  settle into  free � ow after a transient period. For example,
even if  all vehicles start  in the queue of the same charging station, Because vehicles leave the
charging station after � xed intervals, i.e. when they charged their  battery  completely, and
this time is the same for all vehicles, they will  no longer encounter each other at the next
charging station. They will  exactly miss each other, and thus never be required to enqueue6.

At  the critical  density this is not possible anymore and at least one charging station a
queue emerges. At  higher densities the � ow is then determined only by how frequent vehicles
leave the charging stations as described in section 3.4.2.

With  range anxiety this self-organization into  optimal  � ow does not occur. Instead of
joining a queue, drivers can now drive further  to � nd an available charging station. By
doing this, they increase their  charging times. Longer charging times, in turn,  increase the
probability  that  another driver will  observe the occupied charging station, and travel to

6This  is only the case when the number of charging stations is prime. Otherwise, vehicles are con� ned
to only a subset of charging stations, which might  congest. To prevent this  from occurring we use 101
charging stations in our simulations.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.12.: Fundamental diagram of EV tra � c. Congestion waves emerge close to the critical
density � c and decrease overall tra � c � ow. Congestion waves and free � ow may occur
at the same densities. The slope of the fundamental diagram is vF in free � ow, matching
the free travel speed of vehicles. In the congestion wave phase, the slope is smaller,
denoted by c. This slope corresponds to the velocity with  which congestion waves
propagate.

the next charging station. This creates a feedback loop which generates localized congested
regions: congestion waves.

In  the fundamental diagrams in � g. 3.12 states exhibiting  congestion waves are visible as
linear branches with  a characteristic slope c, smaller than the free � ow speedvfree. These
branches emerge below the critical  density � c and coexist with  the free � ow state (compare
section 3.6). The slope c matches the velocity with  which congestion waves propagate (see
section 3.2.1 and eq. (3.6) in particular).

The propagation velocity increases with  increasing range anxiety, however the transition
point  from congestion waves to overload appears to be independent of the range anxiety
(approximately 1.2� c).

Average  speed  of  EVs

Dynamic congestion impacts the average travel speed of vehicles on the highway shown in
� g. 3.13. Congestion waves decrease the mean speed of vehicles by up to 15% compared to
the possible free � ow state at the same density (for a range anxiety of 50%, larger range
anxieties can cause a larger decrease in travel speed, but  are unlikely  to be relevant in real
settings).

Patient  drivers

Range anxiety a� ects the speed of propagation of congestion waves and the vehicle density
at which they � rst occur. The other behavior-governing parameter for EV  drivers is their
patience p, i.e. i.e. the maximum queue length at which they voluntarily  enter a queue.

With  higher patience drivers will  only skip a charging station when queue lengths are longer.
Any  dynamics that  result from this behavior will  therefore only emerge at higher densities,
when a substantial fraction of queues are long enough to match the patience. Figure 3.14
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Figure 3.13.: Average speed of electric vehicles. When congestion waves emerge the average speed of
electric vehicles drops by up to 15%, and then starts to further  decrease as the density
increases. Larger range anxieties/charging thresholds a� ect the average vehicle speed
more strongly.

shows the sections of the fundamental diagrams of systems with  patiencep ranging from p = 0
to p = 3. The characteristic congestion wave branches indeed emerge at higher densities for
larger values of the patience. At  patiencep � 2, the � ow even becomes fully  overloaded � rst,
i.e. saturates at Qcongested, and then drops again at higher densities. This is because before
the patience becomes relevant to the dynamics, the vehicle density is already large enough
to cause every charging station to form a queue.

There is a noticeable trend in the density � s at which the system transitions from congestion
waves to overloaded tra � c. For each increase in patience� p, the density � s of the transition
from congestion waves to complete overload (at  the high density end) increases by � p (see
� g. 3.14). When extrapolating the congestion wave branch of the fundamental diagram to
lower densities, the extrapolation intersects the free � ow branch of the fundamental diagram

Figure 3.14.: Fundamental diagrams of EV systems with  drivers with  di� erent patience values. a
Impatient  drivers p = 0. Drivers will  never voluntarily  enter a queue. The transition
from free � ow to congested is smoother, than in a without  range anxiety (compare
� g. 3.12b), but  no separate congestion wave branch is apparent. b Drivers are willing
to enqueue when one other driver is already recharging (p = 1). A separate branch
emerges and bistability  of free � ow and congestion waves is observed.c, d p = 2 and
p = 3 respectively. There is no transition  from free � ow to congestion waves. Instead,
congestion waves only emerge when the maximum � ow of the system is already reached.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.15.: Simulation of EV tra � c for a density of � = � c. At  the same parameters some initial
conditions lead to the emergence of two congestion waves, while others produce only
one.

at � f . While � s depends on the patience, � f does not. As a consequence the slope of the
congestion wave branch decreases and congestion waves propagate slower for drivers with
more patience.

3.7.2. Mesoscopic  structure  of  charging  jams

The linear nature of the congestion branch in � g. 3.12, and the constant value of � f in
� g. 3.14 suggest a separation of the � ow into  coexisting phases. The queue length time
series of systems exhibiting  congestion waves can contain more than one congested cluster of
charging stations at the same time. But  as the number of wave peaks increases the width  of
each wave decreases, which can be seen qualitatively  from the time series � g. 3.15.

Here we will  detect the charging stations that  are part  of a congestion wave in order
to further  understand how the system separates into  congested stations. We describe an
attempt  to use a simple threshold method to classify the state of each charging station in
appendix C.3. This approach, however, proved inadequate in producing coherent clusters of
charging stations.

We � nd coherent classi� cations by taking the neighbors of a charging station and their
immediate time evolution into  account. For each charging station i at time t a vector �x
containing the queue lengths of the neighboring stations in the time span [t � 1h, t +  1h] is
created (see � g. 3.16, red box),

�x i (t) = ( Ci � 1(t � n� t), Ci � 1(t � (n � 1)� t), . . . , Ci � 1(t + n� t),

Ci (t � n� t), . . . , Ci (t + n� t),

Ci +1 (t � n� t), . . . , Ci +1 (t + n� t)) �

The sampling interval � t is six minutes. These vectors are created for every sampled time
and every station, and principal  component decomposition is used to obtain the principal
components (see � g. 3.16).

The projection on the � rst two principal  components reveals structure, which initially
appears continuous and nonlinear. This is expected for the principal  components of time
series data, as vectors which are close in time will  also be projected onto the same region
of the principal  component space. Continuous changes in the underlying vector are also
continuous in the space of principal  components.

A  Gaussian mixture model is � tted  to the reprojected data, and silhouette score analysis
reveals that  � ve clusters most accurately describe the structure in the dataset. Each cluster
has a clear interpretation  as to which part  of the congestion wave it  encodes. Two clusters
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Figure 3.16.: Local classi� cation of charging stations. Vectors are created from the queue length time
series surrounding a charging station i in a time window of two hours. PCA reveals
the existence of multiple  clusters in the congestion wave dynamics, corresponding to
free � ow, congested and transient patterns. Attributing  the transient patterns to the
congestion wave results in a clear classi� cation of charging stations into free � ow and
congested at every time.

Figure 3.17.: Conditional  vehicle densities for each cluster type. The conditional densities remain
constant across a range of total  vehicle densities.

describe the free � ow and the congested region of the congestion wave, while the other three
match the transient regions at the beginning and the end of the charging jam. This internal
structure is studied more in-depth in section 3.7.3.

Having classi� ed charging stations into  these � ve clusters, we calculate the average vehicle
density conditioned on the cluster type. Figure 3.17 shows that  when the overall density �
of vehicles on the road is changed, the conditional densities for each cluster remain constant.
Because the overall density changes and the conditional densities do not, the proportion  of
charging stations in each cluster needs to change to match the overall density.

We further  investigate the separation of the charging stations into  only free � ow and con-
gestion. For this we attribute  all the transient clusters to the congested phase.

Figure 3.18a shows, that  the relative weight of the conditional probability densities shifts
from free � ow to congested as the total  vehicle density increases. The splits
phases, the congested phase and the free � ow phase. The measured local vehicle density at
congested charging stations matches the density of the transition  poin
waves and complete congestion. The density in the free � ow phase matches the intersection
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Figure 3.18.: The EV tra � c � ow separates into two phases: free � ow (green) and congested (purple).
a The density of vehicles at stations in either state is � xed to � f (b green circle) and
� s (b purple circle). b The number of charging stations in the congested state is
determined by the overall density of vehicles eq. (3.17). A measurement of the jam
widths (inset)  con� rms this.

of the extrapolated congestion waves branch in the fundamental diagram with  the free � ow
branch (compare � g. 3.14).

This separation into  two phases explains the linear shape of the congestion wave branch.
Since the overall density of vehicles is � xed and there exist approximately two phases, the
densities of these two states weighted by the fraction of the road in these states has to
reproduce the total  density:

� = w � c +  (1 � w)� f (3.17)

The phase transition  between free � ow and congestion thus parallels the well known transition
from liquid  to gaseous in the van der Waals gas, including super-cooled and -heated states,
multistability,  and the description of the phase separation via Maxwell-construction (see
� g. 3.18b).

3.7.3. Microscopic  dynamics  of  charging  jams

After  having observed the impact that  congestion waves have on the � ow dynamics of electric
vehicles, and having seen that  the phenomenon takes the form of two tra � c phases separating
from each other, we now turn  towards understanding the microscopic dynamics of charging
jams. In  previous plots of the congestion waves (see � g. 3.15 or � g. C.5 for example) the
density of vehicles at the beginning of the charging jam appears to be consistently larger
than elsewhere in the congestion wave. In  � g. 3.16 and � g. 3.17 we have found structure in
the local time series data of the queue lengths, which indicates the existence of more than
just  the two states congestedand free � ow.

To isolate the spatial pro� le of a congestion wave we use the classi� cation methods devel-
oped in section 3.7.2 to � nd the upstream and downstream boundariesx i and x f of congestion
waves in a charging system with  range threshold q� = 1/2qmax , a vehicle density of � = 1.1� c,
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and one charging port  per charging station. We compare the pro� les of 25 di� erent realiza-
tions at 10 di� erent times during the simulation.

Figure 3.19 shows the resulting pro� les of the queue length vs. charging stations, shifted
such that  congestion waves align with  the upstream end (a) and such that  congestion waves
overlap at the downstream end (b).  Separate shifts were chosen because some realizations
gave rise to more than one concurrent congestion wave, thus the length of the congestion
waves di� ers.

At  the upstream end, one observes a clear peak in the queue length along the congestion
wave pro� le. Downstream from the peak, the queue lengths become approximately constant
in space until  they return  to their  free � ow value of approximately 1 car charging.

The dynamics of the jam pro� le become apparent when considering the � ow at each charg-
ing station along the jam. We measured the � ow at each station by counting the number of
vehicles crossing a single charging station in 6 min intervals. Upstream (c), the � ow increases
from the free � ow (measured in the fundamental diagram in � g. 3.12) above the congested
� ow, reaches a peak, and then falls to the congested � ow level. Afterwards, the � ow remains
� xed at the congested � ow until  the downstream end of the jam.

To explain the pro� le of the congestion wave we � rst consider the upstream � ank of the
charging jam. This region is directly  adjacent to a free � ow region, where the average queue
length lies below the patience of drivers. Drivers who reach their  charging threshold while still
in the free � ow region will  recharge there. Drivers who will  reach their  charging threshold
within  the jam will  drive until  their  battery  is depleted. Consequently, there is a region
spanning from the beginning of the charging jam at x = 0, the � rst congested charging
station, up to x = q� / � , the last congested charging station reachable with  a range of q� ,
where no driver will  enqueue. Over time, the queues in this region drop to free � ow levels,
which causes the upstream � ank of the jam to shift  downstream.

The queue lengths at the upstream � ank have to grow linearly at the charging stations
immediately behind this region, because they have to handle all the vehicles which would
not charge before. At x = q� / � , the average � ow Qx at each station x begins to decrease as
vehicles enter queues.

The growth of queue lengths can be understood by observing that  vehicles charging in the
interval x �

h
q�

� , qmax
�

i
originated from stations in the interval x �

h
�

�
qmax

� � q�

�

�
, 0

i
within

the free-� ow region. There is a one-to-one correspondence between these intervals: vehicles
leaving a station in the second interval  precisely join the queue at a station located qmax

�
stations away in the � rst interval.

As shown in � g. 3.19, the average queue length in this region is approximately one. Conse-
quently, the rate at which vehicles depart from any charging station ahead of the jam is given
by the inverse of their  charging time, or �

qmax � q� . However, within  the jam itself, vehicles exit

charging stations only at a rate of �
qmax

, as they need to fully  charge their  batteries before
departure.

From this rate di� erence, we see that  the average queue length at charging stations in the
interval  [q� / � , qmax / � ] has to grow in time:

��C� =
�

qmax � q� �
�

qmax
>  0 .

A  similar argument resolves what occurs at charging stations in the main body of the
charging jam. At  these stations, vehicles which enqueue originate in congested regions. Thus,
the average rate of vehicles entering and leaving the queue is the same, and the expected
queue length does not change over time. In  Figure 3.19, this region can be observed in all
sub-� gures, and the average queue and the average � ow here is spatially constant. The � ow
matches the congested � ow calculated in eq. (3.14) and seen in the fundamental diagram
� g. 3.12.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.19.: Pro� les of a charging congestion wave in � ow Q and queue length. a The queue
lengths at the upstream end of the charging jam. In front  of the jam queue lengths
are shorter than the driver patience. At  the beginning of the jam the queue lengths
reach a peak, before settling on an elevated level in the main body of the tra � c jam.
b Queue lengths at the downstream end of the tra � c jam. The queue lengths are
approximately constant in the main body of the tra � c jam and decrease continuously
to the free � ow level at the en of the jam. c,d The vehicle � ow along the tra � c jam.
In front  of the tra � c jam the � ow matches the free � ow value (dotted green line). At
the beginning of the jam (c) the � ow increases and reaches a maximum value above
the congested � ow value, mirroring  the behaviour of the queue lengths. In the main
body of the tra � c jam the � ow falls to the expected congested � ow (dotted purple
line, compare � g. 3.12). The congested � ow is maintained until  the end of the tra � c
jam, when the � ow decreases to free � ow levels.
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The dynamics of the charging jam at the downstream end, however, remain to be explained.
A  precise mathematical description of the queueing dynamics at the downstream end involves
complex dependencies on the order in which vehicles entered the congestion wave in the � rst
place. Qualitative  understanding can however be gained by, again, employing the continu-
ity  of vehicles. Inside the congestion wave the � ow is Qcongested, according to eq. (3.14).
Downstream of the congestion there is free � ow with Qfree < Qcongested. Consequently, at the
downstream boundary region between congestion and free � ow, the density of vehicles needs
to grow. As the density of vehicles grows in this boundary region, parts of it  become con-
gested, thus shifting the boundary region downstream, which accounts for the downstream
propagation of charging congestion waves.

3.8. Robustness  of  congestion  waves

In  the previous sections we have investigated the e� ect of charging dynamics on the tra � c
� ow in a strongly simpli� ed model. However, several of the assumptions made can be loosened
without  substantially changing the qualitative  behavior of the tra � c � ow.

3.8.1. Heterogeneity

One of the assumptions made is the homogeneity of drivers and vehicles. We only considered
the case in which the charging threshold q� is the same for every driver, in which the maximum
range qmax is the same for every vehicle, and in which every vehicle recharges at the same
rate � . Figure 3.20 shows that  even when these parameters are chosen to be heterogeneous
across drivers or vehicles, we still  observe congestion waves.

Furthermore, up to now we investigated only the case in which charging stations are equidis-
tantly  distributed  along the road. Congestion waves however also occur when the distances
between charging stations vary (see � g. 3.21). However, when there are large distances be-
tween subsequent charging stations, more drivers will  need to recharge before the gap, to
be able to cross it,  and after the gap anxious drivers might  charge more often. Therefore,
sections of the road with  sparse charging stations form bottlenecks, which induce spatially
� xed charging congestion (see � g. 3.21 c and d).

Bottlenecks absorba fraction of the vehicles on the road, which reduces the vehicle density
elsewhere. Thus, in the case where the number of vehicles on the road is � xed, the existence
of a bottleneck will  cause free � ow elsewhere.

Similar e� ects can be observed in equally spaced charging stations with  a varying number
of charging ports. Figure 3.22 shows the queue lengths of charging stations with  randomly
distributed  numbers of charging ports. The number of charging ports was drawn randomly
from { m � � , m + � } with � �  { 0, 1, 2, 3} with  probabilities chosen to � x the average number
of charging ports at m = 4. Large di� erences in the number of ports also create bottlenecks,
at which the system congests locally.

Overall we see, that  the e� ect of charging congestion waves is robust and can occur even
when road conditions and driver population is heterogeneous. Only strong variation  will
disrupt  the emergence of congestion waves, through the creation of bottlenecks.

3.8.2. Fluctuations

We extend the EV  tra � c � ow model to a more general setting in which the number of vehicles
is not � xed. In  this generalized setting each charging station is accompanied by an on- and
o� -ramp, where vehicles may enter and leave the road randomly. This leads to a � uctuating
number of vehicles on the road. The detailed description of this setting and its implications
are described in appendix C.4.
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Figure 3.20.: Existence of congestion waves when the driver population is heterogeneous.a Conges-
tion waves with  a homogeneous driver population. b Congestion waves when charging
speeds for EVs are distributed  uniformly  between 3 and 5 times the driving  velocity
(corresponding to 360 km/ h and 600 km/ h). c Congestion waves when the range anx-
iety is distributed  uniformly  between 0% and 90% of the total  range. d Congestion
waves when the maximum range of EVs is distributed  uniformly  between 100 km and
720 km.

a b c d

Figure 3.21.: Congestion waves on heterogeneous highways. a Top: congestion waves on a homoge-
neous highway. Bottom:  the distance distribution  between stations is a � -distribution.
b-d Congestion waves for log-normally distributed  charging station distances. The
averages are kept � xed at 15 km between stations and the standard deviations are
� b = 0.28 km, � c = 0.57 km, � d = 0.9 km. When the variation  in distances is large,
bottlenecks form causing certain charging stations to be always occupied. Neverthe-
less, even for moderately broad distributions  of distances traces of propagating waves
can be seen (seec).
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3.9. Real world infrastructure

Figure 3.22.: Congestion waves form when the number of ports is distributed  heterogeneously. a
Reference. Each charging station has four ports. bcc Congestion waves also form
when for heterogeneous charging stations. In c propagating waves are faint. d When
the variation  in ports becomes large, bottlenecks appear which absorb most of the
vehicles and prevent waves from propagating.

a b c

Figure 3.23.: EV tra � c � ow for � uctuating numbers of EVs. a,b When the number of vehicles is
not conserved, congestion waves may occur at any time, but  may dissolve after short
times. While there is no abrupt  transition  from free � ow to congestion waves globally,
there is a global transition  to overload c, where queues on each charging station grow
linearly in time.

When the number of drivers on the road � uctuates, congestion waves can occur even at
overall low densities. There is no clear transition  from the free � ow phase to the congestion
wave phase. The congestion waves in settings with  � uctuating  number of vehicles are inter-
mittent  and will  randomly dissolve (see � g. 3.23). There is however still  a critical  in� ux of
vehicles� c at which the system will  overload and congest fully  (see � g. 3.23c).

Using this extended model we can study the EV  charging dynamics on real infrastructure.

3.9. Real world  infrastructure

Our model for EV  tra � c is shown to be robust with  respect to heterogenous distribution  of
parameters and produces charging congestion waves for heterogeneous infrastructure  and a
� uctuating  number of vehicles on the road. Could this form of charging congestion also occur
on real roads?

We apply the EV  tra � c model with  � uctuating  vehicles to the infrastructure  on the Ger-
man Bundesautobahn A7 (according to data collected in 2020), chosen for being the longest
continuous Autobahn in Germany. We used the data described in section 3.2.4 to create a
simple model of the charging infrastructure  on the A7. First,  we determined every charging
station within  1000 meters of the A7. Then, these charging stations were mapped to the node
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

Figure 3.24.: EV charging dynamics on the A7-Autobahn.  Left:  Distribution  of charging points
along the A7. Top: Queue lengths of the charging stations for a small in� ow rate of
30 veh/ h. On the left charging stations are scaled by their  distance from the south-
ernmost part  of the A7, on the right  enumerated. The road is mostly in free � ow, and
only a few charging stations exhibit  a noticeable queue length. Center: At  intermediate
in� ow rates some charging stations already overload. Most notably these are charging
stations which are situated at sections of the A7 with  few charging stations. Drivers
are forced to charge there to continue to the next station. Bottom:  High in� ow rates.
Charging stations in sparse section of the A7 are completely overloaded. However,
the propagation of congestion can be observed throughout  the A7, most visibly  at the
southern end (inset).

on the line graph, of the A7 which is closest according to Euclidean distance. The line graph
itself was obtained from OpenStreetMap [178], via the use of osmnx [34]. If  more than one
charging station was assigned to the same node, their  charging points were pooled. Finally,
nodes without  charging stations were removed from the graph. We then simulate the EV
tra� c � owing from south to north  with vehicles randomly entering and leaving, according
to the same rules described in appendix C.4. Parameters of the vehicles are the same as
described in section 3.3.1. The patience is set to one, and the range anxiety is chosen to be
20% of the range of the vehicle.

As visible in � g. 3.6 the charging infrastructure  on the A7 is exceedingly heterogeneous,
with  strongly varying distances between charging stations, and number of charging points.
These stark di� erences result in a handful of bottlenecks that  dominate the tra � c � ow. We
do not observe persistent congestion waves in this default state of the A7. At  low in� ow
rates, most of the infrastructure  is in free � ow, and queues occasionally occur only at the
same few charging stations (see � g. 3.24, top).  As the in� ow rate increases the stations
with  the lowest local charging point  density, i.e. fewest charging points and large distances
before the charging station, become strongly congested, while the rest of the road remains
in free � ow (� g. 3.24, center and bottom).  Microscopically viewed, the � rst charging station
which congests is preceded by a long stretch of road without  any charging opportunities,
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and followed by another long stretch of road without  charging opportunities, forcing many
vehicles to recharge there, thus locally overloading the charging station.

Even though the EV  tra � c � ow here is dominated by a small number of bottlenecks,
at high � ow rates forward propagating density � uctuations can be observed. The inset in
� g. 3.24,bottom shows how queue lengths propagate in the � ow direction from charging sta-
tion  to charging station. Collective dynamics stemming from driver interactions can thus be
observed even in highly heterogeneous conditions dominated by obvious gaps in the charging
infrastructure.
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3. Propagating congestion and phase separation in electric vehicle charging dynamics

3.10. Discussion

Electric vehicles subtly change the rules which govern tra � c � ow. The charging process,
which takes longer for electric vehicles than refueling takes for ICEVs, introduces a new
dimension of complexity to the tra � c dynamics.

Interactions arise between drivers at charging stations. By trying  to myopically avoid
queues drivers may inadvertently  contribute  to the emergence of forward propagating con-
gestion waves at charging stations.

This dynamic congestion phenomenon occurs between the free � ow state and the overloaded
state of the road, and is characterized by the formation of localized clusters of congested
charging stations, with  long queues.

Congestion waves are likely  to emerge, when the density of vehicles approaches a mean-� eld
critical  value. A  su� ciently well-developed charging infrastructure  is necessary to avoid these
congested states. However, market forces may drive the providers of charging infrastructure
towards this critical  value, increasing the probability  for charging congestion.

The new dimension which EVs bring to tra � c dynamics opens up the question of how
charging congestion interacts with  conventional tra � c. Future  work will  hopefully answer
this question.

Electric vehicles address one speci� c issue associated with  ICEVs: carbon emissions. How-
ever, they do little  to mitigate  other challenges. EVs experience conventional congestion and
may even introduce a new form of congestion. A  common factor across congestion issues is
that  a smaller total  number of vehicles can alleviate the problem. A  sustainable mobility
landscape, therefore, needs to include highly e� cient transport  modes which reduce the need
for private  vehicles.
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Table 4.1.: Glossary of Symbols
Symbol Description Formula

� request rate -
� request distance -

� � � average request distance -
v vehicle velocity -
B � eet size -
O Occupancy: Number of passengers in a vehicle -
A Assignancy: Number of passengers assigned to a vehicle -
ts service time -
td driving  time -

L driv total  distance travelled  by a vehicle � eet -
� B load per vehicle � / B

L req total  travel  distance requested by passengers -
q load eq. (4.13)
� s stop time:  Time  that  a vehicle pauses to pickup  or deliver a passenger -
qc critical  load: Lowest load at which all vehicles are utilized  all the time -
� total  delay that  passengers experience eq. (4.15)
tw waiting  time:  time  between request appearance and pickup -
t r time  requested from the ride-pooling system by a passenger � / v
�̃ relative  delay � / t requested

� p pickup  distance: Distance from an idle vehicle to an assigned request
origin

-

ve� e� ective velocity  as experienced by a passenger � / tdriving

� s segment length: Length  between two  stops of the trajectory  of a vehicle eq. (4.20)
� short timescale at which an autocorrelation  function  decays for small times -
� long timescale at which an autocorrelation  function  decays for large times -
wi weights of constituents  of the correlation  function -
� i timescales of constituents  of the correlation  function -
h average distance of an inserted stop from the planned route segment in

which it  was inserted
-

MSD Mean squared Displacement eq. (4.2)
� directional  autocorrelation  function eq. (4.5)
D di� usion coe� cient eq. (4.3)
� exponent with  which the di� usion coe� cient depends on the load q -
� exponent with  which the di� usion coe� cient depends on the � eet size

B
-

SP(x i , x j ) shortest path  from x i to x j -
s(t) shortest path  survival  function eq. (4.26)
R planned route length after the assignment of a request -

l , r indices of adjacent ride-pooling regions: left  and right -
	 q exponent of the load in � R � � R �  � q� q

	 B exponent of the � eet size in � R � � R �  � B � B

	 combined scaling exponent describing vehicle distribution 	 = 	 q /( 	 q + 	 B )
� minimum  distance between two  ride-pooling service regions -
c maximum  allowed delay /  slack -
qc critical  load in constrained ride-pooling -

ccrit critical  slack /  critical  maximum  allowed delay -
	 c exponent of the � eet size which leads to a collapse of the tw vs. c curves. -
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4.1. Introduction

Modern digital  mobility  platforms enable on-demand � exible transport.  Replacing ICEVs
with  EVs will  reduce greenhouse gas emissions. Does the combination of digital  platforms
and zero-emission vehicles result in sustainable human mobility?

Not all issues with  today’s mobility  landscape will  be solved through these means alone. Car
ownership is rising across the globe [183, 184]. More cars use more resources. The resources
necessary for the construction and maintenance of additional  vehicles, might  undermine the
strides made by switching to electric vehicles. Additional  vehicles use up additional  space.
More space needs to be allocated to parking and roads need to be widened. However, in urban
regions space is a precious and � nite resource and inde� nite expansion of car infrastructure  is
not possible. Outside urban regions, there might  be more space, but  sealing areas in asphalt
and concrete disrupts local ecosystems and causes a loss of biodiversity  [86, 203].

4.1.1. A third  way

The issues mentioned above can be tackled by reducing the number of cars necessary to
transport  people. Spontaneous short range trips  can be performed with  bicycles, which do
not produce greenhouse gas emissions and present very space-e� cient vehicles. Longer range
trips  might  be done by public transport  which pools numerous passengers together resulting
in e� cient vehicle usage [74, 197].

These modes of transport,  however, are no one-size-� ts-all solution. Not everyone can or is
willing  to use a bicycle for daily trips.  Disabilities, unfavorable weather or terrain,  and unsafe
road conditions may preclude a large scale switch to bicycles [173]. Similarly,  conventional
public transport  cannot replace every trip.  Trams and busses operate on � xed networks.
Travelling  from origins or towards destinations outside this network requires the use of a
di� erent mode. This, may add a level of complexity to a daily commute, which many people
are not comfortable with  [90, 111].

One option to satisfy the demand for � exible transportation  might  be ride-hailing services,
like the ones covered in chapter 2. However, taxis existed in cities before the invention of
the automobile and have done little  to curb the rising car-ownership. Even the recent rise of
ride-hailing platforms, which for a long time o� ered more a� ordable trip  fares, did not curtail
the increasing car-ownership [66, 230, 244, 247].

On the contrary, ride-hailing itself in addition  to having no e� ect on car-ownership even
exacerbates tra � c congestion. For every trip  made with  a ride-hailing vehicle, the vehicle
must � rst drive empty to pick up the passenger. This creates additional  tra � c and contributes
to congestion [2, 66, 204].

A  sustainable � exible on-demand transport  mode needs to reduce car tra � c e� ectively.
Ride-pooling may achieve this by combining similar trips  of di� erent passengers into  single
� exible routes. This reduces the required number of vehicles in an on-demand transport
service [4], saves traveled distance [202, 264] and reduces tra � c [124]. Sharing trips,  also
allows trip  fares to be lower, making ride-pooling more a� ordable [107, 137].

4.1.2. Ride-pooling

Fundamentally, ride-pooling operates similar to conventional ride-hailing services. Customers
make transportation  requests usually by using an app, signifying that  they want to  move from
an origin to a destination (see � g. 4.1 top).  A  central dispatcher assigns the request to a
vehicle in the � eet. In  ride-hailing requests, which occur at similar times are assigned to
separate vehicles (see � g. 4.1 bottom  left).  In  ride-pooling, requests may be assigned to the
same vehicle if  their  trips  are similar. Ride-pooling vehicles each have a planned route of stops,
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Transportation Requests

RidepoolingRidehailing

Figure 4.1.: Ride-pooling vs. Ride-hailing. Both present � exible on-demand transportation  services.
Each ride-hailing vehicle can serve passengers only sequentially, whereas in ride-pooling
trips  are shared, which allows one vehicle to serve more customers in the same amount
of time.

consisting of pickup and delivery stops of previously assigned requests. They continuously
work through the planned route, picking up and delivering passengers.

Typically,  an algorithm  matches requests with  vehicles such that  either certain constraints
are satis� ed (e.g. passengers may not be delayed more than � ve minutes) or by � nding the
optimum  of an objective function (e.g. minimize the longest driving  time).  New requests,
that  are assigned to vehicles change the planned routes of the vehicle. Additional  stops may
be inserted or appended to the planned route to pick up and deliver a passenger.

Routes generated by optimization  or constraint satisfaction schemes are challenging to
determine due to the NP-hard nature of the problem [144] and the lack of straightforward
rules governing them. The shape of routes depends sensitively on the exact distances between
points. Any  change may lead to drastically di� erent outcomes [22]. Ride-pooling dynamics
inherit  this level of complexity, but  contain complicated interactions in addition.  Both,
movement of vehicles and assignment of requests, which a� ect the shape of the planned routes,
depend themselves nonlinearly on the con� guration of all planned routes. The interplay
between planned trajectories of vehicles creates a unique dynamical system in ride-pooling,
capable of producing complex collective dynamics.

How complex is ride-pooling as a physical system? Does it  give rise to collective dynamics,
and if  so how do these dynamics a� ect its suitability  as a transport  mode?

In  this chapter we will  approach ride-pooling from multiple  perspectives. First,  we reveal
macroscopic scaling relations that  govern performance metrics such as the waiting  time for
passengers. Then, we turn  to the spatio-temporal dynamics of ride-pooling vehicles, and
reveal microscopic mechanisms in the formation of vehicle trajectories that  ultimately  give
rise to a scaling law connected to the scaling relations found for ride-pooling performance
metrics.

Inspired by our results for the spatio-temporal dynamics of ride-pooling, we � nd a mech-
anism that  governs the spatial distribution  of vehicles in cities that  exhibit  heterogeneous
demand densities.

Finally,  we evaluate the e� ect that  constraints have on ride-pooling systems, and in the
process uncover a paradox, whereby constraining the delay that  passengers experience may
increase the passengers’ average delay.
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4.1.3. Publications

This chapter covers multiple  publications and manuscripts. Some results of section 4.4.2
have been published in [154] in particular  � g. 4.14 is part  of that  publication.  Section 4.4.4
is part  of a manuscript prepared for publication  [162]. Section 4.5 covers the results of a
manuscript submitted [163]. Figures 4.22, 4.25, 4.28 and 4.29 are taken from the manuscript,
while � gs. 4.30, 4.31, 4.33 to 4.36 and D.2 can be found in the respective Supplementary
Material.

The results presented in section 4.6 and section 4.7 may be published separately at a later
date.

[154] Lotze� , C., Marszal� , P., Jung� , F., Manik,  D., Timme, M., &  Schröder, M.  (2023).
Identifying  the threshold to sustainable ridepooling. arXiv  preprint  arXiv:2306.05851.
(� shared � rst authors)

[162] Marszal, P., Manik,  D., Timme, M., &  Schröder, M.  (in  preparation). Self-organized
ine� ciencies in  ride-hailing systems due to hysteresis.

[163] Marszal, P., Molkenthin,  N., Timme, M., &  Schröder, M.  (submitted  2024). Multi-
timescale di� usion in  ridepooling dynamics.

Moreover, the simulation framework presented in section 4.3.3 has been used in several
other publications and theses including [131, 134, 151–153].

[152] Lotze, C., Marszal, P., Schröder, M., &  Timme, M.  (2022). Dynamic stop pooling for
� exible and sustainable ride sharing. New Journal of Physics, 24(2), 023034.

[151] Lotze C. (2023). Collective Dynamics of Ride Sharing Systems with Pooled Stops.
Doctoral thesis. Technische Universität  Dresden, Dresden.

[131] Köhler B. (2023). The Non-Markovian Random Walks of Ridepooling. Master’s thesis.
Technische Universität  Dresden, Dresden.

[153] Lotze, C., Marszal, P., Schröder, M., &  Timme, M.  (2024). Taming travel time � uctu-
ations through adaptive stop pooling. Journal of Physics: Complexity,  5(2), 025001.

[134] Krall V.  (2024). Collective phenomena in  � exible and digitized mobility services. Doc-
toral  thesis. Technische Universität  Dresden, Dresden.
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4.2. Random  walks

In  this chapter we will  make heavy use of statistical  physics methods to study and explain
the dynamics underlying ride-pooling. Among these methods, tools related to random walks
take center stage.

Being the archetypal example of a stochastic process there is scarcely a � eld that  is un-
touched by random walks. In  economics and � nance, random walks are used to model stock
prices [185]. In  computer science, random walks inspired network centrality  measures and
search algorithms [256]. In  biology, random walks are used to understand how proteins and
polymers behave in solution [84], how living  things, ranging from bacteria to blue whales
[12, 28], move, and how genes change over time [101]. Most notably in physics, random
walks were key to understanding, that  our world is made up from tiny  particles, atoms and
molecules [73].

Discrete  random  walks

Random walks can be de� ned on a variety  of metric spaces. Here we focus primarily  on
random walks in two dimensions. A  simple discrete time random walk �x t � R2 is then
de� ned by

�x t+1 = �x t + �bt .

At  each time step t � N a random step �bt � R is made. If  the distribution  of �b does not
depend on the past trajectory  of �x, the random walk is said to be Markovian:

De� nition  6. A stochastic process is said to have the Markov property if

P(�bt |�x t , �x t � 1, �x t � 2, . . . , �x0) = P(�bt |�x t ) .

A  process has the Markov property, if  the probability  distribution P(�bt ) of the next step
only depends on the current state �x t , and not on its history.

The random contribution �bt to a random walk can be decomposed into  a deterministic drift
term ��bt � , given by the expected value of the random jumps, and the random � uctuation
around that  mean �� t = �bt �  ��bt � :

�x t+1 = �x t + ��bt � + �� t .

For the sake of brevity  we consider here ��bt � = 0, also called an unbiased random walk.
A  continuous-time random walk is a generalization of this stochastic process. A  continuous-

time random walker, waits for a certain time between subsequent jumps. This waiting  time,
or sojourn time, is itself a random variable. The position of a continuous-time random walker
at any time is determined by [185]

p(�x, t) =
�X

n= 0

Pn (t)pn (�x) ,

where pn (�x) is the probability  for the random walker to be at �x after n jumps, and Pn (t) is
the probability  for n jumps occurring up to time t.

For a continuous-time random walk to have the Markov property, the distribution  of waiting
times needs to be memory-less. The time that  the walker has already waited cannot have an
in� uence on how much longer it  will  wait.  The only probability  distribution  satisfying this
property is the exponential distribution  with  density,

p(� ) = � e� �� . (4.1)
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Figure 4.2.: Random walks are microscopic models of di� usion processes. a Example of a 2-
dimensional random walk. b The width  of the probability  distribution  of a random
walker increases over time. The probability di� uses.

The stochastic point  process, i.e. the sequence of points in time, de� ned by the sequence of
time intervals each sampled from an exponential distribution  is the Poisson process, which
previously played a minor role in chapters 2 and 3. We will  make use of the Poisson process
extensively here.

For uncorrelated random walks the central limit  theorem [122] guarantees that  for every ini-
tial  condition the probability  distribution  of the location of the random walker asymptotically
approaches a Gaussian distribution N (µt , � 2

t ), with

µt =
t � 1X

n= 0

� � n � ,

� 2
t =

t � 1X

n= 0

D
(� n �  � � n � )2

E
= t · Var [� ] .

For uncorrelated increments the variance of the distribution � 2
t thus grows linearly in time.

The variance of the probability  distribution  is equivalent to the mean squared displacement
(MSD)  of a random walk, if  the distribution  of � is centered around zero:

MSD(t) =
D

(�x(t) � �x(0))2
E

, (4.2)

=

* 
t � 1X

n= 0

� n

! 2+

,

=
t � 1X

n= 0



� 2

n

�

= � 2
t .

Random walks can be viewed as the microscopic mechanism behind physical di� usion pro-
cesses. The probability  distribution  of a random walker approximates the concentration of
many non-interacting particles each performing a random walk and di� using in the surround-
ing medium (see � g. 4.2). There are three types of di� usion processes, which are characterized
via the MSD of trajectories. In  general, the MSD asymptotically  follows a power law in time
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4. Collective dynamics in ride-pooling

[167]:

MSD(t) t ��� K  t � ,

whereK is the generalized di� usion coe� cient. A  particle which moves with  a � xed velocity
in the same direction will  result in 
 = 2, which is ballistic  motion. An uncorrelated random
walk as described above yields 
 = 1, exhibiting  conventional di� usion. For conventional
di� usion the mean squared displacement obeys

MSD(t) t ��� 2d D  t , (4.3)

where d is the dimensionality of the space, and D is the di� usion coe� cient as enployed in
Fick’s laws of di� usion [28].

An exponent 
 
= 1 indicates anomalous di� usion, speci� cally processes with 
 <  1 are
referred to as sub-di� usive, i.e. slower than di� usion, and processes with 
 >  1 are super-
di� usive, i.e. faster than di� usion.

Anomalous di� usion can arise when the jumps of the random walker are correlated, i.e.
� � n � k �  
= 0. Correlations introduce a dependence of the mean squared displacement of the
random walk on the covariance of the jumps,

MSD(t) =
D

(�x(t) � �x(0))2
E

,

=

* 
t � 1X

n= 1

� (n)

! 2+

,

= tVar [� 0] +  2
t � 1X

n= 1

(t � n)Cov [� 0, � n ] ,

t ��� t

 

Var [� 0] +  2
t � 1X

n= 1

Cov [� 0, � n ]

!

.

The asymptotic behavior of the mean squared displacement depends on whether the sum
over the covariances converges. If  it  does, the correlated random walk qualitatively  behaves
like an uncorrelated random walk for long time scales. This fact is used in polymer physics,
where the sum of the covariances determines the persistence length of a polymer, i.e. the
length over which segments of the polymer align [143]. On long length scales a correlated
polymer behaves as an uncorrelated polymer with  segments that  have the length of twice the
persistence length [226].

If  the sum over the covariances does not converge, it  contributes an additional  dependence
on the time, which causes the asymptotic behavior of the MSD to be nonlinear and hence
constitute anomalous di� usion.

On short time scales even a correlated walk with  a persistence length exhibits anomalous
behavior, as the sum changes signi� cantly for small times. Typically,  persistent random walks
exhibit  nearly ballistic  motion on short time scales and become di� usive at long time scales.

The covariance structure of a random walk thus governs its dynamics on every time scale
and is of central interest when studying random motion in every context.

Continuous  random  walks

Random walks can be readily translated into  continuous processes rather than jump processes.
In  the continuum limit  in� nitely  many jumps occur in any given time interval.  Given that
each individual  jump has a � nite variance, the central limit  theorem then demands that  the
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Figure 4.3.: Mean squared displacement of random walks. The mean squared displacement for an
uncorrelated random walk is linear in time (disregarding times on the order of magnitude
of the length of the jumps). Correlated random walks exhibit  ballistic  behavior at short
time scales and di� usive behavior at large time scales.

sum of all stochastic jumps in the timeframe � t, is normally distributed:
Z t+ � t

t
�� dt �  N (0, � t) . (4.4)

Here�� takes the place of the individual  random jumps. �� describes a stochastic process called
Wiener process. It  can be understood as in� nitely frequent and vanishingly weak random
kicks of the system, where the limits  of their  frequency and their  strength are taken such
that  eq. (4.4) holds. A  random walk, or in the continuum limit,  is then described by the
stochastic di� erential equation

d�x
dt

= �  �� .

This di� erential equation describes the most basic form of Brownian motion.
Multiple  formalisms exist for treating  stochastic di� erential equations. We will  not in-

troduce any formalisms in-depth, as the calculus in this chapter is mostly restricted to this
introduction  and the appendix. It  is, however, useful to understand the analytical treat-
ment of random walks to internalize the complex nature of the random walks encountered in
section 4.5. For a more detailed introduction  into  the methods we applied here and in the
appendix we refer the reader to [91] and [252].

As we strive to describe the movement of vehicles, we need to account for the fact that
this movement is not caused by thermal � uctuations of the environment. Cars drive, because
they utilize  stored energy. They are self-propelled. Examples of self-propelled particles are
common in nonequilibrium physics, with  applications across all biological scales [12, 117,
188]. Every living  organism possesses internally  stored energy to drive its movement, making
an understanding of self-propulsion essential for describing these diverse examples. Self-
propelled particle models are also crucial for simulating human behaviors, such as pedestrian
movement [105]. Here we introduce an archetypal example of a self-propelled particle, with
the goal of obtaining an intuitive  understanding of the methods which may be employed to
study such dynamics.
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4. Collective dynamics in ride-pooling

We consider an over-damped1 self-propelled Brownian particle in two dimensions. Its
velocity is given by:

d�x
dt

= v0

�
cos�
sin �

	
,

and its orientation � is the result of random � uctuations,

d�
dt

= a� ,

where� is uncorrelated Gaussian noise with � � (t)� (s)� = � (t � s). Like the correlated discrete
random walk, this active particle exhibits ballistic  motion,

D
(x(t) � x(0))2

E
� t2 ,

on short time scales and di� usive motion,
D

(x(t) � x(0))2
E

� t ,

on long time scales.
To reveal the reason for the transition  between ballistic  motion and di� usive motion we

calculate the velocity autocorrelation of this process. Since the absolute value of the velocity
is constant, the velocity autocorrelation is only in� uenced by the di� erence in the angle � :

1
v2

0
� �v(t) · �v(s)� = � cos(� (t) � � (s))� .

The term

� (t, s) = � cos(� (t) � � (s))� . (4.5)

is also called directional autocorrelation, and it  will  be central to this chapter. Assuming
that  the process is stationary we set s = 0 and use the rotational  symmetry of the problem
to set � (0) = 0. Hence, we only need to consider� cos(� (t)) � .

The quantity cos(� (t)) is itself a stochastic process. As � � uctuates randomly, the alignment
of the direction of the particle with  its initial  direction � uctuates too, only viewed through
a di� erent lens2. We skip over the details of the calculation here and reveal that  the average
of cos(� (t)),  i.e. the directional autocorrelation, is given by,

� cos(� (t)) � = e� a2

2 t . (4.6)

The velocity autocorrelation, thus, decays exponentially with  the time t (see � g. 4.4). The
persistence time � ps of this system is given by

� ps =
2
a2 .

It  captures the approximate time scale at which the motion of the particle transitions from
ballistic  to di� usive, i.e. the approximate location of the in� ection point  of the mean squared
displacement (see � g. 4.3). For small times, t � � ps the particle moves in a consistent
direction (ballistic  motion),  but  after long times t � � ps its direction becomes e� ectively
uncorrelated (di � usive motion).

1The self-propulsion force balances with  the friction  caused by the movement and results in a constant
velocity  modulus of the particle.

2The exact stochastic di� erential equation that  describes how cos(
 (t))  changes over time  can be obtained
in the Ito  formalism,  speci� cally by  applying  Ito’s  lemma [91].
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Figure 4.4.: Trajectory  of an active Brownian particle (left)  and its directional correlation (right).
The solid line depicts the measured directional autocorrelation from the trajectory,  and
the dotted line the theoretical form presented in eq. (4.6).

4.3. Model

Our model of ride-pooling consists of several interlocked components: Requests which are
produced by a stochastic point  process, vehicles, which move deterministically  with  constant
velocity and contain an internal  representation of their  planned future, and a dispatcher,
which assigns requests to vehicles by following an algorithm.  Like the simulation of the
dynamics of electric vehicles in chapter 3, ride-pooling dynamics are event driven, and we
employ event-based simulations to model the system.

Demand  process

One important  source of events is the demand process. Often in transportation  science the
transportation  demand is modelled by agents. The population in a city  might  be approx-
imated by a set of agents, each with  a clearly de� ned schedule along the day, with  agents
starting  at home, driving  to work, returning  from work, going to school, etc. Such models are
typically  used to study congestion patterns in cities because persistent agents allow adapting
route choices by simulating a kind of learning [14, 23, 110, 157]. For the purposes of studying
the dynamics of ride-pooling, such a complicated demand process is unnecessary. Although
ride-pooling passengers can interact,  and these interactions have a critical  impact on the
acceptance of ride-pooling ([225, 254]), they are not the focus of this work.

Rather, we study the dynamics of ride-pooling arising solely from the algorithm,  the topol-
ogy and the transporter � eet. The demand process is modelled as a Poisson process in time
with  rate � . Each request is assigned a random origin and a random destination.

During  this work, ride-pooling is studied predominantly on a two-dimensional Euclidean
space with  periodic boundary conditions (see � g. 4.5). The origin of a request is chosen
uniformly  from the entire space. The destination is chosen from a disc around the origin,
whose radius is at most half the edge length of the Euclidean square. The restriction  of
the destination distribution  ensures that  all directions are equally likely,  and the system is
isotropic.

During  later sections of this work, simulations of ride-pooling on networks are discussed,
where the origins and destinations of requests are chosen uniformly  at random from the nodes
of the network.

4.3.1. Vehicles

Vehicles in the model system carry passengers from their  origin to their  destinations. In  this
model they have in� nite capacity and can carry arbitrarily  many passengers. The choice
of in� nite capacity can be justi � ed, as a limited  capacity e� ectively reduces the number of
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4. Collective dynamics in ride-pooling

Figure 4.5.: Schematic depiction of a request on a 2D torus. The gray area contains all possible
destinations for the request.

vehicles in the system, as some vehicles are full and are not available to serve new requests
as discussd in [262].

Vehicles drive with  constant velocity and start  a simulation without  any passenger sched-
uled at random locations in the considered topology. Each vehicle has a planned route,
which evolves over time as requests are assigned to a vehicle. The planned route consists of
the sequence of stops, be it  pickup or delivery stops, that  the vehicle will  drive towards. If
the planned route of a vehicle is empty, it  will  simply remain at its location and wait  for a
passenger to be assigned to it.

4.3.2. Algorithm

One of the most active areas of ride-pooling research is the development of dispatching
algorithms. Many algorithms use a batch approach, where requests are gathered for some
time and then assigned to vehicles at once.

An important  batching algorithm  has been published by Alonso-Mora et al. [4] who map the
assignment problem onto two graphs, and assignments are the result of an optimal  covering
of these graphs. Since its publication  in 2017, several improvements have been made [75, 77,
82, 201]. However, this algorithm  is still  computationally  taxing, because entire previously
planned routes can be changed by future information,  resulting in a large search space, when
the � eet size and the demand is large.

In  practical settings, waiting  seconds for the assignment of a few passengers to a vehicle
is not a problem. For large scale simulations of ride-pooling systems under di� erent set-
tings, such assignment times make scaling analyses di� cult.  This work considers a simpler
parameter-free heuristic algorithm.

Assignments are made on-line as requests occur, i.e. without  batching. Instead of costly
recomputation of all pre-planned routes, routes can only be modi� ed by the insertion of new
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Figure 4.6.: The model algorithm minimizes the vehicle planned route length after assignment.
Shown are schematic planned routes of three vehicles. Green dots denote pickups, blue
dots deliveries. The further  to the right  a stop lies, the later it  is planned to occur.
When a new request appears, the best insertions of its pickup (orange) and delivery
(red) stops is found for each vehicle. These insertions would lead to changes to the
planned routes of each vehicle indicated by the dotted lines. Then out of all vehicles
the one which has the shortest planned route is chosen.

stops3. When a new request occurs, � rst for each vehicle the best possible way to include
that  request in the planned route is found using brute force. Inserting the origin and the
destination into  the planned route should minimize the additional  distance travelled by the
vehicle. Figure 4.6 visualized this process.

After  determining the hypothetical modi� ed planned routes, the vehicle with  the shortest
planned route, i.e. the vehicle which will  � nish all its assignments the earliest, is chosen as
the vehicle to serve the new request.

In  a later section the model algorithm  is extended to include constraints on the allowed
delay for passengers, the particulars of which are discussed in section section 4.7.

4.3.3. Simulation  framework

The simulation framework is written  in C++  and built  up in a modular fashion with  modules
encoding the behavior and properties of the fundamental building  blocks of a ride-pooling
system. We illustrate  the simulation framework with  a � owchart in � g. 4.7.

Topology The topology module includes distance calculation and path calculation on the
simulated topology.

Demand process The demand process generates the times, origins and destinations of trans-
portation  requests. It  can either procedurally generate them in a simple fashion, or may read
existing request events from a � le. The latter  has the advantage that  real world data can be
used to generate requests or alternately complex demand patterns may be generated sepa-
rately from the simulation.

Vehicles The vehicle module contains the state of a vehicle, position, speed, current carried
passengers and its planned route. It generates events related to a state change of the vehicle
which are: Arrival (the physical arrival  of the vehicle at a location), Departure (the departure
from a location), Wait and Resume(mark forced idle times of the vehicle such as a stop time
to pick up a passenger),Pickup (the pickup of a passenger) and Delivery (the delivery of a
passenger). The planned route of a vehicle consists of a sequence of these events.

Dispatcher The dispatcher module manages the assignment of a request to a vehicle. Here,
the assignment algorithm  � nds the optimal  assignment of a request given the current planned
routes of the vehicles. Upon assignment an Assignment event is generated and the planned
route of the chosen transporter is modi� ed according to the insertions determined.

3As opposed to the reordering of entire routes.
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Figure 4.7.: Overview of the event loop of the simulation framework. The request/demand process
generates requests consisting of appearance time, origin and destination. The event
queue determines the next event to occur, i.e. the earliest event. If  the event is a
request appearance, the request is assigned with  the algorithm and the planned route of
the vehicle is updated. Then a new request is generated. If  the next event is a vehicle
event, such as arrival,  pickup, delivery or a departure, only the planned route of the
vehicle is updated. Each event is written  out to an event log for analysis.

Event loop The event loop manages the time evolution of the simulation. It  is shown in
� g. 4.7. Events change the system state, i.e. vehicle positions and planned routes. New
events may be generated from previous events: a request event will  lead to an assignment
event, which will  add arrival,  departure, pickup and delivery events to the planned route of
a vehicle. The event queue is a priority  queue containing only the earliest events scheduled
in the planned routes of the vehicles and the next request event. Because the assignment of
a request may change the � rst event in the planned route of a vehicle, the event queue is
updated after each assignment.

Event log Each event that  occurs in the simulation is saved in an event log, detailing the
history of the simulation. While essential observables can be computed during the simulation,
the event log allows more detailed analysis afterwards.
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4.4. Scaling  relations  of  ride-pooling

Here we introduce a number of important  macroscopic performance metrics of ride-pooling
and expose their  scaling behavior. We highlight  the similarities between ride-pooling and
queueing systems and reveal a hysteretic transition  in conventional ride-hailing services, i.e.
taxi  services. While individual  scaling laws have been described elsewhere in [168, 262],
here we give a comprehensive overview over many key performance metrics and their  scaling
behaviour and expose how these scaling laws relate to each other.

4.4.1. Vehicle  utilization  metrics

Occupancy Ride-pooling, being a transport  mode embedded into  the already complex land-
scape of human mobility,  is studied with  respect to a large amount of di� erent measures. Since
its central goal is to combine trips  of individual  passengers, it  is critical  to identify  observables
which capture how this goal is achieved. The occupancy of ride-pooling vehiclesO captures
this aspect to a limited  extend. If  there are two passengers in a vehicle, i.e. the occupancy
is two, then two trips  are necessarily shared. Averaging the occupancy of ride-pooling vehi-
cles over time and vehicles hints at an overall ability  of the ride-pooling system to combine
trips.  The occupancy is often used to quantify  the performance of ride-pooling systems and
companies, and has been even included as a central variable used to classify transportation
providers [109, 187].

The occupancy alone, however, is hardly able to completely describe the performance of
ride-pooling. A  trivial  example for why occupancy alone is an inadequate measure of ride-
pooling e� ciency, is that  if  a large number of passengers is picked up, and simply never
delivered, the occupancy of the ride-pooling system would be high, but  it  would not be a
very good transport  service.

Assignancy Similar to the occupancy, the assignancyA is a measure of how many passengers
are assigned to each vehicle. Rather than counting only passengers, which have been already
picked up by a vehicle, the assignancy also takes into  account passengers which have been
scheduled to be picked up in the future. While the assignancy does not indicate whether
trips  are shared, it  does indicate how many passengers are still  waiting  to arrive at their
destination. In  [168] the assignancy has been used to � nd universal scaling relations for the
e� ciency of ride-pooling.

An analogue to the assignancy in queueing theory is the queue length. The queue length
is the number of customers waiting  to be served, the assignancy is the number of passengers
waiting  to be delivered. The chief di� erence between the assignancy in ride-pooling and the
queue length in queueing theory is that  a single bus can serve multiple  customers at once as
the central mechanism of ride-pooling means that  trips  overlap.

Little’s  Law for  Ride-pooling The similarity  between assignancy in ride-pooling and the
queue length in queueing theory becomes even more apparent as it  is possible to derive Little’s
Law for ride-pooling.

During  the average service time � ts� , i.e. the time from the request being made to the � nal
delivery of the passenger, the number of new requests which occur is given by � � ts� . This
matches the average number of passengers that  are in the system at any given time. Per
vehicle, we � nd that  the average number of passengers scheduled along the route of a vehicle
is

�A � � =
�
B

� ts�
� . (4.7)
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Figure 4.8.: The occupancy and assignancy satisfy v
eq. (4.8). This is even the case when the
request rates � B , suggesting a more general
here. The ride-pooling system considered
with  a maximum requested distance of 1/2.

� A � denotes the average assignancy of a transporter. The average of the assignancy is a long
term average over time, while the average of the service time is an average over the requests
which occur in this time. The asterisk represents the fact that  Little’s  Law holds only for a
steady state, when the average over some large time interval  of quantities does not change
over even longer times.

A  similar expression can be derived for the average occupancy, i.e. the average number of
passengers inside a bus at any given time [168],

�O � � =
�
B

� td� � , (4.8)

where � td� denotes the average driving  time of requests, i.e. the average time a request
spends inside a vehicle. Going forward we will  omit  the asterisk, and all averages are to be
understood as the expected values of the steady state of a ride-pooling system4.

While a combination of assignancy and occupancy does not conclusively determine the
performance of a ride-pooling system, it  can indicate poor performance. For example a
taxi  system, in which only one customer can be served at a time will  have a small ratio
�O � / �A � = � td� / � ts� , as customers spend only a small amount of time being driven and most
time is spent waiting.  Waiting  time might  be more undesirable than the same delay incurred
while driving  [181, 209], but  studies examining the perceived inconvenience of waiting  time
and driving  time often are restricted to conventional line transport,  and the results may not
translate to ride-pooling.

Scaling in one dimension The connection between the assignancy and the service time in
the system allows predictions on how the assignancy, or the occupancy, will  scale asymptot-
ically, with  the request rate � in speci� c topologies and some simple algorithms. Consider

4From  our simulations the expected values are determined as averages over time,  vehicles and often also over
separate simulations with  the same parameters. Whether  a simulation  reached a steady state is determined
using the method described in [52] based on maximising  the number of uncorrelated measurements of the
assignancy.
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Figure 4.9.: Scaling of the assignancy and occupancy for two di� erent algorithms on the one dimen-
sional torus. a The average assignancy, i.e. the number of assigned requests per vehicle.
b The average occupancy of vehicles, i.e. the number of passengers in a vehicle. An
algorithm which minimized the arrival  time for passengers, without  delaying previously
assigned passengers, prohibits  additional  delays. On a ring, this prevents vehicles from
switching driving  directions. Thus, service times and driving  times are independent of
the request rate � , and the assignancy and occupancy grow linearly with  the request
rate. An algorithm that  allows detours for previously assigned passengers, gives rise to
service times, which depend on the request rate and therefore, to an assignancy and
occupancy which scale nonlinearly with  the request rate � .

the algorithm  used in [168] on a ring. This algorithm  assigns new requests to busses such
that  their  arrival  time is minimized, under the condition that  no already assigned passenger
is delayed.

Such a setting creates trajectories, which rarely change direction on the torus, and instead
drive continuously in the same direction. Thus, new passengers can be assigned without
detours, and waiting  times are bounded by the time it  takes a vehicle to ful� ll  a complete
circle. The average service time � ts� =  const. and the average assignancy�A � will  scale
linearly in the request rate � g. 4.9.

Using the algorithm  described in section 4.3.2, which delays already assigned passengers
if  it keeps the system � nishing time small, detours strongly a� ect the scaling. Because each
additional  request can delay previously assigned but  not yet delivered requests, the average
service time � ts� increases with  increasing request rate. In  turn  the assignancy scales super-
linearly with  the request rate in accordance with  eq. (4.7) (see � g. 4.9).

Scaling behavior depends on the speci� c algorithm  used, and will  complicate advances to
derive a general scaling relation. While we will  study scaling laws for one particular  algorithm,
the microscopic mechanisms we describe in sections 4.5.3 and 4.7.4 are much more general
and can be found in other algorithms as well.

We will  touch upon the di� erences in algorithms, in particular  the in� uence of constraints
on ride-pooling performance in section 4.7. We will  see that  the choice of algorithm  will
in� uence which microscopic mechanisms dominate the dynamics. For now, we keep to the
algorithm  described in section 4.3.2 and all simulations are performed using this algorithm
unless explicitly  stated otherwise.

Scaling of assignancy in two  dimensions In  Euclidean space, the assignancy exhibits sig-
ni� cantly di� erent scaling behavior (see � g. 4.11). The assignancy, and the occupancy both
show exponents larger than two, which suggest, that  there is some relation between the
dimensionality of the underlying topology, and the dynamics of ride-pooling.

A  rough estimate for the scaling of the assignancy can be derived from the known behavior
of solutions to the many vehicle routing  problem (MVRP)  in two dimensions. There exists a
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Figure 4.10.: Stops per bus N / B are proportional  to the assignancy

general approximation for the behavior of the total  distance L driv travelled by all B vehicles
in a vehicle routing  problem with N total  stops [3],

L driv
N ��� k1

N � B
N

�
� N + k2

r
�
N

+ kB B . (4.9)

Here k1,k2 and kB are constants which depend on the speci� c topology of the problem. �
denotes the area over which the stops are distributed.

We relate this estimate for a many vehicle routing  problem to a ride-pooling system by
expressing the total  number of scheduled stopsN in terms of the parameters of a ride-pooling
system.

We consider a snapshot of the ride-pooling system at a moment in time. At  this time, all
vehicles have some planned route, which in the best case scenario minimizes the total  driven
distance L driv while serving N stops.

The number of scheduled stops N is bounded from above by twice the number of requests
currently  assigned in the system, because for any assigned request at most two stops can be
planned, a pickup stop and a delivery stop. Empirically  one � nds the number of stops N in
the system to be proportional  to the assignancyA of vehicles in the system (see � g. 4.10).
Thus, we express the total  number of scheduled stopsN as a linear function of the assignancy
and the � eet size,

N = cAB , (4.10)

for some constant c � 2. In  � g. 4.11 we observe that  the assignancy grows with  the request
rate � . For large A , i.e. large N , the � rst term in eq. (4.9) dominates the expression, and
the other two can be neglected. Replacing N and considering only the � rst term in eq. (4.9)
we obtain,

L driv
A ��� k1

cA  � 1
cA

�
c� A

1
2 B

1
2 . (4.11)

We demand that  the system is in stationary and thus during the time it  takes to drive the
planned route L driv / B there should be N new stops appearing on average, such that  the
planned route length remains constant:

N = cAB != 2�
L driv

v B
.
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4.4. Scaling relations of ride-pooling

Figure 4.11.: Scaling of the assignancy and the 
quadratically  with  the request rate
tion.

Inserting this into  the eq. (4.11) yields

cAv B 2

2�
A ��� k1

cA  � 1
cA

�
c� A

1
2 B

1
2 ,

A
1
2

� ��� k1
�

c�
2�

cv B
3
2

,

�  A � ��� k1�
4� 2

cv2B 3 . (4.12)

This is the baseline scaling we would expect from a service which optimizes the order and
distribution  between vehicles of all scheduled stops to minimize the driven distance. Online
ride-pooling, however, does not behave as optimally.  Firstly,  there are constraints on the
routes: Passengers cannot be delivered before they have been picked up. This directionality
of the requests reduces the number of possible assignment options and may a� ect how the
assignancy scales.

Secondly, online ride-pooling does not have all the information  about future points, which
leads to ine� cient route planning, when compared to a MVRP  solution. Thus, actual ride-
pooling will  exhibit  scaling behavior that  is worse, i.e. a faster growing assignancy, than
this estimate suggests. Figure 4.11 shows that  in fact the minimal  � nishing time algorithm
produces a scaling of the assignancy with  an exponent larger than two, i.e. worse than the
scaling of a similar MVRP  solution, whose scaling is depicted as a dotted line.

Length-  and timescales We have seen the scaling of the assignancy with  the request rate
� . How does the assignancy change when the distances travelled change? In  the ride-pooling
system itself only the time between events, such as pickups, requests and deliveries matters.
Thus, disregarding some solely distance based constraints that  could be implemented, dis-
tances only occur in conjunction with  velocities, such as the vehicle speedv. Important  for
ride-pooling, as suggested by Little’s  Law, is only the product of the request rate � and the
characteristic time scale of service resulting from the typical  distance and the vehicle velocity
� � � / v. A  uniform change in all distances involved can be compensated for by a change in the
request rate � (see Figure 4.12).
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4. Collective dynamics in ride-pooling

Figure 4.12.: Assignancy of 
with  three busses.
a� ect the dependence
to a change in the
request and the travel time matters. Thus, rescaling the request rate with  the length
scale� of the system leads to a collapse of the assignancy curves.

Scaling with  � eet size The scaling relation for MVRP  solutions eq. (4.12) also states how
the assignancy scales with  the � eet size,

A � ��� k12�
� B

v2 B � 1 .

Here � B = � / B has been introduced to consistently compare di� erent system sizes. Fig-
ure 4.13 shows how the assignancy changes when the � eet size is changed. In  contrast to the
MVRP  solution, the actual scaling obtained from the simulations is close to

A � B � 1
2 ,

a comparatively slow decrease with  increasing � eet size.

4.4.2. Load  and  sustainability

Ride-pooling aims to reduce the number of vehicles on the road, by combining similar trips.
Ideally, ride-pooling would replace trips  that  people would otherwise make with  their  own
private vehicle. The relative distance travelled L̃ in a ride-pooling system is one way to
quantify  these systemic distance savings. It  is given as the distance travelled by the entire
ride-pooling � eet L driv in a given amount of time divided by the distance requested by all
the passengers served during this time L req.

Naively one would expect that  if  the occupancy is larger than one, then, since trips  are
shared, the ride-pooling system should lead to less distance travelled compared to every re-
quest driving  individually.  Figure 4.14a however shows that  this is not the case. Depending
on the � eet size, a ride-pooling system might lead to more distance travelled even if  the
occupancy is larger than one. Vehicles drive additional  distance just  to pick up passengers.
This e� ect also a� ects ride-hailing services and contributes to ride-hailing increasing conges-
tion  [2, 66]. In  ride-pooling this additional  distance may be incurred while passengers are
in the vehicle, thus increasing the average occupancy. In  contrast to ride-hailing, the e� ect
diminishes at high transportation  demand. At  high demand, the bene� ts of sharing trips,  i.e.
distance saving through the combination of trips, outweigh the additional  distance incurred
through pickups.
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Figure 4.13.: Larger � eets lead to fewer scheduled 
show a behavior of A  � B � 1 ride-po
cause the assignancy is proportional  
this means increasing the � eet size in
performance than in a comparable full

Figure 4.14.: It  is not possible to conclude how much distance is saved using the occupancy alone. a
Even if the average occupancy is larger than one, and trips  are shared, the ride-pooling
system may still  drive more distance, and produce more tra � c, than private vehicles
would. b The load q adequately describes the transition  point  at which ride-pooling
saves distance travelled compared to private cars.
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4. Collective dynamics in ride-pooling

In  [154] we show that  a better indicator  of the distance travelled by a ride-pooling system,
is the load q de� ned to be the ratio  between the requested time by passengers and the
serviceable time available to the entire system

q =
requested time
available time

.

In  a simple system, where passengers on average want to travel a distance � � � and the B
vehicles have a constant travel speedv, this results in the load

q =
� 	 � 


v T
B  T

=
� � � �
v B

.

Here T is a sample time, chosen large enough such that  the use of the average requested
distance � � � is justi � ed.

The load can be extended to cases where vehicles are periodically rebalanced, have down-
times and where passenger pickups and deliveries cause � xed delays, called stop times � s here
[154].

Stop times, for example, can be taken into  account in the following way. Every request will
generate two stops in the system, each will  cause a vehicle to stand still  for � s. In  contrast
to the driving  times, the stop times can not overlap, i.e. they can not be parallelized. Each
request will  reduce the available time of the ride-pooling system by 2� s. The expression for
the load taking this reduction into  account is given by,

q =
� T 	 � 


v

T B � 2� T � s
,

=
� � � �

v B � 2v �� s
. (4.13)

A  major di� erent between ride-pooling systems with  stop times and without,  is that  the
former system can overload. For the certain combinations of the request rate and the stop
time the load diverges, and the system can not serve all incoming requests.

Figure 4.14b shows, that  not only does the load predict when a ride-pooling system becomes
more sustainable than private vehicle travel, at q = 1, it  also correctly describes the functional
form of the ratio  of distance travelled and distance requested. The requested distance is
� T � � � , and the distance travelled is the available time multiplied  by the vehicle velocity
v T(B � 2�� s), if  vehicles are busy all the time. Thus, the load is nothing else but  the inverse
of the relative distance travelled L̃

L̃ =
L driv

L req
,

=
v T(B � 2�� s)

� T � � �
,

=
1
q

. (4.14)

This relation holds when every vehicle is busy, i.e. serving passengers all the time. At  small
loads q <  1 this is generally not true. Firstly,  here ride-pooling is not strictly  necessary, and
a taxi  service without  any sharing is capable of serving the requests as well. Secondly, at very
low request rates and therefore loads, vehicles will  remain idle for large amounts of time.

There is a critical  load qc at which vehicles in the system become busy all the time. The
dynamics of the ride-pooling system at this point  transition  from taxi-like  service to actual
ride-pooling. Consequently, we refer to it  as the (ride-)pooling transition.  And the regime
q > qc is referred to as the pooling regime. The exact value of qc depends on the scale of the
system and occurs at larger loads the larger the � eet sizeB is.
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Because the � eet size B , or equivalently the absolute value of the request rate � , a� ect
the dynamics of the ride-pooling system even when the load q is kept constant, at least two
parameters are necessary to describe the dynamics of ride-pooling. Thus, we will  consider
the load q and the system scale, represented by the � eet sizeB , as the two main parameters
in ride-pooling, and we will  investigate the spatio-temporal dynamics of ride-pooling with
respect to these two parameters.

4.4.3. Service  quality:  Waiting  time,  delivery  time  and  delay

In  contrast to the systemic quantities such as the assignancy and the occupancy, the observ-
ables most pertinent  to ride-pooling customers are the waiting  time, the service time and the
delay they experience during service.

The service time has been shown to be connected to the assignancy (and the waiting  time
to the occupancy) via Little’s  Law (see section 4.4.1). The empirical scaling of the service and
waiting  time can thus be calculated from the scaling of the assignancy and the occupancy
shown in � g. 4.11. Both  exhibit  exponents in the request rate � larger than one, which
implies, that  the perceived service quality  decreases when the demand for transport  is large.
Although  combining trips  becomes more likely  as the demand increases, on the Euclidean
plane, combining trips  always leads to detours that  vehicles take, which negatively a� ects
the service time.

The total  delay � is the di� erence between the service time ts and the direct travel time t r ,
which a passenger would experience if  they used their  own vehicle. It  includes the waiting
time tw , as well as the detour made along the route,

� = td + tw � t r , (4.15)

�̃ =
�
t r

.

Here �̃ denotes the relative delay experienced by the passenger.
Generally, if  the delay is not constrained by the algorithm,  no general way to calculate it

from the system parameters is known. It  is, however, possible to determine the delay for the
simple limiting  case of q � 0, when sharing of trips  becomes very unlikely.

At  loads close to zero, the driving  time td will  match the requested distance exactly, and
the delay is caused only by the waiting  time tw . For any algorithm,  which minimizes the
delay � , the waiting  time tw will  be determined by the distance of the closest vehicle to the
passenger origin. The distance to the closest vehicle depends on the distribution  of vehicles
on the topology. Rebalancing algorithms seek to distribute  vehicles in a region such that  the
waiting  times are minimized [241]. If,  however, no rebalancing occurs, one can assume that
vehicle positions match the destination distribution  of the request process after long enough
times. In  this case the expected value of the waiting  time tw can be obtained by computing
the � rst order statistic  (distribution  of the minimum)  of the distance distribution  between
the random origin point  of a request and B random locations of the vehicles. The explicit
calculation for a circle has been performed by me in [161]. A  general calculation follows.

Let � (s) where s � [0,smax ] be the probability  distribution  of the distance, between a
randomly chosen request origin point  and a randomly chosen vehicle location5. If  there are
B vehicles with  independently chosen random locations, and the topology is homogeneous
(there are no boundary e� ects) then, one can obtain the distribution  of the minimum  distance
� 1(s) of a request origin to B vehicle locations by adhering to the following calculation.

The probability P(s, � s) that  the nearest vehicle to the request origin is in the interval
[s � � s, s] is given by the product of the probability  that  exactly one vehicle falls into  this

5The distribution  of the distance depends on the distribution  of the randomly  chosen points, but  is not
central to the argument presented here.
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interval  and all others are further  away6:

P(s, � s) = B
Z s

s� � s
� (s�)ds�

� Z smax

s
� (s�)ds�

	 B � 1

.

A  factor of B accounts for the interchangeability between vehicles. In  the limit � s � 0 one
obtains the probability  density of the distance to the nearest vehicle,

� 1(s)� s = B  � (s) (1 � � (s))B � 1 � s , (4.16)

where � (s) =
Rs

0 � (s�)ds� denotes the cumulative distribution  of the distance s. The average
waiting  time � tw � = � � p� / v in the limit q � 0 can be calculated from this distribution  by
averaging,

� � p� =
Z smax

0
� p� 1(� p)d� p

= B
Z smax

0
� p� (� p) (1 � � (� p))B � 1 d� p .

Using,

d
d� p

(1 � � (� p))B = � B  � (� p) (1 � � (� p))B � 1 ,

we can partially  integrate to obtain,

� � p� =
Z smax

0
(1 � � (� p))B d� p

=
Z smax

0
eB ln(1� � (� p ))d� p .

For large values of B only the smallest distances� p contribute  to the integral. In  this case
one can expand the term in the exponential,

� � p� =
Z smax

0
eB ( � � (0) � p +1/2( � (0) � d

ds � (s)|s= 0
)� 2

p + ··· )d� p .

As B �  � only the � rst non-vanishing term of the expansion contributes to the integral. For
distance distributions  in d-dimensional continuous topologies the � rst non-vanishing order of
the expansion will  be proportional  to � d

p. This is because for small � p the measure of points at
the distance � p matches the surface of a d-dimensional sphere, i.e. � (� p) � � d� 1

p , as � p � 0.
Upon integration7 of the approximation to the � rst non-vanishing term the average pickup
distance � � p� scales as

� � p�  � B � 1
d . (4.17)

Networks. On networks, however, when there is a � nite probability  for any vehicle to be
exactly at the same position as the request origin � (0) >  0, the average pickup distance
decreases faster than a power law in B .

� � p�  � B  cB � 1
x , as B �  � .

Here, cx <  1 comes from the cumulative distance distribution  and depends on the request
origin x and the distance to its nearest neighbor. A  derivation of this scaling can be found
in appendix D.1.

6The calculation  is similarly  possible for non-homogeneous topologies, in which case the distance distribution
� (s; �x) depends also on the location.  For the sake of brevity  this  case is not  considered here.

7The integration  involves the substitution  of � ( d� 1) B  � d
p 7� u, and results in the sought after factor B � 1/ d

as well as a Gamma function.
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Euclidean plane. On the Euclidean plane the waiting  time tw is proportional  to B � 1/2 . The
distance that  vehicles drive to pickup passengers contributes to the relative driven distance
L̃ when the load is small q <  1, which accounts for the di� erences in the driven distance at
low loads seen in � g. 4.14. The � eet size impacts the dynamics of ride-pooling separately
from the load q. The � eet size strongly impacts the number of options from which any opti-
mization algorithm  can choose, and therefore needs to be taken into  account when studying
the dynamics of ride-pooling.

Even though the above arguments only consider the limiting  case of q � 0, the calculations
reveal an essential mechanism in ride-pooling connected to the � eet size. The larger the � eet
size, the more options there are for the assignment of a request to a vehicle. With  more options
better assignments can be found, and the delay should therefore follow order statistics, with
distributions  taking forms similar to eq. (4.16).

4.4.4. Waiting  time  and  ride-hailing  hysteresis

The dependence of the pickup distance on the � eet size does not only occur in ride-pooling
but  is a central part  of the dynamics of a ride-hailing system. Here we brie� y reveal that  the
dependence of the pickup distance on the number of vehicles gives rise to a hysteresis loop
in ride-hailing, that  may severely a� ect the performance of such a service.

Like in ride-pooling, ride-hailing services receive transportation  requests from customers
and assign vehicles to pick up those customers and drive them to their  destination. In  contrast
to ride-pooling, ride-hailing services typically  do not plan trips  far into  the future. Platform
services, like Uber, do not know which drivers are available or will  accept a request before
that  request is made. Instead, requests are assigned to the closest idle vehicle. If  no vehicles
are idle, requests enter a queue and will  be assigned to the next vehicle that  becomes available
according to a � rst-in- � rst-out  policy.

Like in ride-pooling the service time for a ride-hailing system consists of two parts, the
drive time td, which is � xed for each request, as no detours are made, and the waiting  time
tw , which is determined by the distance � p between the vehicle and the request origin when
the request is assigned.

The pickup distance� p, depends on the number of available vehiclesB idle , i.e. idle vehicles
which are currently  waiting  to be assigned a request, obeying the scaling relations derived
above in eq. (4.17). The service time ts = td + tw is thus coupled to the utilization  of the
ride-hailing system. We show how this coupling gives rise to two steady states of the system
dynamics that  in turn  lead to a hysteresis loop in ride-hailing (see � g. 4.15).

We simplify  the state of the system by employing a mean-� eld description, averaging over
the spatial distribution  of vehicles and requests in the system. This reduces the state of the
system to only the average number of idle vehicles�B idle � and the number of requests in the
queue�C� .

The number of idle vehicles �B idle � , decreases over time as new requests appear with  the
request rate � . Simultaneously, new vehicles become idle as they serve passengers. The rate
at which vehicles become idle is given by the the number of busy vehicles and the rate at
which they � nish serving requests� ts� � 1.

The mean-� eld rate equation for the fraction of idle vehicles is then given by,

d�B idle / B �
dt

= �
�
B

+
1

� ts(B idle )�

�
1 �

B idle

B

	
.

Similarly,  the average number of requests in the queue is described by

d�C/ B �
dt

=
�
B

�
1

� ts(B idle )�
.
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Now consider a system with  an in� nite number of vehiclesB �  � . When there is any
� nite fraction of vehicle idle B idle / B >  0, the pickup distances vanish, i.e. tw � 0.

In  this case the rate equation for the number of idle vehicles is given by,

d�B idle / B �
dt

= �
�
B

+
1

� td�

�
1 �

B idle

B

	
.

By using the load as de� ned in eq. (4.13), this equation can be rewritten  as,

d�B idle / B �
dt

=
1

� td�

�
� q +  (1 �

B idle

B
)
	

.

When q <  1 this rate equation has a stable � xed point  at

B idle / B = 1 � q, (4.18)

matching the queueing theoretic interpretation  of q as the utilization  of a queueing system
[55]. The rate equation of the queue length conversely yields,

d�C/ B �
dt

=
1

� td�
(q � 1) <  0 ,

showing that  any existing queue would vanish over time, and, since the queue length cannot
decrease below zero, there is no queue at this � xed point.  When the load q is smaller than
one, there exists a � xed point  of the system in which vehicles are idle and there is no queue.
This is the operating state of the ride-hailing system.

At q >  1 this � xed point  disappears, as the fraction of idle vehicles cannot fall below 0.
Instead, the queue length �C� grows,

d�C/ B �
dt

=
1

� td�

�
q �

1
1 + tw(1)/ td

	
>  0 .

Starting  from a point  in which there are no idle vehicles, we obtain a rate equation for the
fraction of idle vehicles as,

d�B idle / B �
dt

=
1

� td�

�
� q +

1
1 + tw(1)/ td

	
.

For

q >
1

1 + tw(1)/ td
,

the change of the fraction of idle vehicles is always negative. This leads to a self consistent
state, in which there are no idle vehicles. We call this state the overloaded state, because
all vehicles are fully  utilized.  Below the threshold q < (1 + tw(1)/ td) � 1, the number of idle
vehicles grows over time. This means that  the assumption of no idle vehicles for such low
loads is not correct. In  fact, the overloaded state does not exist for these loads.

This leaves a range of loads

1
1 + tw(1)/ td

< q <  1 ,

where both states coexist. These states exist even for � nite numbers of vehiclesB < � , and
give rise to a hysteresis loop depicted in � g. 4.15.

When the demand � uctuates over time, the load parameter q changes with  it.  Periods
of increased demand can drive the system from the operating state with  idle vehicles into
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Figure 4.15.: Hysteresis loop in ride-hailing systems.a The number of idle vehicles�B idle � determines
the service time of the system. �B idle � is a linearly decreasing function of the load
q. b When the system overloads, i.e. all vehicles become busy, the queue length C
of requests waiting for assignment grows linearly in time. Shown here is the queue
length �Cqueue � normalized by the total  number of requests made�C� . The system can
overload through random � uctuations (which are stronger the lower the total  number of
vehicles), once overloaded the growing queue length prevents the system from returning
to the operating regime. Only if the load reduced below q = 1/2,  can the system return
to an operating state in which there are idle vehicles.

the overloaded state, with  a growing queue. This locks the system in this state, even if  the
demand decreases to its original level afterwards. In  order to force the ride-hailing system
back into  the operating state, the load needs to be decreased far enough, such that  the
overloaded state ceases to exist, i.e. q < (1 + tw(1)/ td) � 1.

Simulations using taxi  trip  data in New York,  highlight  this fact (see � g. 4.16). The demand
in Manhattan  � uctuates over the day (see � g. 4.16b). Fluctuations in the request rate, but
also the distribution  of the requests in space, can force the system into  overload. This is seen
in � g. 4.16c, where in response to a small increase in the request rate on a Saturday night,
the number of idle taxis drops to zero suddenly. It  then remains in this overloaded state,
despite the request rate decreasing below its original value. Taxis only start  to become idle
again, when the request rate drops even further.  Plotting  the fraction of idle taxis against
the hourly averaged request rate, reveals the hysteresis loop of the system (see � g. 4.16d).
For the majority  of the day the fraction of idle taxis follows the curve given by eq. (4.18), i.e.
the � xed point  of the dynamics corresponding to the operating state. During  the afternoon
the request rate increases and the number of idle vehicles drops to zero. The system only
returns to the operating state once the request rate drops to less than half of its maximum.

Because the overload of a ride-hailing leads to longer waiting  times for passengers and
less throughput  for a ride-hailing operator, ride-hailing platforms attempt  to avert it.  They
employ dynamic pricing to both incentivize drivers to seek out in-demand regions, decreasing
the load by increasing supply, and to nudge passengers to postpone their  trips,  smoothing
out sharp peaks in the demand.

In  appendix A  we discuss other measures that  can mitigate  the impact that  overloading
can have on the system. Ride-pooling, the main topic of this chapter, circumvents this issue
entirely. Because in ride-pooling trips  are shared, vehicles never become unavailable. New
requests can always be assigned to the planned route of a ride-pooling vehicle. In  this sense,
ride-pooling, at least when there are no stop-times, and the capacity of vehicles is unbounded,
cannot overload. Later, in section 4.7 we will  showcase how ride-pooling may nevertheless
exhibit  hysteretic dynamics when the assignment algorithm  works with  constraints.
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Figure 4.16.: Hysteresis in Manhattan  Taxis. a Heatmap of request origins from historic taxi  data
in Manhattan  (all  trips  in the � rst half of 2016). b time series of the fraction of idle
taxis and the empirical request rate for a week of requests in March 2016. c Zoom in
on a two days in b. d Fraction of idle taxis plotted against the rate of requests. At
high request rates, which occur during the evening rush hours, the system overloads,
and only returns to the operating state with  idle vehicles, once the request rate drops
during the night.
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Figure 4.17.: Scaling of the average waiting time. a Scaling of the waiting time with  the load q.
The waiting time grows super-linearly with  the load q once the load is large enough
for trip  sharing to occur. b The waiting time decreases with B � 0.58 , when the load is
kept constant. Very small loads, describe a system where few trips  are combined and
thus obey di� erent scaling laws.

4.4.5. Service  quality:  Scaling  with q and B

We return  to the ride-pooling system. While we observe no hysteresis in an unconstrained
ride-pooling system, the dependence of the service time on the system state, especially the
� eet sizeB , introduces collective e� ects. The scale of a ride-pooling system matters.

Intuitively,  the most important  performance metric appears to be the time to delivery for
any request, or its delay. However because the delay consists of two parts, the detour and
the waiting  time, and both of these depend on the � eet size and the load in di� erent ways,
it  is sensible to study them on their  own.

We � nd that  both the waiting  time and the detour incurred while driving  follow di� erent
scaling laws in both the load q and the � eet sizeB (see � gs. 4.17 and 4.18). The waiting  time
increases much more slowly with  the load and decreases more quickly with  increasing � eet
sizes. For large loads and large system scales one expects the dominating source of the delay
for passengers to stem from the detours incurred while driving.  The case of very low loads
has been described above. At  intermediate loads q � 1 the waiting  time and the driving
detour are of the same order of magnitude and play a comparable role for the service quality
of the system.

How does the detour for passengers behave when it  is compared to the distance that  they
requested? Are long requests delayed more than short requests?

There are two points of view which one can adopt. Firstly,  one can consider the time driven
divided by the time requested� td/ t r � , the relative detour. This quantity  bears resemblance
to the relative driven distance L̃ in eq. (4.14). The di� erence is that,  while L̃ pro� ts from
more sharing, i.e. the relative driven distance decreases the more trips are combined, the
relative detour is adversely a� ected by sharing as the detour grows with  more sharing.

The scaling of the relative driven time is shown in � g. 4.19, again highlighting  performance
improvements with  increasing � eet size, and performance loss for increasing loads.

The second point  of view is one of velocity, corresponding essentially to the inverse of the
above

ve� = v � t r / td� . (4.19)

As the inverse is a convex function, the average e� ective velocity will  necessarily be larger
than the inverse of the average relative detour. Comparing the exponents of the scaling

123



4. Collective dynamics in ride-pooling

10 0 10 1

10 2

10 1

10 0

10 1

q
1.51 ± 0.02

B = 4
B = 32
B = 256

10 1 10 3
10 3

10 2

10 1

10 0

10 1

10 2

10 3

B 0.44 ± 0.01

q = 0.15

q = 1.0

q = 2.0

q = 3.0

q = 4.0

q = 5.0

a b

Figure 4.18.: Scaling of the average detour. a Scaling of the driven detour time with  the load q.
Detours grow superlinearly, and faster than the waiting times (compare � g. 4.17), with
the load q. b With  increasing � eet size the detours decrease, albeit slower than the
waiting times decrease.
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Figure 4.19.: Scaling of the average detour factor �̃ � 1. The detour factor exhibits very similar
scaling to the average detour time. a Scaling with  load q at constant � eet size B . b
Scaling with  � eet sizeB at constant load q.

relation of the e� ective velocity and the detour, we � nd that  the e� ective velocity decreases
more slowly with  increasing load or decreasing � eet size than the detour. The exponent of
the load in the scaling relation of the e� ective velocity is approximately � 1.1, in contrast
the exponent of the load for the scaling relation of the inverse of the detour is approximately
� 1.5. Similarly  for the � eet size we obtain an exponent of approximately 0.2 for the e� ective
velocity and 0.45 for the inverse of the detour.

This suggests that  not only does the average value of the detour change with  increasing load
and decreasing � eet size, the width  of the distribution  of detours experienced by passengers,
increases as well. In  particular,  it  becomes more likely  for a request to experience a very
large detour at higher loads and lower � eet sizes.

This is con� rmed when viewing the distribution  of the detours conditioned on the requested
distance in � g. 4.21. The variance of the distribution  of relative detours increases for increas-
ing load, as does the expected relative detour for requests of any length. Very large values of
detour are common, and a� ect the scaling of the average relative detour. These large values
contribute  less to the average velocity of ride-pooling, making it  a better performance metric
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Figure 4.20.: Scaling of the average e� ective velocity ve� . Despite being the proportional  to the
inverse of the detour factor �̃ , the average e� ective velocity ve� , does not show the
inverse scaling relation of the average detour factor. This indicates that  the relative
detours are very broadly distributed  and large detour factors are not rare. a Scaling
with  load q at constant � eet sizeB . b Scaling with  � eet sizeB at constant load q.
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Figure 4.21.: Distribution  of detours conditioned on the requested distance. a Intermediate load, b
High load. The distribution  of the relative detour for short requests is peaked at zero,
meaning a large fraction of short request experience no detour. However, some short
requests experience a high relative detour, tied to the fact that  any detour for a short
trip  will  delay it  by a large factor. Longer requests experience signi� cant detour. b
shows that  at high loads the mode of the detour distribution  is at a � nite value.
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4. Collective dynamics in ride-pooling

to capture the experience of the bulk of passengers.

4.4.6. Discussion

Collective dynamics often lead to the emergence of power laws. Each part  of the system
a� ects every other part  of the system. In  ride-pooling the addition  of a vehicle improves the
performance of all other vehicles, because the algorithm  now has more assignment options to
choose from and can � nd better combinations of request and vehicle. Conversely, additional
demand decreases the performance of all vehicles, passengers are delayed more, and new
requests appear before others are delivered.

These interactions are re� ected in the scaling laws observed here. Additional  demand
� increases the number of passengers waiting  to be delivered super-linearly. Doubling the
number of requests per vehicle, more than quadruples the number of passengers waiting  to
be delivered. Inversely, adding vehicles to a � eet, decreases the number of scheduled requests
nonlinearly. Ride-pooling, however, is much more sensitive to the � eet sizeB , indicated by
the scaling exponents of the load q and the � eet B together.

The scaling laws found highlight  that  ride-pooling is an economy of scale. The larger
the � eet size, the more requests per vehicle can be served while achieving a � xed level of
performance. Adding a vehicle to a ride-pooling � eet means that  every vehicle becomes more
e� cient. Similar qualitative  observations have been made independently in [83], where a
more complex ride-pooling system with  � nite capacity has been studied at di� erent scales of
demand, however without  considering the impact of � eet size explicitly.

A  simple qualitative  explanation for why ride-pooling performance metrics improve for
larger � eet sizes at constant load, is that  a larger � eet o� ers more options for the dispatching
algorithm  to choose from when assigning requests. However, a quantitative  explanation of
the scaling laws of ride-pooling and the mechanisms that  give rise to them is still  missing.
In  the next section we shed light  on these mechanisms, by uncovering the spatio-temporal
dynamics of ride-pooling, and tieing it  to the scaling laws of other performance metrics.

4.5. Spatio-temporal  dynamics  of  ride-pooling

We attributed  the scaling laws in ride-pooling to the fact that  with  more vehicles any algo-
rithm  has more options to choose from when matching requests to vehicles. The options that
an algorithm  can choose from are however encoded in the planned routes of the vehicles, and
their  shape is the key to understand how scaling laws in ride-pooling arise.

In  this section we consider the trajectories of ride-pooling vehicles, which are remnants of
the planned routes. We bridge the microscopic dynamics of vehicles and the macroscopic
scaling laws of ride-pooling, and show that  understanding the spatio-temporal dynamics of
ride-pooling vehicles enables us to understand the scaling laws observed in ride-pooling.

4.5.1. Qualitative  ride-pooling  trajectories

The trajectories of ride-pooling vehicles are the result of a complex online optimization  pro-
cess, but  behind every assignment of a request to a vehicle is at � rst a request which is
produced by a Poisson process. Thus, the movement of the vehicles themselves constitutes
a stochastic process, which can be seen in � g. 4.22, where trajectories qualitatively  resemble
random walk trajectories.

The two parameters, � eet sizeB and load q, in� uence the shape of the trajectories. Both
e� ectively change the extent of trajectories, or radius of gyration, even when their  arc length
is the same. Large loads q decrease the observed extent of the trajectories, while large � eet
sizes increase it.
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4.5. Spatio-temporal dynamics of ride-pooling

Figure 4.22.: Overview over the shapes of ride-pooling vehicle trajectories. The arc length of every
route is the same. Load and � eet size a� ect the extent of the routes. Increasing load
q leads to trajectories which are compact, while increasing� eet sizesB lead to more
extended trajectories.

We have seen in the previous sections, that  load and � eet size govern the macroscopic
observables which are critical  to quantify  the performance of a ride-pooling system. The
shape of the trajectories shows that  these parameters also a� ect the spatio-temporal dynamics
of ride-pooling and raise the question: Do the spatio-temporal dynamics reveal more about
the operation of a ride-pooling system than macroscopic observables alone?

4.5.2. Segment  lengths  and  alignment

Maybe the simplest spatial property observable is the segment length, which is the distance
between the two stops on the vehicles’ trajectory.  How does the segment length depend on
the � eet size and the load?

Naïve  mean- � eld  description

When the ride-pooling dynamics are stationary, the assignancy averaged over some large time
interval  [t � T /2, t + T/2]  does not change over time.

d�A � T

dt
= 0.

This can only be the case if  the rate at which passengers are delivered matches the rate
at which they are assigned to a vehicle. While they are assigned to a vehicle according
to a Poisson process, as per the de� nition  of the request dynamics, the rate at which they
are served depends on the complicated internal state of the system. One can avoid making
assumptions about the internal  state by focussing on the segment length � s of ride-pooling
trajectories. The sum over all segment lengths � s,i , i � M T is the entire driven distance of
the vehicle over this time. When the load is high enough, such that  there are no idle times
this amounts to:

X

i � M T

� s,i = v T

�  � � s� T =
v T

Ns,T
.
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4. Collective dynamics in ride-pooling

Figure 4.23.: Distribution  of
the load b. The
The load a� ects
segment length
depict the standard deviation of the distribution  of segment lengths for the system
with B = 256.

Where Ns,T is the total  number of segments in the observed route. For the simplicity  of
the argument stop times are assumed to be zero, but  the following calculation still  works if
stop times are non-zero. Since half of these segments correspond to deliveries, or in other
words, since every passenger assigned will  create two new segments, the number of assigned
passengersNA matches half the number of segments:

Ns

2
= NA =

�
B

T

�  � � s� =
v T

2NA

=
v B
2�

=
� � �
2

q� 1. (4.20)

For ride-pooling systems which are almost always busy the average segment length � � s� is
inversely proportional  to the load, and moreover, does not additionally  depend on the � eet
size. Figure 4.23 shows the average segment length of ride-pooling trajectories as a function
of load for di� erent � eet sizes. It  con� rms the naive mean-� eld approach used above.

The segment length alone might  be able to explain the qualitative  behavior in � g. 4.22
when increasing the load, that  is: routes clumping and covering less area at higher loads.
However, it  alone does not explain the changes in trajectories when di� erent � eet sizes are
used.

Angle  distribution

Since the segment length alone does not account fully  for the shape of the ride-pooling
trajectories, maybe the in� uence of the � eet size is accounted for by the distribution  of the
angles between subsequent segments.

Figure 4.24 shows the distribution  of angles between segments for a varying � eet size at
constant load (� g. 4.24a) and varying load at constant � eet size (� g. 4.24b). Both  parameters
a� ect the angles between segments. The qualitative  in� uence can be most clearly seen from
the changes in the distribution  when compared to reference values (� g. 4.24 bottom  row). In
(� g. 4.24a,bottom) the di� erence� f = f |B � f |B = 4 is shown. The overall e� ect that  the � eet
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4.5. Spatio-temporal dynamics of ride-pooling

Figure 4.24.: Distribution
sizes. b di� erence
� xed � eet size
relative to the angle q angle suggests
smaller � eet sizes and higher loads lead to straighter trajectories, which is the opposite
of what is observed.

size has on the angle distribution  is small. The most signi� cant change which occurs with
larger � eet sizes is the relative increase in very steep angles between segments. Importantly
the load chosen for these plots is q = 3, such that  all these simulated systems operate in
a regime in which sharing is necessary and vehicles do not become idle. As the average
segment length is approximately the same for these simulations (see section above) one could
expect that  ride-pooling trajectories in systems with  large � eet sizes are less straight,  which
contradicts the qualitative  observation in � g. 4.22.

How does the load impact the distribution  of angles? In  � g. 4.24b the distribution  of angles
is plotted  for di� erent loads at a constant � eet sizeB = 128. At  higher loads the frequency
of very large angles� >  7/8� decreases, while in comparison small and intermediate angles
become more common. Only considering the angle distribution,  one would conclude that
vehicle trajectories are more straight  or persistent at high loads. This seemingly contradicts
the qualitative  changes in the trajectories seen in � g. 4.22. We expect higher loads to lead
to more tortuous trajectories.

The length of the segments, and the distribution  of angles between segments are not enough
to explain the qualitative  shapes of the vehicle trajectories. We need to consider a more
holistic view of the ride-pooling trajectories by calculating correlation functions.

4.5.3. Multi time  scale  dynamics  of  ride-pooling

Figure 4.25 shows the directional autocorrelation for ride-pooling systems with  a � eet size
of B = 128, for varying loads q � [2.0, 4.5] (for smaller loads it  is di� cult  to obtain good
statistics on long vehicle trajectories which have not been interrupted  by idle times).

If  the segment length and the angle distribution  were the only determinating factor of
the spatio-temporal dynamics of ride-pooling, one would expect to see an autocorrelation
function which follows an exponential decay. However this is not what is observed.

In  every case the correlation function decays quickly over short times and then settles
into  a slower exponential decay over long timescales. This qualitatively  di� erent behavior at
di� erent timescales indicates complex dynamics, in particular  non-Markovian dynamics.
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4. Collective dynamics in ride-pooling

Figure 4.25.: Correlation functions reveal three time scales in microscopic ride-pooling routes. a
Schematic illustration  of the mechanisms underlying the three time scales emerging in
the directional correlations of ride-pooling trajectories. On short time scales, vehicles
travel in a straight  line between two consecutive stops (green). On intermediate time
scales, insertions of new stops induce detours (zigzag patterns) from the original route
(blue). On long time scales, new requests preferentially extend the planned route
in a direction similar to the overall route (red). b Directional  correlations of the
trajectories of ride-pooling vehicles for B = 128 vehicles and variable load q reveal
three time scales (compare panel a). On short time scales, the correlation decays
quickly with  a correlation time � short (gray dotted line). On long time scales, the
correlation decays slowly with  a correlation time � long (gray dashed line). As the
load q increases (yellow lines compared to blue lines), a third,  intermediate time scale
emerges where the correlation becomes small or negative. The correlation functions
are well described by a sum of three exponentials eq. (4.21), illustrated  by the black
dotted line for q = 4.0.
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4.5. Spatio-temporal dynamics of ride-pooling

A  similar autocorrelation function has been found for active particles in which the velocity
and the direction � uctuate over di� erent time scales [188]. In  appendix D.4 we present a sim-
ple two timescale model in which only directional � uctuations produce to a multi  timescale
autocorrelation function. A  critical  component for the emergence of a multi-timescale au-
tocorrelation function in the simpli� ed model is the existence of a long-term directional
preference.

Such long-term direction preferences are intrinsic  parts of the microscopic ride-pooling
vehicle dynamics. When a request is assigned the vehicle will  consequently move towards
the passenger pickup location, and afterwards to the passenger drop-o�  location. It  will
not move directly  in these directions, because the vehicle will  need to pick up or deliver
other passengers, and thus its short timescale direction will  change rapidly,  but  an average
movement towards planned stops is inevitable.

The initial  decay of the autocorrelation function thus, describes the immediate changes in
the planned route and short time scale detours, e.g. the lengths of segments and the angles
between subsequent segments (see � g. 4.25a, green arrows). The long time scale decay of
the autocorrelation function captures the more general tendency of requests being assigned
to vehicles which have planned routes going in a similar direction as the request trip  (see
� g. 4.25a, red arrows arrows).

At  increasing loads a local minimum  starts to show in the directional autocorrelation func-
tion.  The local minimum  arises in between the short time scale rapid decay of correlation
and the long timescale slow decay. At  this point  a third  in� uence on the directional autocor-
relation function of vehicles becomes important.

The shape of the autocorrelation function can be approximated by the superposition of
three exponential functions, with  di� erent decay rates and weights.

� (t) � w1e� t
� 1 + w2e� t

� 2 + w3e� t
� 3 (4.21)

The weights ful� ll  the condition
P

i wi = 1, but  they do not necessarily need to be positive.
For simplicity  we assume� 1 � � 2 � � 3. A  logarithmic  least-squares � t  of this approximation
is shown in � g. 4.25b as the dotted line. While there are three separate time scales in this
approximation, they are not the same as the time scales� short and � long indicated in � g. 4.25.
Expanding eq. (4.21) around t = 0, reveals the short time scale to be the weighted harmonic
mean of � 1, � 2 and � 3,

� (t) t � 0� 1 �
�

w1

� 1
+

w2

� 2
+

w3

� 3

	
t ,

= 1 �
t

� short
.

The long time scale� long is given by

� long = � 3 .

For a local minimum  to emerge in this approximation the coe� cient corresponding to � 2

needs to be negative. Thus, the intermediate time scale� 2 is connected to a mechanism which
decorrelates the vehicle direction.

At  high loadsq >  4.0, the autocorrelation function becomes negative at the local minimum.
This means, that  vehicles e� ectively turn  around after a some time and the vehicles’ velocity
vectors become anti-aligned. The mechanism causing the local minimum  thus, needs to cause
anti-aligned portions of the vehicle trajectory.

A  mechanism which causes anti-alignment results from repeatedly inserting stops into  an
existing segment visualized in � g. 4.26. Inserting a stop into  segment, creates two new
segments (see � g. 4.26a,b). The greater the distance of the inserted stop from the original
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a b c

Figure 4.26.: Insertions far from the route cause anti-alignment. a Inserting a stop into a segment
of a planned route creates two segments: one (red) e� ectively pinting  away from the
planned route, and the other (blue) e� ectively pointing towards it. b When the inserted
stop is far from the original segment, these two segments are anti-aligned. c When
multiple  insertions happen sequentially, two regions emerge which on average point  in
opposite directions.

Figure 4.27.: Factors contibuting  to the anti-aligned segments observed in ride-pooling trajectories.
a The distance of inserted stops from the segment they are inserted in, bars demark
the standard deviation around the mean. Small � eet sizes lead to on average larger
distances and more variation.  Large distances intrinsically  lead to negative alignment.
b Number of inserted stops into originally  a single segment. The segments considered
come from requests which have been fully  appended to the end of the planned route.
At  higher loads more stops are inserted betweeen pickup and dropo� , providing more
possibilities for the planned route to baloon out from the original segment, and lead
to negative alignment on the � rst and last resulting segment.

segment, the less aligned the two new segments are. In  ride-pooling the distance of stops from
the route they are inserted in, depends on how many planned routes there are, i.e. the � eet
size, and how long they are. As both factors contribute  to the density of planned routes in
the space. Figure 4.27a shows how the distance of an inserted stop from the original planned
route of a vehicle depends on the � eet size.

A  second factor contributing  to anti-alignment of ride-pooling routes is the number of
inserted stops. The initial  anti-aligned segments from a single stop-insertion can be exacer-
bated with  multiple  insertions into  the new segments (see � g. 4.26c). This increases the time
that  a vehicle drives approximately anti-aligned to another section of its trajectory.  In  the
autocorrelation function it  widens the local minimum.  The number of stops inserted into  a
planned route predominantly depends on the load q, as shown in � g. 4.27b.

A  example route showcasing the mechanism by which anti-alignment arises can be seen in
appendix D.2.

4.5.4. Di � usion  of  ride-pooling  busses

The autocorrelation of ride-pooling trajectories exhibits multiple  timescales, but  overall the
correlation still  decays exponentially fast after long times. Thus, after long times ride-pooling
vehicles follow regular di� usive dynamics. The mean squared displacement grows linearly in
time at a su� ciently long timescale (see � g. 4.28a). Using the timescale approximation
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Figure 4.28.: Di� usion constant connects microscopic dynamics and macroscopic system parameters.
a The mean squared displacement (MSD)  of ride-pooling vehicles (at q = 3) is ballistic
on short time scales on individual  segments of the trajectory,  subdi� usive on inter-
mediate time scales due to negative directional correlations (compare � g. 4.25), and
di� usive with  di� usion constant D for long times. b,c The di� usion constant follows
power law scaling b with  the load q and c with  the � eet size B for su� ciently large
load q.

eq. (4.21) we can calculate an asymptotic expression for the di� usion coe� cient,

MSD(t) =
Z t

0

Z t

0
v2� (

�
�s � s�

�
�)dsds� , (4.22)

t ��� 2v2 (w1� 1 + w2� 2 + w3� 3) t (4.23)

� D =
v2

2
(w1� 1 + w2� 2 + w3� 3) (4.24)

Each microscopic mechanism, the segment length, angle distribution,  anti-alignment, and
long term alignment of similar requests, contribute  to the di� usion coe� cient. They de-
termine foremost the location and shape of the transition  from ballistic  motion to di� usive
motion.

At  high loads and small � eet sizes, when the local minimum  of the autocorrelation function
becomes negative, the mean squared displacement grows only sub-di� usively at the transition
from ballistic  to di� usive motion (for an example see appendix D.3).

As the transition  from ballistic  to di� usive motion determines the value of the di� usion
coe� cient, the dependence of the autocorrelation function, i.e. weights w and the timescales
� , on the � eet sizeB and the load q, are re� ected in the di� usion coe� cient. We � nd that  all
these in� uences culminate in a di� usion coe� cient that  depends on the load q and the � eet
sizeB as a power law (see � g. 4.28b,c),

D � q� B 	 . (4.25)

When the load is q >  3 a least-squares � t  of the data suggests that  the exponent 
 is
approximately � 3/2,  shown in � g. 4.28b as a dotted line.

Similarly,  the power law scaling in the � eet sizeB becomes most apparent at high loads.
Here we � nd the exponent � to be approximately 1/3,as indicated by the dotted line in
� g. 4.28c.
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Why  are these exponents rational? Both  the exponent of the power law of the load and
the exponent of the � eet size are eerily close to simple rational  numbers.

A  possible explanation is that  while ride-pooling vehicle in this model drive on a two-
dimensional surface, the matching between vehicles and planned routes occurs in a three-
dimensional space consisting of both location of the trip  (origin  or destination) and direction.
The algorithm  prefers matching a request which is both close to a planned route and has a
similar direction as a vehicle. Ride-pooling might  then be governed by minimal  distances in
three-dimensions, which in accordance with  our calculations in eq. (4.17), would indicate an
exponent 1/3.

However, we have not been able to derive such a geometric scaling law for ride-pooling
from � rst principles. Nevertheless, the geometric scaling of ride-pooling trajectories proves
useful in understanding other performance metrics.

The spatio-temporal  correspondence

We have shown that the  microscopic mechanisms of ride-pooling, lead to characteristic
timescales in the correlations of vehicle trajectories. These correlations in turn  translate
into  macroscopic di� usion statistics. We have found that  the di� usion coe� cient follows a
power law in the � eet sizeB and the load q. Previously, we have observed other power laws
emerging in ride-pooling for other observables. It  is thus not surprising to � nd another. How-
ever, we will  see that  the power law observed from the di� usion statistics is useful to describe
the scaling of the other observables such as the assignancy, the detour and the waiting  time,
linking  the microscopic dynamics to macroscopic system observables.

When performance metrics are plotted against the scaling quantity q� � B � 	 (the inverse
of the di� usion coe� cient), their  curves approximately collapse onto singular curves in the
ride-pooling regime.

E� ective velocity  and detour. We consider the e� ective velocity introduced in � g. 4.20,

ve� =



�
td

�

requests
.

While neither the load, nor the � eet size alone capture the shape of the e� ective velocity of
ride-pooling vehicles (� g. 4.29 inset), the combination in accordance with  the scaling of the
di� usion coe� cient leads to a collapse of the curves onto a single curve (� g. 4.29).

Occupancy and Assignancy. At  low loads q � 1 the assignancy is well described by the
queueing theoretical result. There is no sharing, and the pickup and driving  times are inde-
pendent of the load. The assignancy scales linearly in the request rate � , and for large � eet
sizes, when the waiting  times become negligible, also linearly in the load q.

At  high loads, above the pooling transition,  the assignancyA collapses onto a single curve
in the ride-pooling regime, when plotted  against the scaling of the di� usion coe� cient (see
� g. 4.30).

This also approximately applies to the occupancy (see � g. 4.31). At  low loads the occupancy
is determined by Little’s  law eq. (4.8), at high loads the occupancy depends on the scaling
of the di� usion coe� cient.

The average planned route length, measured after the assignment of a request, also collapses
when plotted  against the scaling relation of the di� usion coe� cient (see � g. 4.32). However,
additional  rescaling of the planned route length is necessary to collapse the curves.
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Figure 4.29.: Scaling law of ride-pooling observables characterizes system e� ciency. (inset) Macro-
scopic observables, like the average e� ective velocity of customers eq. (4.19), depend
on both the number of vehiclesB and the load q of the system. A transition  from fast,
direct trips  in a taxi-like  regime, ve� � 1, to shared trips  with  larger detours, ve� � 1,
occurs at di� erent loads for di� erent � eet sizes. (main panel) Plotting  the same ob-
servableve� as a function of q and B according to the scaling of the di� usion constant
eq. (4.25) collapses all observations to a single curve, illustrating  the connection of the
microscopic routing dynamics to macroscopic observables.

Driving  and Waiting  time. In  eq. (4.7) and eq. (4.8) we have derived a relationship between
the assignancy, occupancy and the service time and driving  time of ride-pooling requests.
We found that  the occupancy and the assignancy collapse onto singular curves when plotted
against the di� usion coe� cient. Does this automatically  apply to the involved service quality
measures, i.e. the waiting  time and the driving  time?

Because the di� usion statistics emerge from how vehicles move, the scaling of the di� usion
coe� cient can capture the average driving  time of requests (see � g. 4.33). The connection to
the waiting  time is less apparent. Waiting  passengers are not directly  a� ecting the trajectories
of the vehicles and the waiting  time curves do not collapse onto a single curve when plotted
against the scaling of the di� usion coe� cient. However, when the waiting  time is corrected
by a factor of B 1/3 the curves collapse (see � g. 4.34), suggesting, again, a connection to a
three-dimensional space.

4.5.5. Random  routes  on  networks

Real ride-pooling systems do not operate on continuous or even Euclidean spaces, they op-
erate on road networks, typically  planar graphs with  edges of di� erent length. So does this
mean that  the results obtained for the Euclidean torus are irrelevant?

No, the qualitative  behavior of ride-pooling observed on the torus also extends to road
networks. The core phenomenon of vehicle trajectories becoming more straight  as the � eet
size is increased, or the load is decreased also exists on networks However, to quantify  this
e� ect one � rst needs to de� ne what one means by straight  in a network.

Straight  paths  on  networks

Here we extend our analysis of the spatio-temporal dynamics of ride-pooling to network
topologies.

A  straight  line in Euclidean space is the geodesic line, that  is the connecting line which
produced the smallest arc length between two points. Accordingly, a "straight"  line on
a network should be the shortest path between two nodes. So far the parallel is simple.

135



4. Collective dynamics in ride-pooling

Figure 4.30.: At  low loads q � 0, the average number of assigned requests�A � is well describ y
queueing theory, �A �  � q and approximately independent of the � eet sizeB . For high
loads, the average assignancy becomes a function of the di� usion constant and depends
on both q and B , but  only via their  combination D � q� 3/2 B 1/3 .
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Figure 4.31.: At  low loads q � 0, the average occupancy�O � is well described by queueing theory,
�O �  � q, and approximately independent of the � eet sizeB . For high loads, the average
occupancy becomes a function of the di� usion constant and depends on both q and B ,
but  only via their  combination D � q� 3/2 B 1/3 .
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Figure 4.32.: In contrast to the occupancy and assignancy, the average planned routelength after
assignment exhibits an additional  dependency on the � eet size. Here the curves only
collapse, when the planned routelength is additionally  rescaled with B 1/6 . However,
the di� usion scaling q3/2 B � 1/3 still  applies.
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4.5. Spatio-temporal dynamics of ride-pooling
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Figure 4.33.: At  low loads q � 0 trips  are rarely shared and the average driving  time matches
the average distance of requests, � td �  �  � � � / v. For higher loads q sharing introduces
detours into the routes which increases the driving  time of requests. Detours, a� ecting
the route of vehicles, are re� ected in the di� usion statistics of the ride-pooling vehicles
and their  behavior at large loads depends on the di� usion constant of the ride-pooling
system instead of two independent parametersB and q.
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Figure 4.34.: For observables on smaller time scales, like the waiting time � tw � of requests until  they
are picked up, the scaling laws derived from the scaling of the di� usion constant do
not match the observations. However, similar scaling functions may be found (here
empirically without  a theoretical derivation):  rescaling the waiting time with B 1/3

again leads to an approximate collapse of the rescaled waiting time as a function of the
di� usion coe� cient scaling. As expected, this scaling also breaks down at low loads,
q � 0, where the waiting time is predominantly determined by the distance to the
nearest transporter, not by the routing dynamics of the vehicles.
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4. Collective dynamics in ride-pooling

However, one of the main e� ects observed in Euclidean ride-pooling is that  trajectories consist
of straight  segments and the way in which they are connected plays a large role in the spatio-
temporal dynamics of the vehicles.

In  Euclidean space the relationship between two (far away) segments can be characterized
by the angle between their  tangent vectors. In  a network it  is not clear how certain non-
adjacent edges are related.

This presents a problem for the formulation  of a direct analogue of a directional autocorre-
lation  function in Euclidean space. To still  be able to quantify  how straight  trajectories on a
network are we formulate a new measure: the shortest path survival function s(t). A  straight
trajectory  on a network will  follow a shortest path for a long time. A  tortuous trajectory
will  deviate from a shortest path quickly. For a trajectory 8 x(t) of vehicle b starting  at t0,
we formulate an indicator  function � (t + t0, t0), which is 1 if  the trajectory  has not deviated
from a shortest path betweent0 and t and 0 otherwise:

� b(t, t0) =
�

1 if x(� ) � S P(x(t0), x(t + t0))  for� � [t0, t0 + t]
0 else

,

where SP(x(t0), x(t + t0))  denotes set of nodes de� ned by the shortest path between x(t0)
and x(t + t0).

The survival function is the average of the indicator  functions of all vehicles and all possible
times t0, i.e. choosing every node along a vehicle trajectory  as the start  of a trajectory.

s(t) =
1
B

1
|{ tb} |

BX

b= 1

X

t0 � { tb}

� b(t + t0, t0) , (4.26)

where{ tb} is the set of all times when transporter b arrived at a node (not  necessarily picking
up or delivering a passenger).

Figure 4.35 shows the survival function for ride-pooling trajectories with  di� erent loads.
Higher loads lead to a quick decay of the survival function, indicating  that  vehicle trajectories
do not follow shortest paths. Already at a load q = 3 the survival function of ride-pooling
trajectories resembles the survival function obtained from trajectories of a non-backtracking
random walk9.

For small loads q = 1 the survival function approaches an ideal survival function given by
the complement of the cumulative distribution  over the shortest path lengths,

sSP(t) =
X

� � all  shortest  paths

� (length(� ) � t) ,

where � is the Heaviside distribution.
For large � eet sizes the qualitative  behavior of the ride-pooling system matches the behavior

described for ride-pooling on the Euclidean plane. Larger � eet sizes lead to trajectories which
are straight  for longer times. Importantly  the di� erence in the survival function is most
pronounced for intermediate times 0.5 < t <  1, while the survival function changes little  at
times t <  0.25.

This implies that  the load predominantly e� ects the decay of the survival function at short
timescales, similar to how the load in Euclidean ride-pooling a� ected the segment length,
and the shape of the correlation function at short times. The � eet size, on the other hand,
a� ects the shape of the survival function at larger timescales.

8Because going from one node to another takes time,  it  is necessary to de� ne how x(t) behaves while a
vehicle is on and edge. We choose to update x only when the vehicle arrives at a node.

9The walker moves randomly  (uniformly)  to adjacent nodes but  does not  jump  to the previous node. Edges
of the network  may have di� ering lengths, which the random walker crosses with  a constant velocity v = 1.
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4.5. Spatio-temporal dynamics of ride-pooling

Figure 4.35.: Survival of 
pooling systems
survival function
a sequence of (dashed line).
ride-pooling trajectories behave like non-backtracking random walks (dotted line). b
Fleet size predominantly a� ects the decay at larger timescales. Inset: For small � eet
sizes, increasing the � eet size B leads to less straight  routes. This indicates a change
in the overall dynamics of ride-pooling on networks at a critical  � eet size.

Mean squared displacement As for the Euclidean ride-pooling one can � nd the aggregate
long timescale behavior of ride-pooling by studying the mean squared displacement. The
network considered is non-periodic and, thus, the mean squared displacement is bounded
by the diameter of the network. The chief di� erence however, which allows a comparison
of straightness of vehicle trajectories is the time after which a vehicle reaches the network
boundary. Figure 4.36 shows the mean squared displacement also replicates the qualitative
dynamics of ride-pooling found for the Euclidean case and described by the survival function
in the above section.

4.5.6. Discussion

By studying ride-pooling trajectories as random walks we have uncovered a complex multi-
timescale structure in the autocorrelation of the trajectories. Up to three di� erent timescales
emerge, and they are the result of the assignment mechanics of ride-pooling algorithms.
Regardless of the objective function, a ride-pooling algorithm  will  always need to either
append stops to a planned route, or insert them. Over short timescales trajectories remain
straight,  at high loads they may exhibit  anti-alignment at intermediate timescales, over longer
timescales the planned routes have a preferred direction tied to the fact, that  they will
inevitably  move towards the destinations of the passengers they have picked up.

These microscopic dynamics enter into  the macroscopic di� usion statistics of the ride-
pooling � eet. The di� usion coe� cient obeys a power law in both the load and the � eet
size. Rather than presenting just  another power law of ride-pooling, the scaling laws of the
di� usion coe� cient translate into  the scaling laws of other observables described in section 4.4.
Plotting  other observables such as the assignancy and e� ective velocity against the scaling
obtained from the di� usion coe� cient, leads to a collapse of the curves. This points to the fact
that  ride-pooling performance in general is tied strongly to the shape of vehicles’ trajectories,
and understanding more deeply how these trajectories emerge from the evolution of planned
routes is a promising avenue to fully  capture the collective dynamics of ride-pooling.

We expanded the study of the spatio-temporal dynamics of ride-pooling to networks, where
directional correlations are di� cult  to de� ne. Using the shortest path survival function as
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4. Collective dynamics in ride-pooling

Figure 4.36.: Mean squared 
mean squared 
loads. For low 
est paths drawn
like a self avoiding random walk. b Mean squared displacement at load q = 2 for
di� erent � eet sizes.

a stand-in, we showed that  ride-pooling vehicle trajectories on network exhibit  qualitatively
the same dynamics as in Euclidean space. The straightness of vehicle trajectories is similarly
in� uenced by the load and the � eet size. We have seen that  the load predominantly leads
to vehicles deviating from shortest paths after short times, similarly  to how the load in
Euclidean ride-pooling decreased the segment length, and a� ected the short timescale of the
autocorrelation.

These results suggest that  the same microscopic mechanics studied for Euclidean ride-
pooling also play a role in ride-pooling on networks. This is a particularly  promising result,
because it  is known that  the network topology a� ects ride-pooling performance [168], however
the exact reasons for its in� uence are not yet understood. Random walks and trajectories
are closely tied to the topology on which they occur and may provide the means by which
topological factors governing ride-pooling may be understood.

4.6. Di� usion  in  heterogeneous  service  areas

We have shown the that  the di� usion statistics of ride-pooling depend on the � eet size and in
particular  the load of the ride-pooling system in section 4.5.4. A  question that  arises is, what
if  the demand varies across a service region? Does the di� erence in the di� usion constant
a� ect the distribution  of vehicles across the service region?

A  high transportation  demand in a region within  a city,  leads to a smaller di� usion constant
in that  region. Vehicles spend more time in that  region. At  the same time this means, that
there are more vehicles in this region, counteracting the e� ect of the load. How do the
complex dynamics of ride-pooling a� ect the vehicle distribution  in heterogeneous cities?

Figure 4.37 shows a mock model for a city  with  heterogeneous transportation  demand.
Request origins are distributed  normally, and destinations are distributed  normally around
the origin of the request. Rather than leading to a proportional  distribution  of ride-pooling
vehicles, vehicles are overrepresented in the outskirts of the city  where demand is scarce.

The fundamental mechanics of this phenomenon are best understood with  an even simpler
model for a city:  a city  consisting of two adjacent identical regions, left and right (see
� g. 4.38). For each region requests occur, which want to be transported only inside the same
region, i.e. for each passenger their  destination is in the same region as their  origin. The
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Figure 4.37.: "Normal"  cit
(mean 0 standard
distribution  
distribution  
city,  the area
contains 83%
over the y-axis.
density. Regions
ride-pooling 

Figure 4.38.: Simple example of a heterogeneous demand density. On the left the request rate is
low, while it  is high on the right.  Vehicles can be assigned to either half.
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4. Collective dynamics in ride-pooling

request rate in the regions is given by pr � and (1 � pr )� . While passengers do not travel
between regions, vehicles can be assigned to serve passengers from any region.

Vehicles whose planned route ends deep within  a region, are unlikely  to present the best
option for the service of a request in the other region. However, when the planned route ends
close to the boundary between the regions, a vehicle might  be the best option to serve some
request in the opposite region, in particular  if  the request origin is close to the boundary.
There exists a steady state where detailed balance is satis� ed, vehicles switch from left to
right  at the same rate as from right  to left.

While it  is di� cult  to determine the exact form of the transition  rate of vehicles from one
region to the other, there is a simple criterion  which has to hold true in the steady state. In
conventional equilibrium  thermodynamics, particles � ow from one phase to another until  the
chemical potentials µ1(n1) and µ2(n2) of the two phases are equal, at which point  detailed
balance is achieved [143]. Something similar occurs in the case of this ride-pooling system.

If  the expected objective function10, here the planned route length �R � , in region l is smaller
than in region r, vehicles from region l can be assigned to requests in region r. This occurs for
vehicles which are close to the boundary and requests whose origin is close to the boundary,
such that  the price of switching, i.e. the additional  distance incurred from switching regions,
is low. It  follows that  when the expected objective functions �R � are not equal, there will  be
a � ow of vehicles from one region to the other. In  the stationary state, expected objective
functions �R � for the assignment of requests in both regions need to be the same,

�R � (� l , B l) = �R � (� r , B r ).

It  is possible that  assigning a request from one region to a vehicle in another region incurs
a � xed cost in the objective function. For example, if  the two regions are separated by a
distance � , the planned route length for a cross-regional assignment will  always increase by
at least � . In  this case the expected objective function on both sides is not necessarily equal,
but  their  di� erence is at most the cross-regional assignment cost � ,

|�R � (� l , B l) �  �R � (� r , B r )| � � .

For simplicity,  we consider only the case�  = 0, meaning for an algorithm  with  the planned
route length as an objective function that  the two regions are adjacent.

The planned route length after assignment exhibits power law scaling in load and � eet size
(compare � g. 4.32),

�R � (� , B ) = k · � 
 q B � (
 B + 
 q ) .

Where we have substituted the load q with  its corresponding expression (eq. (4.13)) containing
the request rate � , and absorbed the average distance and vehicle velocity into  the constant
k. We � nd the exponents to be � q = 1.18± 0.02 and � B = 0.44± 0.02.

In  the following we assume, that  the vehicles are distributed  homogeneously within  each
region, and that  the expected objective function is the result of the total  number of vehicles
within  a region. Equating the expected objective function �R � of both regions and solving
for the vehicle distributions  yields the distribution  of vehicles in both regions,

�R � (� l , B l) = �R � (� r , B r )

� c · � 
 q
l B 
 B + 
 q

l = c · � 
 q
r B 
 B + 
 q

r

�
B r

B r + B l
=

� 

r

� 

l + � 


r
, (4.27)

where� = � q/( � B + � q) = 0.73± 0.01 is an exponent that  describes the relative impact of the
request rate on the expected objective function. Figure 4.39a shows how eq. (4.27) predicts
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Figure 4.39.: Vehicle distribution  is determined by objective function scaling. a The distribution  of
vehicles for two regions with  request rate � pr and � (1 � pr ) (q = 2.5, B = 16). The
fraction of vehicles in the right  region, is larger than the fraction of requests that  occur
there. The inset shows the average objective function, i.e. planned route length, when
a request from either region is assigned. Both regions show similar objective functions,
despite having di� erent request rates. Assuming a balance of the objective in both
regions accurately describes the distribution  of vehicles (dashed line). b The principles
of balancing objectives also applies to systems with  more heterogeneous regions. Shown
here are three regions, I , I  I and I  I  I whose request probabilities are given by � pI ,
� (1 � pI )(0.25 + pI ) and � (1 � pI )(0.75 � pI ) (see inset, q = 2.5, B = 10). Even in
this case the distribution  of vehicles in all regions is accurately described by eq. (A.1)
(dashed line).

the distribution  of vehicles in a two-region system accurately.
The calculation above does not depend explicitly  on the objective function used in the

algorithm.  In  principle, di� erent objective functions could be used, and as long as they
follow a similar scaling relation would predict the vehicle distribution.  In  fact, di� erent
objective functions may scale di� erently with  the request rate or � eet size and therefore lead
to more or less homogeneous vehicle distributions.

This approach can be extended to more than two regions (see � g. 4.39b), the fraction of
vehicles in region i can then be written  as,

B i

B
=

� 

iP

j � 

j

.

Important  caveats are, that  regions need to be convex and adjacent (such that  the cost of
switching is negligible) and that  there are no interregional requests, which can change the
spatial distribution  of vehicles simply through transit.

The approach can be further  extended to continuously varying demand like the demand
pattern  encountered in the introductory  example. Conceptually, one can approximate a
continuously changing demand pattern  by dividing  it  into  bins of constant request density
and applying eq. (A.1)  to each bin. Blindly  applying this approximation for the demand
distribution  ignores the fact that  requests likely  travel beyond their  region, and may even
travel through other regions to their  destination. Nevertheless, the resulting distribution,

f B (�x) =
f � (�x) 


R
f � (�x) 
 dxdy

,

10 Because requests are assumed to occur according to a Poisson process in any region, the expectation value
is equivalent to a time  average.
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4. Collective dynamics in ride-pooling

Figure 4.40.: The objective 
tinuously varying
requests are presen

� ts the observed distribution  much more closely, and presents a good estimator for the vehicle
distribution  (see � g. 4.40).

The parallels between the thermodynamics of di� using particles and the distribution  of
ride-pooling vehicles in heterogeneous cities, highlight  once again, that  understanding the
spatio-temporal dynamics, the mechanisms behind the route formation and the collective
behavior of ride-pooling vehicles is critical  to the design and operation of ride-pooling systems.

4.7. Constrained  ride-pooling

An important  limitation  of the parameter-free algorithm  in section 4.4 is a lack of control over
the ride-pooling performance beyond the � eet size and the load, leading to excessive delays
shown in section 4.4.3, where passengers may be delayed ten times their  originally  requested
trip  distance. Should such a service exist in the real world it  would be very unappealing to
passengers.

In  practice, ride-pooling algorithms often apply delay constraints on their  trip  assignments.
No passenger may be delayed more than certain time, which may be a � xed amount [4, 202] or
an amount proportional  to the requested trip  distance [107, 161]. Including such constraints
in ride-pooling means that  some requests may not be possible to accept, while satisfying the
constraints of all already assigned passengers. Such requests are rejected by the system. The
number or fraction of rejections presents another service quality  measure of a ride-pooling
system.

In  this section we show that  constrained ride-pooling algorithms behave like unconstrained
algorithms when the � eet size is large. Moreover, there is a sharp transition  between
constrained dynamics and unconstrained dynamics, which gives rise to a paradoxical phe-
nomenon: systems that  allow larger delays to occur may experience smaller delays on aver-
age.

4.7.1. Maximum  allowed  delay  constraint

We modify the algorithm  described in section 4.3.2 to enforce a � xed maximum allowed delay
constraint. The sum of the waiting  time and the detour of any passenger cannot exceed the
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4.7. Constrained ride-pooling

Figure 4.41.: Fraction of rejections as a function of the load q. The rejection probability  of requests
undergoes a continuous transition  in the load. For low loads no rejections occur, for
large loads a large fraction of requests is rejected. Larger � eet sizes both sharpen the
transition  and shift  the critical  load qc to larger values. At  very small � eet sizes there
is always a probability  to reject any request, because vehicles might  be too far away
from the request origin to service it.

maximum allowed delay c. We also refer to c as slack, a more concise expression which
adequately captures that  at large c, or large slack, there is more room to assign requests.
The slack c is the same for every request in this investigation.

4.7.2. Rejections  and  service  time

With  delay-constraints a new ride-pooling performance measure emerges: the fraction of
rejections. Like the other performance measures it  depends on both the � eet size and the
load. Figure 4.41 shows the rejection curve as a function of the load q for di� erent � eet sizes.

In  the limit  of small loadsq � 0, the fraction of rejections is connected to the waiting  time
distribution,  which we calculated in section 4.4.3. For � nite � eet sizes and slack c which are
smaller than the largest distance on the topology, there is always a possibility that  a request
is made too far from the nearest vehicle, such that  its waiting  time is too large to satisfy its
delay constraint. Thus, the fraction of rejections is always larger than 0 in these cases.

With  increasing load, the fraction of rejections exhibits a continuous transition  at a critical
value qc. At  this critical  load the number of rejection starts to grow quickly. The transition
from a non-rejecting constrained ride-pooling system to a rejecting constrained ride-pooling
system when the load is varied is studied in-depth in an upcoming publication  by Jung et.
al. [118].

The qualitative  lessons taken from the unconstrained ride-pooling system also apply here.
With  larger � eet sizes the ride-pooling system is less likely  to reject requests at a constant
load. The ride-pooling system becomes more e� cient. And for loads larger than a critical
load, system performance, measured as the fraction of rejections, becomes worse when the
load is increased.

4.7.3. A discontinuous  ride-pooling  transition

Where Jung et al. [118] focus on the transition  when the load is varied, here we examine the
transition  from another perspective. We have treated in-depth the dynamics of unconstrained
ride-pooling systems, which can be interpreted as constrained ride-pooling with  in� nitely
large slack c �  � . When the slack is decreased at what point  do the dynamics of ride-
pooling change qualitatively?
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4. Collective dynamics in ride-pooling

Figure 4.42.: At  � xed load, varying the allowed delay of the ride-pooling system showsa steep drops
in the fraction of rejections at some critical  delays. A small change in allowed delay
can lead to the system being suddenly able to serve all requests. b Paradoxically,
increasing the allowed delay can reduce the actual average service time for passengers.
At  the critical  point  the service time of passengers drops drastically.

Figure 4.42a shows the fraction of rejections for ride-pooling simulations with  varying slack
c. At  a critical  slack ccrit the rejections drastically drop to zero. In  fact, where we have
observed a continuous transition  for varying the load (in  � g. 4.41), the transition  appears
discontinuous when the slack c is varied.

This discontinuous transition  can also be observed in other observables, such as the assig-
nancy, occupancy and the service times of passengers. Of particular  interest is the behavior
of the service time ts at the transition  point  (see � g. 4.42b). For small values of c the service
time increases linearly with  the slack. However, at the critical  point ccrit the service time ts

drops abruptly  to the value expected from an unconstrained ride-pooling system. Beyond the
critical  point,  the service time is almost una� ected by a changing slack. When increasing the
allowed delay, the actual average delay experienced by passengers decreases. In  the following
we focus on the mechanics of this paradoxical response.

A  � rst glint  into  the mechanics can be obtained by considering the constituents of the
service time, the waiting  time and the driving  time. The drop in service time is due to
decreased waiting  times of the requests (see � g. 4.43 a). While the driving  detour passengers
experience increases across the threshold (see � g. 4.43 b), this increase is not enough to
compensate the drop in waiting  times.

At  small allowed delays the ride-pooling dynamics are dominated by large waiting  times
and at large delays, the waiting  times and the driving  detours are more balanced.

Moreover, we � nd that  the allowed delay and the waiting  times can be rescaled with  the
� eet size B 
 c , where � c � 0.625, to collapse the waiting  time curves for di� erent � eet sizes
(see � g. 4.43c). This means that  the critical  allowed delay ccrit � B � 0.625, becomes smaller
for larger � eets of ride-pooling vehicles, as does the magnitude of the drop in the waiting
time. A  similar conclusion can be drawn from the detours (see � g. 4.43d)11.

As a consequence very large systems experience the transition  from constrained dynamics
to unconstrained dynamics already at very small allowed constraints, and for any � xed c
there is a � eet sizeB for which the ride-pooling dynamics are unconstrained.

Thus, our results from sections 4.4 and 4.5 are also applicable to constrained ride-pooling
systems, as long as the � eet size and the allowed delay is large enough.

On di� erent topologies We � nd that  the transition  does also occur in ride-pooling systems
on networks (see � g. 4.44). However, on very small networks, the transition  appears contin-

11 The exponents found here approximately  match the exponents of the completely unconstrained ride-pooling
system in section 4.4.2
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4.7. Constrained ride-pooling

Figure 4.43.: Waiting  times and detours across the constrained-unconstrained transition  of ride-
pooling. a Waiting  times drop sharply across the transition  point. b The detours
experienced by passengers increases across the transition  point. c Rescaling the waiting
time tw and the allowed delay c with  a common factor of B 0.625 collapses the waiting
time curves from a onto a single curve. d Similarly  it  is possible to rescale the detours
to collapse the curves. While the rescaling factor of the allowed delay is the same, the
detours scale di� erently with  the � eet size.
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Figure 4.44.: The constrained-unconstrained transition  also occurs on the street network of Dresden.
a The fraction of rejected requests drops drastically at a critical  allowed delay. b At  the
critical  allowed delay the service time improves, when the allowed delay is increased.
c,d the same rescaling factors found in � g. 4.43 apply to Ride-pooling in Dresden.
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4. Collective dynamics in ride-pooling
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Figure 4.45.: On a two-node network, the transition  in the fraction of rejections is continuous. a
The network consists of two nodes separated by a distance � = 1. Requests arrive
randomly at each node, and will  always travel to the other node. b The fraction of
rejections of di� erent ride-pooling � eets at load q = 7 (note that  the calculation of the
load includes the correction for stop times in eq. (4.13)). The shaded area shows the
standard deviation obtained from 10-20 simulations each. The fraction of rejections
decays smoothly to zero, as the slack is increased.

uous (see � g. 4.45). This is because, in small networks the planned routes of the vehicles
can cover a signi� cant fraction of all possible shortest paths between request origins and
destinations. The fraction of rejections is then determined by the complement of the fraction
of shortest paths covered by the planned routes. As the allowed delay is increased, planned
routes become longer and may cover more of the shortest paths. Small changes in allowed
delay will  lead to small increases in the planned route lengths, and the transition  becomes
continuous.

When the number of nodes is large compared to the number of vehicles, then planned routes
will  not cover all shortest paths in the network. When a new request appears, assigning it
means that  a planned route needs to be changed and some detour taken. This potentially
delays other requests. Thus, every assignment comes with  a cost with  respect to the objective
functions and the constraints of the system. This cost is the reason why the constrained-
unconstrained transition  appears discontinuous for large systems.

Figure 4.46 shows results of ride-pooling simulations on a two-node network. In  contrast
to � g. 4.45, vehicles stop for a small amount of time, whenever they pick up or deliver
a passenger. Thus, each assignment delays following passengers. While ride-pooling on a
two-node network with  stop times exhibits certain idiosyncrasies, which are discussed in
appendix D.5, it  also reproduces the qualitative  dynamics of ride-pooling observed on the
Euclidean plane (� g. 4.43) and large road network (� g. 4.44). When there is always a cost
associated with  serving a request there is a sharp transition  between constrained dynamics
and e� ectively unconstrained dynamics. Moreover, introducing  an associated cost in the form
of stop times leads to the emergence of the service quality  paradox: across the transition  from
constrained to unconstrained the waiting  time drops drastically when increasing the slack.
Allowing  more delay, actually reduces the delay.

4.7.4. The  microscopic  mechanics  of  the  constrained-unconstrained
transition

We � nd that  the two-node network provides a good test-bed to understand the microscopic
mechanisms of the constrained-unconstrained transition.  In  � g. 4.46 we note that  larger � eet
sizes lead to sharper transitions, this is due to large � uctuations in ride-pooling settings with
small � eet sizes, while at large � eet sizes relative � uctuations are small and the ride-pooling
system never leaves the found equilibrium  state.
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4.7. Constrained ride-pooling
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Figure 4.46.: Ride-pooling on a two-node network with  stop times. a The fraction of rejections
spontaneously drops to zero when the slack c is increased. Large � eet sizes exhibit
a sharper transition,  due to reduced relative � uctuations. b With  stop-times, the
paradoxical response of the service time to increases in the allowed delay c reemerges
in the two-node-system. The shaded area represents the standard deviation of 10-
20 simulations for � eet sizesB � 4, larger � eet sizes exhibit  weaker � uctuations not
visualized here.

However, due to large � uctuations systems with  small � eet sizes probe both sides of the
transition  at once. A  ride-pooling system may be in the constrained state at one moment,
and � uctuate randomly into  the unconstrained state at a di� erent time. An example of
this can be seen in � g. 4.47, where the service time of passengers delivered and the binned
number of rejections is shown as a function of time. The time series shows that  the system
� uctuates between two states: the constrained state, which is characterised by a high service
time and rejections ocurring, and an unconstrained state in which the service time is low and
no requests are rejected.

Even with  just  two locations, the state space for this ride-pooling system is exceedingly
complicated. To simplify  this, we focus on how restricted the vehicles’ planned routes are
at any given time. These planned routes are a series of pickup and delivery events. The
maximum allowed delay only directly  a� ects deliveries, meaning they can only be postponed
up to a certain limit.  At  any moment, a delivery might  already be delayed, so the key measure
is how much more delay can be added. Along the planned route the level of constraint is
determined by the smallest remaining slack of any future delivery. The length of the planned
route also a� ects the level of constraint. When the planned route is longer than the maximum
allowed delay, no request may be appended to the planned route.

Figure 4.48 shows the level of constraint of the planned route of a vehicle in the constrained
state and in the unconstrained phase. The green shaded area shows the possible delay that  can
be added at this point  in the planned route. When the ride-pooling system is unconstrained,
this is re� ected in the planned route of the vehicles. It  is possible to insert new stops of
new requests along the entire planned route without  delaying any delivery by too much (see
� g. 4.48a). Because there are more options to insert passengers into  the planned route,
better insertions can be found, which decreases the service time. A  lower service time in turn
means that,  what level of constraint has been accumulated along the planned route is quickly
diminished, as passengers are more frequently delivered. This contributes to the stability  of
the unconstrained state.

In  constrast, constrained vehicles have almost no slack along their  planned routes (see
� g. 4.48b). The passenger to be delivered last is already maximally  delayed, which means
no new stop can be inserted into  the route. New requests can only be appended to the back
of the planned route. This, however, causes them to be heavily delayed from the beginning,
meaning the vehicle remains constrained. This presents the central feedback mechanism
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4. Collective dynamics in ride-pooling

Figure 4.47.: Time series of a ride-pooling simulation on a two-node network. a Number of accepted
and rejected requests in bins of width  10. Rejections occur clustered in time showing
that  the system � uctuates into metastable states where it  rejects requests. b Similarly
the service time � uctuates around two values. Shown is the time series of service times
when passengers are delivered and the average in bins of width  10. When rejections
occur the service time is increased, and periods without  rejections also exhibit  lower
service times.

which leads to the stability  of the constrained state.
We identi � ed the constrained and unconstrained states from the time series shown in

� g. 4.47 by � tting  a hidden Markov model [108]. From this we can identify di� erences in the
insertion mechanics between these two states. Figure 4.48c, shows were the delivery stops of
assigned requests fall on the planned route. When the ride-pooling system is unconstrained,
delivery stops are roughly equally likely  to be appended at the end of the planned route,
as inserted into  it.  In  periods when the ride-pooling system is constrained it  becomes much
more likely  for a delivery stop to be appended to the end of the planned route.

4.7.5. Discussion

In  this section we have shown that  constrained ride-pooling undergoes a transition  when the
maximum allowed delay is varied. For small allowed delays, ride-pooling systems are dom-
inated by constrained dynamics. The delay passengers experience is close to the maximum
allowed delay and a large fraction of requests is rejected. As the allowed delay is increased
large ride-pooling system undergo a discontinuous transition.  Suddenly, no requests are re-
jected anymore, and the service time drops sharply to the levels of unconstrained ride-pooling.
The drop in the service time is largely caused by a drop in the waiting  time. Once the ride-
pooling system is no longer dominated by constraints, it  is possible to insert stops into  the
planned routes of vehicles, which means passengers are picked up earlier in the planned route.

We have shown that  this discontinuous transition  occurs on the idealized Euclidean torus
as well as real street networks and is tied to feedback loops which lead to the stability  of the
unconstrained and constrained state of a ride-pooling system.

Importantly,  we have shown through scaling analysis, that  the critical  maximum allowed
delay, at which this discontinuous transition  occurs, tends to zero as the � eet size is increased.
Ride-pooling services with  large � eet sizes can therefore implement a maximum allowed delay,
and functionally  exhibit  the dynamics of a ride-pooling system without  such constraints. Our
results in section 4.4 and section 4.5 are therefore also valid when assignments are constrained,
as long as either the constraint is su� ciently relaxed, or the � eet size is large.

These results open up the way to leverage the microscopic dynamics of constrained ride-
pooling. Acknowledging the feedback mechanisms underlying the stability  of the constrained

150



4.7. Constrained ride-pooling

Figure 4.48.: Microscopic mechanics of the constrained-unconstrained transition  in the two node
network. a Microscopic state of the planned route of a vehicle in the unconstrained
state. Top: pickup (P)  and delivery (D)  stops along the planned route. Bottom:  The
remaining slack at any point  of the planned route (green line and shaded area), the
maximum allowed delay (blue dotted line). The lightly  shaded area indicates a low level
of constraint after the last passenger will  be delivered. At  any point  along the planned
route a hypothetical delay could be added while still  satisfying all assigned passengers.
Thus, it  is possible to insert new requests route, rather than appending them.
b In the constrained state the last deliv constrains the vehicle. No new requests
can be inserted. The next request assigned ehicle will  be appended to the end
of the planned route, at which point  it  will e delayed heavily. This keeps
the vehicle constrained. c When the ride-p ng system is in the constrained state
the delivery stops of new requests are most often appended to the end of the route,
which contributes to the level of constrain In unconstrained systems appending and
inserting delivery stops is balanced.
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4. Collective dynamics in ride-pooling

state, means that  actions can be taken to mitigate  them. For example one could adapt
the maximum allowed delay dynamically to circumvent the hysteretic transition  into  a con-
strained state. Alternatively  a ride-pooling provider might  implement an admission control
policy, to prevent an unconstrained system from � uctuating  into  a constrained state.
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4.8. Discussion

4.8. Discussion

Ride-pooling becomes more and more prevalent all over the world. Its  e� ciency and � exibility
may make it  a crucial component in the human mobility  landscape in the near future.

We have shown that  ride-pooling, as a complex dynamical system, gives rise to a variety
of emergent behaviors. Components of a ride-pooling system interact,  and these interactions
lead to the emergence of power laws. The addition  of a single vehicle to a ride-pooling � eet,
does not only improve the performance linearly. Its  addition  increases the space of available
options which the ride-pooling dispatcher has to match vehicles to passengers. Adding a
vehicle improves the performance of all other vehicles.

We have shown that  the spatio-temporal dynamics of ride-pooling exhibit  complex multi-
timescale behaviors, which are in� uenced by the load and the scale of the system. These
microscopic multi  time scale dynamics give rise to macroscopic di� usion, whose statistics obey
power laws, re� ecting again the collective nature of the dynamics underlying ride-pooling.

These power laws discovered in the spatial structure of ride-pooling vehicle trajectories seem
to be critical  for ride-pooling dynamics as a whole. Other ride-pooling performance metrics,
which are of particular  interest to ride-pooling providers and customers, are intrinsically
connected to the spatio-temporal dynamics of ride-pooling, re� ected by the fact that  the
same power law found for the di� usion statistics leads to a collapse of observable curves
across di� erent scales of ride-pooling services.

Taking inspiration  from the di� usion dynamics of ride-pooling, we extrapolated that  het-
erogeneous request densities will  a� ect the distribution  of vehicles in a service area. We used
the scaling of the objective function of ride-pooling to predict the distribution  of vehicles
from � rst principles.

We then extended our analysis to include constrained ride-pooling, where passengers may
not be delayed inde� nitely.  Such systems turn  out to behave like unconstrained ride-pooling
systems at large � eet sizes. This can be in part  understood as a reduction in complexity of
the system at large scales. When the � eet size is large, certain parameters, here the maximum
allowed delay, become irrelevant for the dynamics of the system.

Moreover, we found that  the transition  from a constrained ride-pooling system to an e� ec-
tively  unconstrained system is abrupt.  Paradoxically, across this abrupt  transition,  increasing
the allowed delay decreases the average delay passengers experience. While this transition
occurs only at relatively  large slacks for small ride-pooling � eets, and the e� ect size becomes
smaller for larger � eets, it  still  presents the slack as a valuable parameter to adjust when the
ride-pooling system operates close to its critical  point,  generally when it  has some low but
� nite rejection rate.

We tied the abrupt  transition  to microscopic feedback loops that  emerge in constrained
ride-pooling. Once the planned route of a vehicle is constrained to its limit,  new requests
will  be assigned with  considerable delay perpetuating the high level of constraint.

Throughout  this chapter we have approached the dynamics of ride-pooling from two direc-
tions, the macroscopic, re� ected in scaling laws and their  e� ects, and the microscopic, the
mechanics underlying the planned routes and trajectories of ride-pooling vehicles. We man-
aged to connect these two viewpoints to form a systemic physical description of ride-pooling
and its dynamics.
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The golden thread of this work is viewing human mobility  as a complex system [29], focussing
on interactions between parts, and describing collective dynamics that  arise from it.

In  chapter 2 ride-hailing drivers interact  by competing and cooperating in a dynamic pric-
ing game. The incentive structure laid out by the dynamic pricing algorithm  enables the
emergence of arti � cial supply shortages, an inherently collective phenomenon, requiring the
interplay  of many ride-hailing drivers.

This collective dynamic is only possible, because modern ride-hailing providers are highly
digitalized [266] and can both analyze instantaneous demand and supply and communicate
a new price quickly to customers and drivers. Where dynamic pricing was at � rst a tool,
made possible through digitization,  to balance supply and demand, unintended side e� ects
stemming from collective behavior can bring about the opposite result.

Most research on ride-hailing focuses on operating a ride-hailing service [212], its e� ects on
tra� c and transportation  in cities [54, 78, 100, 231, 260], and large scale economic e� ects of
ride-hailing [9, 210, 248]. Research on collective dynamics in ride-hailing, taking into  account
non-linear interactions and possible feedback loops is comparatively sparse. Approaches that
study modern ride-hailing platforms from a complex system’s perspective include [43] where
dynamic pricing is revealed as an e� ective way to adapt to demand � uctuations, and [132]
who show that  market segmentation and competition between ride-hailing services impedes
service quality  and pro� tability  of services.

Our research complements the existing literature  on ride-hailing and dynamic pricing in
that  it  uncovers mechanisms at the core of modern ride-hailing platforms and sheds light  on
the e� ect that  driver decision-making has on the system, a previously neglected constituent
of modern ride-hailing dynamics.

In  chapter 3 we have shown that  the individual  decisions of electric vehicle drivers collec-
tively  give rise to forward propagating congestion waves. EVs are looked upon as one compo-
nent to solve some of the pressing issues of human mobility  [36, 112], foremost the emission
of carbon dioxide [114]. A  transition  towards electric vehicles, while solving one problem,
might  bring with  it  novel problems. We have shown that  collective dynamics emerging from
individually  sensible criteria  for when to recharge can signi� cantly a� ect EV  tra � c � ow.

Congestion phenomena are common in many � elds. Typically,  in physics the congestion
phenomenon is called jamming, and is observed in granular matter  [15, 26]. In  tra � c science
congestion is one of the most central topics and has been studied through many lenses [129,
233, 234]. Even forward propagation density � uctuations have been described in tra � c science
[58]. The mere existence of congestion is on its own not necessarily surprising.

The phenomenon of charging congestion waves, however, is very surprising. Congestion
waves in EV  tra � c arise from a slight change of parameters in the dynamics of tra � c.
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Conventional vehicles also need to refuel. And drivers of ICEVs also want to avoid queues.
Both  factors exist in conventional tra � c. But  because recharge times are longer for EVs,
the interactions between drivers when faced with  a queue, give rise to congestion of the
infrastructure.  Small conceptual changes produce new challenges for future mobility  systems
to overcome.

In  chapter 4, a central algorithm determines the movement of ride-pooling vehicles. It
coordinates trips,  by � nding optimal  matches between vehicles and passengers. Ride-pooling
promises to reduce the need for private vehicles, by proving � exible shared transport.

The general trend of research on ride-pooling focuses on operation of ride-pooling services,
e.g. how to quantify  ride-pooling operations and performance [31, 76, 123, 148, 202, 238,
264], algorithm  development and improvements [4, 75, 77, 82, 137, 201], local case studies
[76, 267], and its impacts on tra � c or emissions [124, 264].

In  contrast, our work aims to understand ride-pooling from a systemic point  of view,
by investigating emerging dynamics and collective phenomena. Treating  ride-pooling as a
complex system decomposed into  constituents and interactions has allowed researchers to
uncover universal scaling laws [83, 168, 228], to study the incentive structure underlying
adoption dynamics of ride-pooling [225] and identify  how individual  aspects of ride-pooling,
such as the capacity [262] and the demand structure [39, 220] in� uence the dynamics of
ride-pooling. We build  upon the previous research, and extend it  to include not only the
spatio-temporal dynamics of ride-pooling and their  connection to scaling laws, but  also by
exposing microscopic mechanisms a� ecting macroscopic properties of a ride-pooling service.

In  ride-pooling, collective dynamics are enabled because the central algorithm  provides a
medium by which individual  parts of the system may interact  with  each other. We focussed
on the interactions between vehicles, by not explicitly  modelling passenger decision-making.
The interactions between vehicles are di� cult  to fully  characterize, but  they in essence stem
from the optimization  that  the dispatcher performs. If  a request is assigned to one vehicle
similar requests, with  similar origins and destination, are less likely  to be assigned to a
di� erent vehicle. This algorithm  mediated interaction  gives rise to collective e� ects such as
the scaling laws described in section 4.4.

A  recurring idea in our study of ride-pooling is the focus on microscopic mechanisms.
Changes in the microscopic mechanism by which routes of vehicles are changed when a
passenger is assigned to them, are re� ected in the macroscopic scaling laws of ride-pooling.
This connection between spatio-temporal dynamics, which may be amenable to rigorous
treatment  as a physical system, and macroscopic quantities provides an opening by which
we may develop a more complete description of on-demand mobility.  For constrained ride-
pooling, we have seen that  the microscopic mechanisms of the assignment produce a feedback
mechanism, which ultimately  creates two possible states in which a ride-pooling system can
operate, a constrained and an e� ectively unconstrained state. The understanding gained
from uncovering these feedback loops may enable ride-pooling operators to better adjust
their  system to operate e� ciently.

This work reveals, by providing three explicit  examples, how increased connectivity  in
the modern mobility  landscape gives rise to new and often unintended collective dynamics.
Treating  human mobility  as a complex system, where interactions between components give
rise to dynamics that  are more than the sum of their  parts, is essential for understanding the
full  range of consequences that  come with  new transport  modes. Understanding these new
transport  modes, in turn,  is a prerequisite for the creation of resilient, e� cient and genuinely
sustainable mobility  systems in the future.
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A.  Hysteresis in Ride-hailing

In  section 4.4.4 we have explained how hysteresis arises in ride-hailing services. We have
discussed primarily  a � rst-in- � rst out policy in which the oldest requests in a queue are
assigned � rst.

The e� ect of the hysteresis loop can be mitigated  by foregoing this � rst-in- � rst-out  policy.
When there is a queue of requests and no vehicles are idle, then requests can be assigned to
vehicles as they become idle based on their  distance. Previously the dispatcher could choose
the best positioned vehicle from B idle vehicles to serve a request, now, with C passengers
waiting  in the queue, the dispatcher can choose the best positioned request out of C requests,
whenever a vehicle becomes idle. Thus, the service time can be reduced even if  all vehicles
are busy.

When the system has a queue, the rate equation for the queue length is then given by,

d�C/ B �
dt

=
�
B

�
1

� ts(C)�
.

The notable di� erence now is that  the service time, in particular  the waiting  time tw , depend
on the queue length in the same way as they depend on the number of idle vehicles, if  there
are idle vehicles. While, the system can still  overload, in the sense that  there are no idle
vehicles, the queue length will  no longer grow inde� nitely  while q <  1. Instead, it  will  settle
on a � xed point  given by

C � = t � 1
s

�
B
�

	
, (A.1)

where the � 1 indicates the inverse of the service time function.
This decreases the service time for passengers and increases the throughput  of the ride-

hailing system, because the queue does not grow inde� nitely.  Smaller changes, and � uctua-
tions can even return  the system from a state with  � nite queue length to a state with  idle
vehicles.

However, there is still  a hysteresis loop, even if  the taxi  dispatcher follows a nearest � rst
policy, because there are still  two stable � xed points of the ride-hailing dynamics, which
coexist at the same parameters.
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Figure A.1.: Nearest � rst ride-hailing service. a Sketch of the � xed points of a ridehailing system
under a nearest � rst policy. Either  the system has a � nite number of idle vehicles, or a
� nite queue length. b,c Illustration  of the expected pickup time for new requests (red)
in the operating state, when vehicles are idle. d,e Illustration  of the expected pickup
time for a newly idle taxi  (red) in the overloaded state, when there is a queue. In the
operating state, nearest � rst service is identical to � rst-come-� rst-served-service. In the
overloaded state, the pickup distance decreases (the service rate increases) when the
queue length becomes large. Close to the onset of overload the pickup time increases
(compare panel c,d) and the service rate decreases. One stable operating state and one
stable overloaded state (solid circles) at � nite queue lengths exist for loads 1/2 < q <  1
(dotted vertical line), separated by an unstable operating state (empty circle) at a � nite
number of idle buses. The dashed grey line shows the theoretical limit  � rst-come-� rst-
served service without  � nite size e� ects.
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B. Anomalous Supply Shortages

B.1. Finding  Nash  equilibria

There are several accepted algorithms to � nd all Nash equilibria, mixed or pure, of a game.
Here we consider the algorithm  named support enumeration.

The support I i of a mixed strategy �� of a player i is the set of pure strategies which have
non-zero weights. Support enumeration iterates over all possible combinations of supports,
for all players.

For each combination of supports one veri� es that  a mixed strategy with  this support can
be part  of a Nash equilibrium.  A  mixed strategy �� i can only be part  of a Nash equilibrium
if  player i is indi � erent to all the strategies in the support of �� i . This means that,  given the
strategy pro� le of all other players (�� 1, . . . , �� i � 1, �� i +1 , �� n ) player i ’s payo�  is the same over
all strategies in the support of �� i :

� i (�� 1, . . . , �� i � 1, si , �� i +1 , �� n ) = v ,

for every strategy si � I i . Here v � R is some constant value. This needs to be true for the
support of every player, which results in a system of equations for the weights �� 1, �� 2, . . . , �� n .
Only if  there is a solution for this system of equations, which produces valid probabilities �� i ,
and the mixed strategies�� i are best responses, then a Nash equilibrium  has been found.

B.2. Tra� c in � uences  Uber’s  price  estimates

Price estimates for trips  made via Uber are dynamically adjusted in multiple  ways. While the
surge fee is added arti � cially by Uber’s pricing algorithm,  tra � c along the requested route
will  also a� ect prices.

Congestion causes trips  to take longer. Because part  of the price is calculated based on the
time the trip  takes, this raises the price estimate. Increases in estimated duration  of trips  is
seen in � g. B.1 (blue curves).

During  heavy congestion alternative routes may become faster, even if  they are nominally
longer. This also a� ects the price estimate as part  of the pricing scheme considers the length
of the trip.  Figure B.1 (red lines) also shows these switches of the suggested route occuring
during the peak hours of tra � c, in particular  at DCA.
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Figure B.1.: Uber trip  fees change proportional  to city  tra � c � ow conditions. UberX base cost
change intra-day  at a DCA,  b LAX,  c SFO and d IAH  (data from 19-06-04) as trip  fees
adapt to latest estimates for trip  duration (blue) and distance (red). Both estimates
respond to changing tra � c conditions, congestion and dynamic route choice. During
commuting hours rising trip  duration estimates re� ect congested streets, while changes
in trip  distance estimates correspond to alternative route choice advise as the fastest
route option changes for given tra � c conditions. Uber Black trip  fees behave qualita-
tively  identically  since they are based on the same duration and distance estimates.
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B. Anomalous Supply Shortages

B.3. Price  surges  and  aircraft  arrivals  at  other  cities

We have shown that  for DCA  air travel tra � c is not enough to explain the occurrence of
recurring price surges (see section 2.4.2). Here we show that  the same conclusion is reached
for other airports around the world. None of the cross-correlation functions between the
surge fee and the number of arrivals at the airport  show maxima a consistent delays across
days (� g. B.2).
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B. Anomalous Supply Shortages

B.4. Candidates  for  arti � cial  supply  shortages

The following are locations which exhibit  very similar price dynamics as the ones observed
for Reagan National airport  (� g. B.3). They show recurring short spikes in the surge fee in
addition  to slow changes in the price. This results in distributions  of the price changes which
are well described by two Gaussian distributions  with  weights wsurge and standard deviations
� surge which place them close to DCA  in the overview plot  in � g. 2.23.
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B.4. Candidates for arti � cial supply shortages

Figure B.3.: Identifying  non-equilibrium surge dynamics and anomalous supply shortages. Repeated
price surges similar to those observed at DCA emerge in locations across the globe
(America, Asia, and Europe) and independent of type of origin (airport,  train  station,
and other prominent locations). The surge dynamics at the locations identi � ed in
� g. 2.23 is qualitatively  and statistically  similar DCA.  In particular,  sustained eriods
with  non-zero likely real supply-demand imbalance at that while
periods with  repeated surge peaks are characteristic for price surges induced by arti � cial
supply shortages (e.g. Warsaw evening, Montreal evening, Chicago evening, New York
City  afternoon and evening).
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C. Congestion waves in EV  infrastructure

C.1. Examples  of  EV tra � c � ow

Figures C.1 to C.3 include more examples of EV  tra � c � ow, characteristic for di� erent values
of the patience p, or a di� erent number of ports m.
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C.1. Examples of EV  tra � c � ow

Figure C.1.: Qualitative  � ow states for a patiencep = 0. The maximum range isqmax = 300km. The
velocity of vehicles is v = 120 km/ h. The charging threshold is 50% of the range. The
charging speed is � = 480 km/ h. Each charging station has m = 1 charging port.  The
� rst row shows a free � ow system, with  a vehicle density of �̃ = 2.5 veh/ port . Vehicles
move uninhibited  along the road with  their  free � ow velocity. The second row shows a
system close to the critical  density �̃ = 5.0 veh/ port . Vehicles now encounter queues,
and clusters of congested charging stations propagate along the direction of the � ow.
The third  row shows an overloaded system with  a vehicle density of �̃ = 7.5 veh/ port .
Queues are now unavoidable and � xed in space, with  every charging station having a
queue, causing waiting time to dominate the travel time of vehicles.
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C. Congestion waves in EV  infrastructure

Figure C.2.: Qualitative  � ow states for a patience p = 2. The maximum range is qmax = 300 km.
The velocity of vehicles is v = 120 km/ h. The charging threshold is 50% of the range.
The charging speed is � = 480 km/ h. Each charging station has m = 1 charging port.
The � rst row shows a free � ow system, with  a vehicle density of �̃ = 2.5 veh/ port .
Vehicles move uninhibited  along the road with  their  free � ow velocity. The second row
shows a system close at the critical  density �̃ = 5.0 veh/ port . In contrast to � g. C.1 and
� g. 3.9 no congestion waves can be observed. This is due to the fact that  while queues
exist, they are not long enough for drivers to be in� uences by them. The third  row
shows a system with  a vehicle density of �̃ = 7.5 veh/ port . Congestion waves emerge
only at vehicle densities above the critical  density.
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C.1. Examples of EV  tra � c � ow

Figure C.3.: Qualitative  � ow states for a patience p = 0 and m = 4 charging ports at each charging
station. The maximum range is qmax = 300 km. The velocity of vehicles is v =
120 km/ h. The charging threshold is 50% of the range. The charging speed is � =
480 km/ h. The � rst row shows a free � ow system, with  a vehicle density of �̃ =
2.5 veh/ port . Vehicles move uninhibited  along the road with  their  free � ow velocity.
The second row shows a system close to the critical  density �̃ = 5.0 veh/ port . Vehicles
encounter queues and form clusters of congested charging stations, which propagate
in the direction of the � ow. The third  row shows an overloaded system with  a vehicle
density of �̃ = 7.5veh/ port . Here, queues are unavoidable and � xed in space, with  every
charging station experiencing queues that  signi� cantly increase the vehicles’ waiting
times.
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C. Congestion waves in EV  infrastructure

C.2. Classi� cation  by  correlation

Owing to the fact that  charging jams consist of coherent clusters of charging stations with
queues, one expects a di� erence in the correlation of the queue length Ci of neighboring
charging stations:

Corr [Ci , Ci +1 ] =
� (Ci �  �Ci � ) (Ci +1 �  �Ci � )�p

Var [Ci ]
p

Var [Ci +1 ]
. (C.1)

Figure C.4 shows the average correlation between neighboring stations for a simulation with
varying vehicle densities, a patience of 1, a single port  per charging station and a charging
threshold of 50%. While there is a clear di� erence in the correlation between stations at low
densities, i.e. in free � ow states, at densities close to the critical  density, where we encounter
congestion jams, and fully  congested states at high densities, the standard deviation (obtained
by considering 20 realizations with  random initial  conditions) for the correlation of stations
is large relative to the average value of the correlation.

The neighbor correlation alone is therefore insu� cient to capture the intricate  dynamics
occurring during congestion waves.
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C.2. Classi� cation by correlation

Figure C.4.: Correlation of the queue lengths of neighboring charging stations. Shown are the av-
erages of the correlation obtained from simulating 20 realizations of highways for each
shown vehicle density �̃ (vehicles per charging port).  The bars show the standard
deviation of these 20 simulations each.
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C. Congestion waves in EV  infrastructure

C.3. Threshold  method

The simplest way to classify congested and uncongested stations is to apply a threshold � lter
to the queue length time series. However, this does not produce compact congestion wave
indicators. Figure C.5 shows the result of thresholding to classify the states of charging
stations. Charging stations have been classi� ed as congested if  their  occupancyC (queue
length +  currently  charging person) is larger than a threshold � , C > � . Although  the shape
of congestion waves can be clearly observed, often there are charging stations classi� ed as free
charging stations, even though they are surrounded in space and time by congested charging
stations. Changing the threshold worsens the classi� cation.

Figure C.5.: Classifying charging stations by applying a threshold. Thresholding the queue lengths
reproduces the congested parts of a congestion wave, but  fails at the boundary of the
congestion wave.
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C.4. Fluctuating  number of vehicles

C.4. Fluctuating  number  of  vehicles

We have observed and understood the dynamics of EV  charging congestion in a simple model
with  � xed number of vehicles. However, a much more realistic setting has to account for
vehicles leaving and entering roads. In  this section we investigate the charging dynamics
when the number of vehicles � uctuates, as vehicles stochastically enter and leave the road.

We consider the minimalistic  homogeneous model of the road, in which K charging stations
all have the same amount of charging ports m and are equally spaced by distances� on a
periodic road. Vehicles and drivers are assumed to be homogeneous as well, i.e. they all
have the same range qmax , the same range anxiety q� , the same velocity v, and the same
charging speed � . However, drivers now have destination charging stations on the road,
chosen randomly and uniformly  for each driver. When a driver reaches their  destination
station, they will  leave the road. In  addition,  new drivers enter the road at random charging
stations, according to a Poisson process with  rate � . The initial  battery  level q of the vehicles
is also drawn uniformly  from the interval  [0,qmax ], which means that  it  is possible that
vehicles need to charge at the charging station at which they entered the road.

C.4.1. Critical  in � ow

Because the start  and endpoint of the journey, xo and xd respectively, for each driver is chosen
at random, the distance each driver will  drive on the road is a random variable as well. The
number of stations that a driver will pass, dK , is distributed uniformly:

p(dK ) =
X

x0 � { 1,...,K }

p(x0)p((xo + dK ) mod K )

p(dK ) = K � 1

The distances driven are calculated as d = dK l . The average distance driven by the vehicles
in this system is given by

�d� =
K  �
2

=
L
2

.

Using the average distance that  vehicles drive on the road, we can now determine an input
� ow capacity of the entire road, similar to the critical  density eq. (3.12). If  all charging ports
of the road were utilized,  they would provide a sum total  of mK  � of range to the total  of
vehicles in the system. The maximum charge which can be provided by the infrastructure
needs to be compared to the demand for charge by vehicles entering the road. If  the charging
infrastructure  cannot provide enough charge to meet the demand, the system overloads. At
what input  rate � c does the demand become too much?

Since the rate � denotes the number of vehicles entering the road per time, and each
vehicle – disregarding queues and decision-making – will  need to recharge some amount r .
The average demand for charge per time is � � r � . We therefore need to � nd the average charge
� r � that  a vehicle entering the system will  demand from it.

A  vehicle will  rechargen times if  the di� erence of its initial  chargeq0 and travel distance
fall within  the interval  de� ned by

q� � n(qmax � q� ) < q0 � d � q� � (n � 1)(qmax � q� ) .

This means that  the number of charging events for each (q0, d) is given by

n =
�

d � (q0 � q� )
qmax � q�

�
�

d � (q0 � q� )
qmax � q� .
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C. Congestion waves in EV  infrastructure

This constitutes a lower bound on the number of charging events a driver who wants to
drive distance d and whose vehicle has an initial  charge of q0 undergoes. Each individual
charging event demands a charge of qmax � q� , except if  it  is the initial  charging event and
the initial  charge lies below the charging threshold q0 < q� (the driver charges at the station
they enter to road on). Using the above, we write  a lower bound on the average charge a
vehicle will  drain from the system,

� r �  �
X

d,q0

(qmax � q� )
d � (q0 � q� )

qmax � q� P(q0, d) +  (q� � q0) � (q0 < q� ) P(q0, d) .

Here � (q0 < q� ) denotes an indicator  function that  is 1 if  the condition in the argument
is ful� lled and 0 otherwise. This part  concerns the case when a vehicle enters the road with
less initial  charge than its charging threshold. In  this case, the initial  charging process will
demand more charge. Performing the sum yields,

� r �  �
d
2

�
� qmax

2
� q�

�
+

q� (q� +  1)
2(qmax +  1)

= : r l ow .

A  corresponding upper bound is obtained by adding a single extra charging event to the lower
bound.

� r �  � r l ow + qmax � q� .

When the distance driven is large compared to the maximum range of the vehicles, then
both the upper and the lower bound on the average charged distance approachrasy m = K /2
asymptotically.  We use this asymptotic value to de� ne the critical  rate � c.

We equate the demand at the critical  rate � c with  the maximum provided charge of the
system and � nd,

� crasyml = mK  � ,

� � c = 2mK  � / l  K

= 2mK  � / L .

C.4.2. Qualitative  charging  dynamics  with  stochastic  in � ow

We simulate a system with  the following parameter setting of m = 4, � = 480,K = 101, and
L = 1500 km. This system has the asymptotic critical  rate � c = 256 veh/h.

In  a highway system with  zero range anxiety, i.e., drivers do not make conscious decisions
and always deplete their  batteries completely, we observe no propagating congestion. In  the
case whereq� = 0, the actual (non-asymptotic) critical  rate can be calculated to be � c,r = 264
veh/h.  At  small in� ow rates � = 120 veh/h,  the system shows free � ow dynamics. Closer to
the critical  rate, at � = 240, some stations exhibit  lasting queues, but  overall the number of
vehicles in the system remains stable. At  larger in� ow rates � = 350 > � c, charging stations
become increasingly congested, and queue lengths grow over time.

A  non-zero range anxiety changes the � ow dynamics below the critical  rate drastically,
depicted in � g. C.7. While free � ow still  exists, charging stations are generally more often
occupied. In  fact, even in free � ow conditions, neighboring charging stations are likely  to be
either, both occupied, or both unoccupied, rather than be in di� erent states, which indicates
pattern  formation, even far from the critical  rate � c.

At  higher rates, but  still  below the critical  rate, one observes intermittent  congestion waves,
propagating in the direction of the tra � c � ow. These waves emerge from random � uctuations,
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C.4. Fluctuating  number of vehicles

Figure C.6.: Stochastic charging dynamics with  no range anxiety. a Free � ow and c overloaded � ow
are visible. b At  in� ow rates � close to the critical  rate � c, charging stations exhibit
transient queues for long periods of time.

Figure C.7.: Stochastic charging dynamics with  range anxiety 20% and patience 0. a Free � ow and
c overloaded � ow are visible. b At  in� ow rates � close to the critical  rate � c congestion
waves emerge, which, however, “dissolve” again.

but  persist for a long time, during which they move downstream. Finally,  they dissolve
once enough vehicles left the jam, because they reached their  destination. These waves are
especially pronounced when the patience of drivers is larger (compare � g. 3.23, where driver
patience is 1).

C.4.3. Stochastic  congestion  waves

How do these congestion patterns emerge in a stochastic on-o�  ramp scenario? In  the case of
a conserved number of vehicles, we have seen that  congestion waves do not generally occur at
low densities. For waves to form, the total  vehicle density has to be larger than the free-� ow
density � f of the phase-separated system. In  the stochastic case, where the number of vehicles
on the road � uctuates, there is always a probability  for the local density to � uctuate above
� c, the density at which the system locally cannot accommodate the charge demand. Rather
than drastically undergoing a qualitative  change in the � ow dynamics, congestion waves are
present in any non-overloaded system.

This behavior is con� rmed by the correlations in the queue lengths between neighboring
charging stations (see � g. C.8). The correlations increase continuously as the in� ow rate
� is increased. Indicating  that  clusters of congested stations are present at all in� ow rates
below the critical  rate � c. Above the critical  rate correlations between charging stations
vanish. This result is the opposite of what is observed for the non-stochastic system with  a
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C. Congestion waves in EV  infrastructure

Figure C.8.: Correlation
The correlation
in� ow
waves
enough such that  all charging stations are overloaded, the queue lengths become fully
uncorrelated again.

� xed number of vehicles, where neighboring stations only become correlated when the system
congests (compare � g. C.4).

There is a critical  transition  occurring close to the asymptotic critical  in� ow rate � c. Here,
the system collectively overloads and every charging station grows a queue. These queues
grow over time because vehicles keep enqueueing faster than leaving the station. We can write
down the dynamics of the queue lengths Ci , by considering a the queue length at everytime
a vehicle leaves the station. In  the overloaded regime, this occurs every � t = qmax / � :

Ci (t + � t) = Ci (t) � 1 + � � � � t + �̃ , (C.2)

where � � � � t denotes a Poisson distributed  random variable with  mean � �� t . The rate
� � = � / K consists of new vehicles entering the road and charging at station i for the � rst
time. Additionally,  during each time step � t, one vehicle leaves the charging station, as per
de� nition  of the stroboscopic process, during this time vehicles may arrive at the station
intending to charge for the second time, this is captured in the second stochastic term �̃ .
The above value for � t corresponds to a scenario with  one port  per charging station, but  the
calculation can easily be extended to more ports.

Because all random variables involved are independent, the average trajectory  of a queue
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C.4. Fluctuating  number of vehicles

length follows,

�Ci (t0 + n� t)� = Ci (t0) � n +

*
nX

k= 1

� � � � t

+

+

*
nX

k= 1

�̃

+

= �Ci (t0)� +
�
� �� t + � �̃ �  � 1

�
n

where the average was taken over initial  conditions and realizations of � and �̃ . In  the
overloaded regime � �� t + � �̃ �  � 1 >  0 and the average queue lengths grow linearly.

Because of the stable property of the Poisson distribution,  i.e. the sum of Poisson dis-
tributed  random variables is again a Poisson distributed  random variable, the variance of the
queue length can be determined to:

Var [Ci (t0n� t)] =  Var [Ci (t0)] + n� �� t + nVar [ �̃ ] ,

Because the arriving  vehicles at neighboring stations are independent of each other, the
covariance between neighboring stations is simply given by the covariance in their  initial
conditions:

Cov [Ci (t), Ci +1 (t)] =  Cov [Ci (t0), Ci +1 (t0)] .

The temporal evolution of the queue lengths eq. (C.2) only becomes accurate when Ci is
large. At  small Ci the fact that  the queue length cannot fall below 0 introduces a boundary
e� ect, which may introduce correlations. Thus, the initial  time t0 should be taken as a time
when the queue lengths are su� ciently large such that  this boundary e� ect loses relevance,
and all relevant correlations are contained in Ci (t0). The covarianceCov [Ci (t0), Ci +1 (t0)] is
the result of transient dynamics and generally does not vanish due to the collective dynamics
of the system.

However, the correlation between two neighboring station is given by

Corr [Ci (t0 + n� t), Ci +1 (t0 + n� t)] =
Cov [Ci (t0 + n� t), Ci +1 (t0 + n� t)]

p
Var [Ci (t0 + n� t)]

p
Var [Ci +1 (t0 + n� t)]

,

n���
Cov [Ci (t0), Ci +1 (t0)]

n (� �� t + Var [ �̃ ])
n��� 0 .

Thus the correlation between neighboring stations vanishes for long times, as can be observed
in � g. C.8. This occurs immediately at overload, showing that  the transition  towards the
overloaded state is discontinuous.
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D. Ride-pooling

D.1. Waiting  time  distribution  in  networks

For low loads q � 0, the waiting  time corresponds to the average distance to the nearest
vehicle. In  section 4.4.3 we have calculated how the waiting  time scales with  the � eet size
for large � eet sizes. Here, we extend this calculation to networks. A  notable di� erence with
networks is that  there is a � nite probability,  that  a vehicle is found at the same location as
the request origin. This invalidates many of the steps done in section 4.4.3, which relied on
the distance distribution  to vanish as the distance tends to zero.

The form of the probability  distribution  of the nearest neighbor distance still  applies:

� � p� =
X

� p

� pB  � (� p) (1 � � (� p))B � 1

We can bound the average pickup distance from above, by replacing the cumulative dis-
tances � (� p) with � (� nn ), where � nn is the distance to the nearest neighbor node on the
network. Because the cumulative distribution  is monotonic, this gives a valid upper bound
for the pickup distance.

� � p�  �
X

� p �= 0

� pB  � (� p) (1 � � (� nn ))B � 1 (D.1)

� B (1 � � (� nn ))B � 1 (D.2)

(D.3)

It  is also possible to bound it  from below, by only considering the contribution  to the average
pickup distance from the nearest neighbors of the request origin.

� � p�  � � nn B  � (� nn ) (1 � � (� nn ))B � 1 (D.4)

� B (1 � � (� nn ))B � 1 . (D.5)

Both  the upper bound and the lower bound exhibit  the same scaling. Therefore, the pickup
distance, and the corresponding waiting  time of passengers scales exponentially with  a linear
multiplier  in the � eet sizeB .

D.2. Example  of  an  anti-aligned  trajectory

Figure D.1 shows a detailed example of the emergence of anti-alignment in a simulated
ride-pooling vehicle route. First,  a stop is inserted far from the planned route, creating
two oppositely directed segments. Then, further  stops are inserted into  the newly created
segments over time leading to even stronger anti-alignment.
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D.2. Example of an anti-aligned trajectory

Figure D.1.: The correlation function reveals timescales at which alignment and anti-alignment  oc-
curs. The mechanics of these timescales can be understood by the principles governing
the insertion of new stops into the planned route.
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D.3. Anomalous  di � usion  in  ride-pooling  dynamics

In  � g. 4.28 we show the large timescale dynamics of ride-pooling to be di� usive. On very small
timescales the spatio-temporal dynamics of ride-pooling are ballistic,  hence the magnitude of
the di� usion coe� cient is determined by the transition  between the ballistic  and the di� usive
motion. For simple persistent random walks such as described in section 4.2 the MSD curves
consistently transition  from ballistic  motion towards di� usive motion because the correlation
function is monotonous.

In  ride-pooling, however, the autocorrelation is not homogeneous and may even locally
become negative. Equation (4.22) describes how the mean squared displacement depends
on the autocorrelation. Because the autocorrelation � (t) can be negative over some time
interval,  there is a timeframe in which the mean squared displacement grows sublinearly.

Thus, ride-pooling exhibits characteristics of anomalous di� usion on that  timescale. An
example is shown in � g. D.2. At  very high loads, the negative local minimum  of the auto-
correlation function leads to a timeframe in which ride-pooling exhibits sub-di� usive charac-
teristics.

In  practice this e� ect is unlikely  to emerge, as the loads required are large enough to
incur very large service times, which would make the ride-pooling service unattractive  to
passengers.
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Figure D.2.: Anomalous di� usion on intermediate time scales in extreme ride-pooling settings with
high load q = 7 and small � eet sizeB = 4. In between the ballistic  motion on individual
segments for short times and the di� usive motion on long time scales, the mean-squared-
displacement grows with  an exponent less than one for a substantial amount of time.
The existence of anomalous di� usion is directly  linked to the existence of multiple  time
scales in the correlation function (compare Fig. 2 and 3 in the main manuscript). Such
high loads and small � eet sizes are, however, unlikely  to occur in real-world settings,
as the induced waiting times and delays would cause customers to avoid traveling with
the ride-pooling service.

187



D. Ride-pooling

D.4. Multi  time  scale  random  walk

A  simple model for a multi  time scale random walk can be obtained by extending the active
Brownian particle covered in section 4.2.

Instead of a single instantaneous angle � (t) subject to noise, we include a second angle
� , subject to a di� erent source of noise, describing a more general long term movement of
the particle. The relation between these directions is described by the following di� erential
equations:


 t � = a� � , (D.6)


 t � = c(� � � ) + b� � . (D.7)

The instantaneous direction � converges exponentially to the long term direction. The vari-
able � describes a long term direction if  it  is � uctuating  slower than � : a < b, and if � relaxes
quickly towards � : c > a.

The trajectory  of the particle is then determined by,


 t x = v
�

cos� (t)
sin � (t)

	
. (D.8)

This two-timescale system exhibits a complicated directional autocorrelation

� (� ) = � cos(� (� ) � � (0)) , �

which will  be shown next. It  will  shown, that  such a simple two-timescale model for a random
walk, will  already create a qualitatively  similar correlation function.

We make use of the fact that  the correlation function:

� (t, s) = � cos(� (t) � � (s))� ,

=  Re
h
�ei ( � (t )� � (s)) �

i
(D.9)

The average here denotes an average over all possible paths that � could take according to
the dynamics described above. We will  calculate this average, using a stochastic path integral
ansatz [53, 252], utilizing  the exponential form of our observable cos(� (t)). The action for
the two-timescale model is given by

S
h
� , � , �̃ , �̃ ; t i , t f

i
=

Z t f

t i

�
�̃ (t �)

�

 t � (t �) � c

�
� (t �) � � (t �)

��
+ �̃ (t �)
 t � (t �) +

a2

2
�̃ 2(t �) +

b2

2
�̃ 2(t �)

�
dt � .

(D.10)

Figure D.3.: Simple two timescale dynamical model. a Sample trajectory. b Directional  correlation
function (blue: simulated, black dashed: predicted). The correlation function quali-
tatively  exhibits the same behavior as ride-pooling at intermediate loads. Parameters
used are: a = 1.5, b = 8.0 and c = 7.0.
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Where �̃ and �̃ are the imaginary response � elds for � and � respectively. We now evaluate
the average of the exponential term in eq. (D.9).

� ei ( � (t )� � (s)) � =
Z

D� D�̃ D� D�̃  ei ( � (t )� � (s)) e� S[� ,� ,�̃ ,�̃ ;t i ,t f ] ,

=
Z

D� D�̃ D� D�̃  ei
Rt f

t i
(� (t � )
 (t � � t )� � (t � )
 (t � � s)) dt �

e� S[� ,� ,�̃ ,�̃ ;t i ,t f ] ,

=
Z

D� D�̃ D� D�̃  eK [� ,� ,�̃ ,�̃ ;t i ,t f ] .

Rather than writing  down the entire expression we focus on speci� c parts � rst, starting  with
the term �̃
 t � in the action eq. (D.10). We partially  integrate it  to obtain:

Z t f

t i

�̃
 t � dt � = �̃�
�
�
�
t f

t i

�
Z t f

t i

�
 t �̃ ,

= �̃ (t f )� (t f ) �
Z t f

t i

�
 t �̃ . (D.11)

By requiring the initial  condition � (t i ) = 0, only the conditions at the time t f survive. We

treat  the term �̃  
 t � analogously. The result is an expression for K
h
� , � , �̃ , �̃ ; t i , t f

i
which is

linear in � and � .

K
h
� , � , �̃ , �̃ ; t i , t f

i
= i

Z t f

t i

�
� (t �)

�
� (t � � t) � � (t � � s) + 
 t �̃ (t �) � c�̃ (t �)

�
(D.12)

+ � (t �)
�

c�̃ (t �) + 
 t �̃ (t �)
�

(D.13)

�
a2

2
�̃ 2(t �) �

b2

2
�̃ 2(t �)

�
dt � (D.14)

� �̃ (t f )� (t f ) � �̃ (t f )� (t f ) (D.15)

Since� and � occur only linearly in the exponentK an integration  with  respect to all possible
paths D� and D� has the e� ect of a delta functional, which � xes the values of �̃ and �̃ .

� ei ( � (t )� � (s)) � =
Z

D�̃ D�̃  �
h

 t �̃ � c�̃ + � (t � � t) � � (t � � s)

i
,

× �
h

 t �̃ + c�̃

i
,

× �
�

�̃ (t f )
�

�
�

�̃ (t f )
�

,

× ei
Rt f

t i
� a2

2 �̃ 2 (t � )� b2

2 �̃ 2 (t � )dt �
. (D.16)

Here, the boundary terms from eq. (D.11) � x the � nal states of the response � elds �̃ and �̃ to
be exactly zero if  we perform the integration  over all possible end states. Thus, the response
� elds are determined by two ordinary di� erential equations,


 t �̃ (t �) = � c�̃ (t �)


 t �̃ (t �) = c�̃ (t �) � � (t � � t) + � (t � � s) ,

which can be solved to obtain for �̃ ,

�̃ (t �) = ect � � ct �
� (t � � t) � � (t f � t)

�
� ect � � cs �

� (t � � s) � � (t f � s)
�

,

which ful� lls the boundary condition �̃ (t f ) = 0. Further,  we can demand t f > t and t f >
s to be always the case, since nothing prevents us from choosing an arbitrarily  large t f .
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This simpli� es some notation  by setting the Heaviside functions which contain t f to one.
Performing the integral of �̃ to obtain �̃ yields,

�̃ (t �) =

�
�

�

� ec(t � � max{ t ,s} ) + ec(t � � min { t ,s} ) if t � <  min { t, s}
� ec(t � � max{ t ,s} ) +  1 if t < t � <  max{ t, s}

else
.

Squaring the response � elds gives,

�̃ 2(t �) = e2c(t � � t ) � (t � t �) + e2c(t � � s) � (s � t �) � 2ec(2t � � t � s) � (t � t �)� (s � t �) ,

�̃ 2(t �) =

�
�

�

e2c(t � � s) + e2c(t � � t ) � 2ec(2t � � s� t ) if t � <  min { t, s}
e2c(t � � max{ t ,s} ) � 2ec(t � � max{ t ,s} ) +  1 if  min { t, s} < t � <  max{ t, s}
0 else

.

To evaluate the time integrals in the exponent in eq. (D.16) we make use of the the fact that,

� (t � t �)� (s � t �) =  � (min { t, s}  � t �) ,

and

2 min { t, s}  � t � s = � |t � s| .

We start  with  the integral of �̃ 2,
Z t f

t i

�̃ 2(t �)dt � =
Z t

t i

e2c(t � � t )dt � +
Z s

t i

e2c(t � � s)dt �

�
Z min { t ,s}

t i

2ec(2t � � t � s)dt � ,

=
1
2c

�
1 � e2c(t i � t )

�
+

1
2c

�
1 � e2c(t i � s)

�

�
1
c

�
ec|t � s| � ec(2t i � t � s)

�

=
1
c

�
1 � ec|t � s|

�
�

1
2c

�
e� c(t � t i ) � e� c(s� t i )

� 2
.

For the integral over �̃ 2 we obtain,
Z t f

t i

�̃ 2(t �)dt � =
Z min { t ,s}

t i

e2c(t � � s) + e2c(t � � t ) � 2ec(2t � � s� t )dt �

+
Z max{ t ,s}

min { t ,s}
e2c(t � � max{ t ,s} ) � 2ec(t � � max{ t ,s} ) +  1dt � +  0

=
1
2c

�
e� 2cs + e� 2ct � 2e� c(s+ t)
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1
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2
c
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1 � e� c|t � s|

�
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1
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1
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� 2
.

With  that  we can write  down the directional correlation function:

� cos(� (t) � � (s))� = exp
�
�

b2 � a2

2c

�
1 � e� c|t � s|

�
�

a2

2
|t � s| +

a2 + b2

4c

�
e� c(s� t i ) � e� c(t � t i )

� 2
�

,
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which simpli� es to

� cos(� (t) � � (s))� = exp
�
�

b2 � a2

2c

�
1 � e� c|t � s|

�
�

a2

2
|t � s|

�
,

when the initial  time t i � t and t i � s, i.e. after any transient dynamics of � (t). This
correlation function exhibits a similar shape to the two-timescale correlations observed in
ride-pooling, that  means at � rst the correlation drops quickly when |t � s| is small, but  drops
at a slower exponential rate at large |t � s|.

As expected over short timescales the correlation function decays exponentially with  the
rate b2/2,  the � uctuations of the fast variable, while over long timescales the correlation
decays with a2/2, the strength of the � uctuations of the slow variable.

D.5. Rejections  in  the  two-node  network  with  stop  times

Figure 4.46 shows more than just  a discontinuous transition  in the fraction of rejections
for a two node topology. For a range of maximum allowed delays the fraction of rejections
becomes independent of the allowed delay. As found in section 4.7.4 in the constrained regime
requests are preferentially appended to the end, when they appear. This means they are often
very delayed from the outset, preventing other requests from being assigned to the vehicle.
In  the extreme case, a vehicle currently  driving  towards the right  node will  be assigned a
request from right  to left that  is maximally  constrained. Thus when the vehicle arrives at
the right  node, no other request from right  to left can be assigned. The vehicle picks up its
single passenger, and moves towards the left node. Before it  arrives it  is assigned the next
maximally  constrained request from left to right.

In  this case the vehicle serves one passenger every � / v + 2 t 
 (amounting to 1.2 in � g. 4.46).
This time is � xed, and does not depend on the slack c. With  a request rate � = 3v/ � , this
means that  72% of requests cannot be served.

Paradoxically, this value is only reached for very large � eet sizes, where relative � uctuations
are low. For smaller � eets the � uctuations lead to vehicles becoming idle occasionally. An
idle vehicle can then be assigned a request without  fully  constraining its route.

Thus, in this simple system, at small slack, smaller � eet sizes perform better, than large
scale ride-pooling systems.
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