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ABSTRACT

Large-scale Artificial Neural Networks (ANNs) have gone from academic subject to sur-
passing human performance in a large number of domains within little more than a decade.
What powered this meteoric rise was the availability of enormous—and exponentially

growing—amounts of computational capacity.

During the same time, many scandals around data breaches have undermined the public’s
trust in the confidentiality of their data, once transferred to the cloud platforms on which
ANNs usually run. This trend has sparked interest in running Machine Learning (ML)
models not just on centralized and powerful compute systems, but on the edge, close to
where the data originates. These devices are often battery-powered and provide several
orders of magnitude less compute and memory, compared to modern High Performance
Computing (HPC) systems. Training a model based on local data is rarely feasible on such
constrained systems. Querying an existing, static model for predictions—a process known
as inference—is, however, often achievable, especially for comparatively simple tasks like

image recognition and keyword spotting.

This thesis discusses several adaptations to the inference of ANNs to suit the require-
ments of these resource-constrained systems. First, integer quantization and the use of
Approximate Multipliers (AMs) are discussed as a means of reducing the energy con-
sumption of the arithmetic hardware of resource-constrained systems. These hardware
multipliers do not provide mathematically exact results under all conditions, which allows
them to improve upon accurate hardware in other metrics. When they are used to run a
model that was trained using accurate multiplication, they do, however, tend to cause a
significant degradation of accuracy. To improve the final model’s accuracy when using AMs,
a Graphics Processing Unit (GPU)-backed simulation of their behavior is integrated into
the popular ML framework PyTorch. For some designs, the throughput of this simulation is
improved upon by up to four times through a novel simulation model in the floating-point
domain, which plays to the strengths of the GPUs that are commonly used to carry out the

training.

This AM simulation software library is then used to combine the heterogeneous choice
of AMs for different layers in a neural network with retraining to improve the model’s
performance. Considering the accuracy requirements of each layer in a neural network,
rather than uniformly deploying a single AM model throughout improves the accuracy

for a given reduction in energy and vice versa. An up to 79% reduction in the energy
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consumption for multiplications at a less than 1 p.p. drop in accuracy was achieved when
combining heterogeneous AM assignment with retraining.

Besides compute, another scarce quantity in a resource-constrained system is memory.
Results from previous research suggest that many parameters in a neural network might
be redundant and can be replaced with zeroes, leaving a network with sparse tensors.
Most research focuses on using this sparsity to accelerate computations, while its use for
compression is rarely discussed. This is addressed by developing two encoding schemes
for sparse neural network tensors, which achieve both high compression ratios and can
utilize the parallel hardware available in many devices to accelerate decompression at
runtime. The combination of both schemes achieves a more than 25% reduction in memory
consumption at a less than 1 p.p. loss in model accuracy for several different image
recognition architectures.

Finally, sparsity and heterogeneous choice of AMs are combined and extended to include
a third desirable property in resource-constrained systems: flexibility. The AM choice
algorithm is enhanced to allow for a constrained number of AMs to be chosen from a
larger search space. If the compute platform allows for reconfiguring the precision of
the approximate operator at runtime, The optimization result is used to provide several
different assignments from AMs to layers—the model’s operating points. Each of these
points strikes a different balance between energy consumption and accuracy and allows for
adjusting the Quality of Service (QoS) of the model at runtime. The increase in parameters
caused by retraining the same model for different inference environments is addressed
with a weight-sharing scheme that keeps the majority of parameters identical between
models as well as the use of pruning and compression of the model’s sparse tensors. With
this combination, both an up to 50% reduction in energy consumption and a 25% reduction
in memory footprint are achieved, at the cost of a worst-case accuracy loss of 1.10 p.p.

This thesis integrates several, usually distinct, aspects of neural network inference from
model training to hardware parameters optimization and low-level software. Simultane-
ously considering these different components that need to come together in a system’s
design helps build a deeper understanding away from domain-specific optimizations, and
towards optimization of neural network inference on resource-constrained devices as a

whole.
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1 INTRODUCTION

“Any sufficiently advanced technology is indistin-
guishable from magic.” — Arthur C. Clarke

1.1 THE UNREASONABLE EFFECTIVENESS OF NEURAL NETWORKS

Since the first discussion of a computational model of the neurons in the human brain
by McCulloch and Pitts [88] in 1943, Artificial Neural Networks (ANNs) have advanced to
a point where they merit speculations about whether they might have reached general
intelligence [11]. The writing of this thesis coincides with the mass adoption of ANNs
across several domains, most prominently Natural Language Processing (NLP) and image
generation. In 2022, the Large Language Model (LLM) application ChatGPT shattered all
records by reaching 100 million monthly active users (one of which was the author of this
work) within just two months [56], because it was a revolution in how humans can use
computers to retrieve and access information. At around the same time, Diffusion Mod-
els [53] made it trivial to generate high quality images, sparking debates about ownership
of data and the authenticity of online images. The unique quality of ANNs that made this
success possible is their ability to learn an arbitrarily complex function such as “What is
the next word in this long sequence of words?” or “What does a less noisy version of this
noisy image look like?” purely from data [54]. Rather than being given explicit instructions
by a human in the form of a program, ANNs enable the machine to learn its own set of
instruction from a vast set of data.

What drove the success of ANNs across a broad range of fields was the convergence of
three phenomena: data, deep learning and hardware. The amount of data that has been
created, captured, copied and consumed has, by some estimates, grown by a factor of
75% between the years 2010 and 2024 [122]. This abundance of data powers the evolution
towards ever larger and more capable models. The “AlexNet” Convolutional Neural Network
(CNN) by Krizhevsky, Sutskever, and Hinton [73] demonstrated the efficacy of models that
consist of a deep stack of artificial neurons, marking the beginning of the field of deep
learning. AlexNet showed unprecedented accuracy in identifying objects in pictures—a
mundane task for humans, but one that had proven notoriously hard for machines in the
decades before. While, in theory, shallow ANNs have the same expressiveness as deeper
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Figure 1.1: Growth of training complexity in machine learning models over time [113]

ones, deep networks can build up hierarchical representations throughout the layers. This
allows deeper networks to be more parameter-efficient and make better use of the available
training data. Somewhat counter-intuitively, this higher efficiency leads to larger, rather
than smaller models. Larger models trained on more data reliably increase performance [65],
with no end to this trend in sight. AlexNet successfully combined several techniques that
had begun to emerge in the years before, and is often credited with being the starting point
of the deep learning revolution—a trend that is unbroken until the present day. As shown
in Figure 1.1, Sevilla, Heim, Ho, et al. [113] identify a first pre-deep learning era of machine
learning, where models doubled their complexity roughly every two years—in line with
the scaling of transistors in compute systems that was observed by Moore [93] in 1965 (and
which is discussed in more detail in the next section). This first era of machine learning
came to an end at around 2010 and was superseded by deep learning. Under the new
deep learning paradigm, model complexity doubled every 6 months, rapidly outpacing the
growth of compute capabilities. This explosion in complexity led to, at first, the adoption
and later the co-evolution of massively parallel compute hardware and ANNs. AlexNet, in
part, succeeded because it could leverage the throughput of two nVidia GTX 580 Graphics
Processing Units (GPUs) to accelerate the computations in the learning process. From
a modest 60 million parameters in AlexNet, deep learning models have since grown to
hundreds of billions of parameters for the largest LLMs at the time of writing [85].



1.2 Processors at the End of Dennard Scaling

While the parallelism of GPUs enabled the initial success of deep learning, its increasing
adoption in more and more domains led to a convergence of both fields. Now, GPUs
are tailored to the needs of deep learning models and models are built to profit from the
features offered by the latest generation of GPUs. This trifecta of data, deep learning and
dedicated hardware underpins the continued success of ANNSs in fields as diverse as protein
folding [63], board games [114] and language recognition [105].

1.2 PROCESSORS AT THE END OF DENNARD SCALING

The rise of ANNs coincided with a seismic event in the field of computer architecture: The
end of Dennard Scaling [28]. While Moore described the shrinking of transistor area at
a fixed rate, Dennard Scaling predicts that the transistor’s drain and gate voltages will
decrease simultaneously. Through this coupled scaling, a semiconductor device’s power
consumption remains constant while the transistor count increases from chip generation to
chip generation. For decades, Moore’s Law and Dennard Scaling went hand in hand, making
an exponential growth in single-core clock rates (and thus performance) possible. At around
2006, structures reached a size where voltage scaling was no longer able to keep up with
transistor scaling, putting end to the growth of single core performance [10] and clock
frequencies. To put the growing number of transistors enabled by Moore’s law to use, chip
designers started to increase the number of Central Processing Unit (CPU) cores on each
chip, marking the beginning of the multi-core era. The returns of adding additional cores,
however, quickly diminished as described by Amdahl’s Law, since most workloads can only
partially be run in parallel [51]. The fundamental problem that emerged from the increasing
disparity between transistor scaling (Moore) and voltage scaling (Dennard) was, that the
power density of processors grew with every technology generation as shown in Figure 1.2.
To avoid overheating the chip package, an increasing number of transistors needs to be

powered off at any given point in time, a phenomenon known as Dark Silicon [33].

Both the end of Dennard Scaling and the diminishing returns of multi-core systems
have put an end to decades of an obvious and universally recognized path towards more
performant systems. To date, no single trend that would allow the continuation of this
trajectory has emerged. As a consequence, Hennessy and Patterson [50] predict that these
uncertainties create a space in which the general architectures of the past are superseded
by an increasing number of highly specialized compute accelerators, bringing about a
“new golden age for computer architecture”. In this golden age, the design of hardware is
no longer limited to accelerating a handful of established architectures. Rather, different
applications are targeted with dedicated hardware accelerators, designed to suit their

specific requirements.
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Figure 1.2: Transistors per chip and power per area [50]

This development towards more and more specialized architectures on the hardware
side is met by the skyrocketing demand for computation on the application side that was
discussed in the previous section. ANNs lend themselves well to hardware acceleration
because of two properties: parallelism and simplicity. At their lowest level, ANNs are little
more than a sophisticated composition of a single operation: the matrix multiplication. The
matrix multiplication falls into the class of embarrassingly parallel algorithms, because each
entry in the output matrix can be computed independently of all other entries (a detailed
explanation based on the model of an artificial neuron can be found in Section 2.1.1).

CPUs consist of a small number (typically less than 32 in consumer systems) of compute
cores, which are optimized for fast and serial processing. These few cores provide excellent
performance on a wide variety of tasks. As a general computational engine, CPUs contain
numerous optimizations that target the efficient execution of nearly arbitrary code patterns,
including complex branch prediction schemes, large caches and out-of-order execution.
GPUgs, in contrast, are compute engines that are specialized to highly parallelizable problems
by containing thousands of cores. This higher core count of course comes at the cost of each
individual core being significantly less powerful, with much smaller caches and instruction
streams that are executed by many cores at once, leading to wasted execution time on
programs with divergent branches. The highly parallel matrix multiplication, along with
other algorithms from numerous scientific disciplines, lends itself well to this many-core
hardware architecture, explaining their success as domain-specific compute accelerators in
the last decade.

Following the success of the GPU, Application-Specific Integrated Circuits (ASICs) that
are even more specialized to the requirements of narrowly-defined tasks emerged [55]. By
sacrificing even more generalizability in favor of performance on operators specific to ANNs,
purpose-built accelerators—named Neural Processing Units (NPUs)—manage to outperform
GPUs in terms of compute capabilities and efficiency on deep learning workloads. Among
the most prominent examples of such a custom-built NPU is Google’s Tensor Processing
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Figure 1.3: Basic principle of a systolic system [74]

Unit (TPU) architecture. While a GPU schedules computations to cores that communicate
their intermediate results through memory, the TPU uses systolic arrays to accelerate matrix
operations [62]. The systolic array configuration [74] connects compute units in a way
that directly forwards intermediate results to adjacent elements, minimizing expensive
memory access operations as shown in Figure 1.3. Further optimizations employed by
Google’s TPU include a lack of support for high-bit-width numerical formats which are
uncommon in ANN tasks (a property that will be discussed in more detail in Section 1.4)
and large amounts of on-chip memory to avoid the bottleneck of accesses to external
Random Access Memory (RAM). A large body of research focuses on Machine Learning
(ML) accelerators that take this specialization even further by tailoring the hardware not
just to matrix multiplications in general, but targeting patterns in commonly used layer
types [102]. With ANN architectures being an area of active research and constant change,
these high levels of specialization, however, run the risk of becoming obsolete with the
next wave of architectural improvements. As long as these model architectures remain a
moving target, designers will have to decide on how much flexibility they are willing to
trade for performance.

1.3 INTELLIGENT DEVICES: THE DRIVE TOWARDS ON-DEVICE
INFERENCE

Running ML algorithms in large data centers, equipped with powerful High Performance
Computing (HPC) systems has many advantages for the algorithm’s operators: Control
over the compute infrastructure enables easy, centralized deployment of improved model

generations. The valuable model architecture and its parameters can be kept confidential,
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with only the outputs of the model exposed to customers over an Application Programming
Interface (API). Due to economies of scale, data centers provide abundant resources and can
be scaled with relative ease to meet changing customers demands. The collection of user
feedback is easy, and techniques like A/B testing help in creating models that are tailored to
the customer’s preferences. Lastly, and most importantly, centralized infrastructure allows
for the gathering of input data generated by the users, which can be used as training data

for subsequent model generations.

Collecting user’s data in particular, however, is perceived with increasing skepticism by
the public. A countless number of data breaches in which sensitive data was exfiltrated
from company’s servers has sparked debates about how private data really is, once handed
over by the customer. Even when data can be kept out of an attacker’s hands, scandals
like the one involving Cambridge Analytica or the revelations about secretive cooperation
between major cloud companies and U.S. agencies by Edward Snowden have diminished

the trust of users in the confidentiality of their sensitive information [26, 52].

Besides privacy, there are other reasons that make decentralized inference on the user’s
devices desirable: While data centers are equipped to handle vast amounts of data, the
network connection between the user’s device and the data center might not be. Having
to rely on a permanently available network connection is often not realistic for mobile
applications. Many mobile devices are instead expected to keep functioning, even without
network coverage. Some applications might produce an amount of data that either can
not be handled by a network connection at all, or that would be too expensive to upload
constantly. Some devices might not even contain a network interface at all, be it because of
power consumption or for cost reasons. On top of these issues, a round-trip over a network
connection introduces an amount of latency that might not be acceptable for real-time
applications [3]. Devices that rely on a connection to a cloud-based service to remain
functional put customers at the mercy of the vendor for the functionality of their devices. A
vendor’s decision to stop providing certain cloud-based services (because the vendor went
out of business, or simply because the service is no longer profitable) might render large
numbers of otherwise still functional devices unusable overnight [98]. This contributes to
wasted resources and money. A self-contained device, in contrast, will continue to function
as long as it is physically intact.

Although it can be desirable to deploy ML models close to where the data is being created,
resources become more and more scarce the closer models move towards the user. While a
data center might consume hundreds of Megawatts of power, a desktop computer that is
wall-powered will typically consume a few hundred Watts of power—one million times
less. A typical smartphone battery will have a capacity of 10 Wh to 15 W h and is expected
to last at least throughout the day, putting the average power that the overall system can

be allowed to consume at well-below one Watt, another reduction by two to three orders of
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Table 1.1: Performance comparison of neural network accelerators in different application domains
at the time of writing, based on vendor information

Domain Architecture Device Int8 OPs  Memory Power Consumption
Cloud GPU AMD Instinct MI300X ~ 2.6-10"°  192GB 750 W
Desktop GPU nVidia RTX 4090 661 - 1012 24GB 450 W
Mobile NPU EdgeCortix Sakura-II 60 - 102 16 GB 10W
Embedded NPU ARM Ethos-U55-128 ~ 205-10° <4 MB! <0.1W?2

(1) entire system, (2) estimate based on Infineon PSoC Edge

magnitude. Embedded Systems have to deal with even tighter constraints. They are often
expected to be smaller and cheaper than a phone (thus packing smaller batteries), and must
last longer when battery-powered. A fitness tracker might be fitted with a 0.5 W h battery
and should last for at least a week, allowing for a power consumption in the single-digit
milliwatts, another factor of a hundred less than a smartphone. Other compute resources
show the same dynamic: Persistent and non-persistent memory, Floating-Point Operations
per Second (FLOPs) and memory bandwidth all shrink at a similarly exponential rate.
Some examples of typical devices for each category are given in Table 1.1. Deploying ML
models on these highly constrained Internet of Things (IoT) devices thus presents its own
unique set of challenges. This led to the emergence of an entire sub-field of ML, named
tinyML [31]. tinyML specifically addresses the challenges of ML algorithms, and particularly
deep learning models, on embedded microcontrollers.

Training of models on such constrained systems is rarely feasible. Instead, model training
and preparation is carried out on a capable host system. Only when training has been
completed is the model deployed to the embedded platform. Limiting optimizations to
the inference stage allows for a large number of additional optimization techniques which
are discussed in more detail in Section 1.4. Dedicated accelerators can help ease the
computational burden on the embedded system’s main core. Another challenge is the
lack of an operating system on embedded systems. This means that model architecture
and parameters can not be loaded using the operating system’s file system facilities, but
instead need to be compiled into the firmware. To reduce the complexity of this task for the
developer, the interpreter-based TensorFlow lite micro [20] and the domain-specific compiler
microTVM [14] have emerged as the most widely used solutions. In TensorFlow lite micro’s
interpreter approach, the model’s architecture and parameters are contained in a single
binary array. During compilation of the firmware, the model’s representation is handled
like any other piece of constant. In addition, the TensorFlow lite micro runtime provides
the code for the interpreter, which gets compiled alongside the model array to execute the
model on the device. This runtime environment is responsible for scheduling all required
data movements, allocating memory and dispatching intermediate results to the appropriate
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compute kernels, based on the data inferred from the model’s array representation. In
contrast, microTVM is a compiler that is specialized for ML models. microTVM executes
ahead of time, during model preparation on the host system. It processes the entire model
and emits either C language files to be handled by a regular device compiler, or optimized
assembly code. The emitted code is a representation of the model’s entire inference process,
including scheduling, required kernels, model parameters, etc.

A reduction in cost and size of sensors and compute systems, the wide availability of
lithium-based batteries and the expansion of communication networks has brought devices
closer to the user and enabled applications like smartphones, drones and autonomous
vehicles that would have been impossible or prohibitively expensive, even just 25 years ago.
ML inference on the edge might help in bringing more of the algorithms into the hands of

users as well.

1.4 SHRINKING NEURAL NETWORKS

While the following sections will cover efficient inference of neural networks on constrained
systems in more detail, this section aims to give an overview of the wider field, which
helps contextualize the problem statement and thesis contributions in Section 1.5 and
Section 1.7. A more detailed introduction into the fundamentals of each technique can be
found in Chapter 2.

Many of the major leaps in the performance of deep learning model were enabled by
architectural innovations: Residual connections [47] and Depthwise-Separable Convolu-
tions (DS-Convs) allowed MobileNetV2 [108] to surpass older models like AlexNet or VGG
in accuracy, while having less than a tenth of their parameters. More recently, the Trans-
former architecture [132] has been applied to many domains outside of NLP, including
image classification, even in a small performance envelope [89]. While these architectural
innovations often accumulate to groundbreaking improvements in task performance, they
are also the hardest to realize, since they rely on both diligent research and chance. Besides
the search for architectural improvements, another direction to take is to improve the

efficiency of a model, based on an already existing model architecture [41].

QUANTIZATION

An important distinction to make when making models run more efficiently is that between
model training and inference: During training, the model distills statistical information from
a representative set of labeled training data into its weights. Each training epoch consists
of a forward pass through the network. The network’s output is then compared to the
input’s label. The difference between model output and label is the model’s error. Because a
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neural network is a composition of differentiable functions, each parameter’s contribution
to the error can be calculated and each parameter can be tweaked to decrease the model’s
overall error for the next training episode. This parameter update based on the sample’s
label is referred to as back-propagation [37]. Once the model has converged (i.e. a model
error that is acceptable for the application at hand has been reached), it can be deployed
to the target platform. While continued adaptation of the model on the device after its
deployment is an area of active research [80], it is rare in practice and not the focus of this
work. Instead, it is assumed that the model’s parameters remain static after training is
completed. This sharp distinction between training and deployment has several advantages:
Backpropagation requires floating-point numbers with a certain dynamic range in order to
represent both intermediate results and parameter updates [91]. Inference, however, is less
sensitive to small numerical errors. Neural Network quantization leverages this to decrease
memory footprint and increase computational efficiency. It is common practice to convert
the model’s parameters and intermediate to integer-only arithmetic [58] for deployment,
which can more easily be implemented in hardware. While 8-bit Integer quantization is a
widely accepted choice [136], schemes with as few as one Bit have been discussed in the
literature [106]. The simpler Post-Training Quantization (PTQ) statically converts model
parameters after the training has finished. This often works well for 8-bit Integer formats.
Particularly lower bit-widths require the training procedure itself to emulate the parameter
quantization, a technique known as Quantization-aware Training (QAT) [58]. QAT allows
the training process to minimize the error introduced by quantization as part of the learning
process. It is significantly more complex to implement than PTQ, since it requires adapting
the training process itself. However, it can often yield much better accuracy and is essential

for quantizing operands to lower bit-widths.

PrUNING

In quantization, all operands in a given tensor are uniformly converted to the same number
format. An alternative approach is pruning, which considers the importance of parameters
with higher granularity. For pruning, some heuristic is needed that determines the relative
importance of entries in the parameter tensors. A simple and popular heuristic is low-
magnitude, or #;, pruning, which determines the importance of every entry, based on its
magnitude. In unstructured pruning, every single parameter in an operand tensor might
be replaced by a value of zero. Compared to quantization, unstructured pruning is much
harder to leverage, since it leaves tensors with a highly irregular distribution of zero and
non-zero entries. While the choice of numerical format in quantization causes relatively few
changes to the inference pipeline, sparsity requires significant adaptations to the network

calculations in order to be useful. If a sparse tensor is used without any alterations to
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the inference, there would be no benefit to pruning at all. Dedicated kernels or hardware
need to be implemented in order to leverage tensors with high numbers of zero entries
by skipping the zero values during computation and/or in memory. This requires not just
the values to be stored, but also their positions in the original tensor. If done naively, this
additional data might be enough to negate the initial benefits of pruning [148]. A more
hardware-friendly compromise between the regularity of quantization and the irregularity
of unstructured pruning is structured pruning. Structured pruning does not consider every
single parameter as a potential target, but removes large groups of parameters at once. In
a Convolutional layer, entire filters might be subject to pruning. This leaves the pruning
procedure with fewer degrees of freedom and thus a larger impact on accuracy. It does,
however, result in a network structure that can more easily be exploited for gains in model

size or throughput.

APPROXIMATE COMPUTING

Both pruning and quantization approach complexity on the level of the operand, either
by reducing their size or by eliminating certain operands entirely. A different approach is
approximate computing. Approximate Computing relaxes the requirement of mathematical
accuracy applied to each operator. Instead of guaranteeing accurate results under all
circumstances, an approximate operator might choose to only give an approximately
accurate result for some inputs. This technique can deliver significant improvements in
the hardware design of an ML accelerator. While memory access operations are vastly
more expensive than computations [55, 61], NPUs might reduce data movements between
processor and memory to such an extent that arithmetic operations become a significant
factor in the power consumption of the overall systems. Xu, Ma, Wang, et al. [139] report
that a fraction as high as 30 % of energy is consumed by the Processing Elements (PEs)
in an NPU. Because the hardware complexity of ANNs is dominated by multiplications,
many approximation techniques for NPUs accelerators target the approximation of the
product function for hardware implementations. These operator approximations might
include simplifying the multiplication hardware [110], or even replacing it with an entirely
different operator [111].

An abstract comparison between these techniques is given in Figure 1.4. Different than
in the comparison, any of these optimizations is rarely used on its own. Instead, they are
typically combined to maximize the overall benefit for the application at hand.

10
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Figure 1.4: Comparison of differences between regular multiplication (a), operand quantization (b),
sparsity (c) and approximate multiplication (d) with changed entity highlighted.

1.5 RESEaArcH CHALLENGES

The increased efficiency of NPUs over more general compute architectures makes them
the primary choice for inference of complex deep learning task on small, battery-powered
devices. These tiny accelerators pose an entirely different set of requirements, compared
to large-scale accelerators. The limited availability of energy makes it vital to focus on
minimizing the power consumption of an accelerator at runtime. Because embedded
systems are implemented and sold as monolithic System-on-Chips (SoCs), rather than
modular systems with upgradeable parts, the available amount of memory is fixed at design
time, making memory efficiency another important parameter of an application. The design
cycle of NPUs commonly starts with an existing model or application domain. The joint
optimization of a model and the corresponding NPU hardware already during the model
training remains, to date, under-explored.

This poses several open questions in the design of NPUs for embedded systems, which
are addressed in this thesis.

o Tool Support: While quantization is well-supported in the established deep learning
frameworks, the same is not true for approximate product functions. Some tools
exist that facilitate this integration, but the available solutions significantly reduce
the throughput of the deep learning pipeline and only support a narrow choice of
quantization schemes, potentially hindering experimentation and limiting perfor-
mance gains at the intersection of quantization and approximate hardware. (discussed
in Chapter 3)

11
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« Integrated optimization: The choice of approximate hardware for each network layer
has been discussed in the past, but only using black-box optimization methods, and
only starting from a fully-trained ANN instance [96, 103]. It is likely that crucial
information from the training stage is not available to these black-box optimization
techniques. The integration of hardware-level approximation and model training,
however, has not been thoroughly investigated. (Chapter 4)

« Memory Consumption: There is no simple and hardware-friendly way of leveraging
unstructured sparsity in order to reduce the memory footprint of an ML model in an

embedded systems. (discussed in Chapter 5)

« Hardware Adaptability: When approximate hardware is being used, the model’s
inference on the accelerator architecture is considered static. This prevents systems
from using the added flexibility of hardware with adjustable arithmetic precision to

adapt dynamically to changing environmental conditions. (Chapter 6)

1.6 PROPOSED SYSTEM DESIGN METHODOLOGY

The presented work starts from an already existing ANN architecture. The evaluation across
the chapters is primarily focused on CNN architectures, which are commonly used for
machine vision tasks—a typical workload on embedded systems. In principle, the methods
presented are, however, transferable to other architectures as well. This thesis presents
optimizations for both the arithmetic resource consumption and the memory footprint of
the final application. This is achieved by taking a holistic view of the entire design process,
from the model training down to the deployment of optimized firmware kernels.

A conceptual overview of the design process for an embedded ANN inference accelerator
is provided in Figure 1.5. The first step is an integration of approximate product functions
into PyTorch [101], a popular deep learning framework in the research community. This
integration provides the foundation for the subsequent optimization steps. During model
training, the choice of Approximate Multiplier (AM) for each layer in the model is optimized
in a way that maximizes accuracy, while minimizing resource consumption. Pruning
is further applied to reduce the application’s memory footprint. A dedicated encoding
scheme provides the basis for materializing the otherwise theoretical memory savings
from unstructured pruning. Finally, the optimization is extended to enable the reuse of
the chosen AMs by allowing for their redeployment at runtime, based on environmental
conditions.

In summary, the proposed design methodology reduces the resulting system’s arith-

metic resource consumption by providing an optimized choice of AM and its memory

12
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Figure 1.5: Schematic overview of NPU design process with thesis contributions highlighted.

usage through the use of unstructured pruning. Additionally, it adds flexibility as another

dimension, by allowing the system to adapt the inference to changing external parameters.

1.7 KeEy CONTRIBUTIONS AND THESIS OVERVIEW

Starting from the research challenges posed in Section 1.5, several novel contributions have
been achieved as part of this research. These contributions are discussed in detail in the
respective chapters as outlined below. Most contributions are accompanied by software
implementations that are made publicly available. These software packages were released
on Github to the wider community. A link to each repository is available in the respective

content chapters.

1. GPU-accelerated support for approximate operators in deep learning pipelines for the
popular framework PyTorch [101]. Several quantization schemes from the literature
were implemented and compared. The framework is based on results published at

13
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the 26th International Symposium on Design and Diagnostics of Electronic Circuits and
Systems (DDECS 2023) [126] with an extended study of different quantization schemes
provided in IEEE Transactions on Computer-Aided Design of Integrated Circuits and
Systems (IEEE TCAD) [125]

2. Acceleration of certain approximate multiplication operators using floating-point be-
havioral models. The models were first proposed in the 26th International Symposium
on Design and Diagnostics of Electronic Circuits and Systems (DDECS 2023) [126] and
extended to other approximations of the multiplication operator in IEEE Transactions
on Computer-Aided Design of Integrated Circuits and Systems (IEEE TCAD) [125]

3. Gradient-based optimization of heterogeneous assignment of approximate operators
to neural network layers. A novel probabilistic model has been proposed that simu-
lates inaccurate operators using Additive Gaussian Noise (AGN). The optimization is
based on work published in the 2022 IEEE/ACM International Conference on Computer
Aided Design (ICCAD) [123].

4. Approximate operator subset selection across layers. The proposed method increases
the practical usefulness of heterogeneous approximate operator assignment by pro-
viding an upper-bounded number of operators that need to be supported by the
system. A further extension of this method enables the optimization to also produce
more than one assignment of the optimized subset to the model’s layers, allowing
the platform to provide at-runtime scaling of accuracy and resource consumption.
This enhanced optimization algorithm is based on work published ad the 7th IEEE
International Conference on Artificial Intelligence Circuits and Systems (AICAS) [127].

5. A data structure that compresses the non-zero structure of sparse matrices to reduce
memory overhead, even for low sparsities. The proposed format is tailored to suit the
needs of embedded platforms with parallel computation. This work is published in
the 2021 IEEE/ACM International Conference on Computer Aided Design (ICCAD) [124]
with enhancements made to improve compression performance in IEEE Transactions
on Computer-Aided Design of Integrated Circuits and Systems (IEEE TCAD) [128] and
filed for patent under U.S. file reference number 18/451,960.

The remainder of this thesis is structured as follows: Chapter 2 discusses preliminaries
required to better understand the novel contributions of this thesis. The contributions of
this thesis are organized in four chapters.

Chapter 3 introduces TorchApprox, a software library that implements support of approx-
imate multiplications in the deep learning framework PyTorch [101]. TorchApprox enables
the study of the effects AMs at system design time and is the foundation for Chapter 4 and
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1.7 Key Contributions and Thesis Overview

Chapter 6, which rely on this library to implement more complex experiments. Chapter 3
also provides a discussion of the effects of different quantization schemes that are supported
by TorchApprox, an improved approach for simulating AMs through using a composition
of floating-point functions.

Chapter 4 discusses a gradient-based optimization of hardware parameters during neural
network training and proposes an error model of inaccurate multiplication operators that
allows for relating optimization results to real-world hardware.

Chapter 5 addresses the memory requirements of a deep learning model on the final
system by providing an encoding scheme that allows for the memory-efficient encoding of
sparse parameter matrices. The proposed scheme is hardware-friendly, since it allows for
parallel decoding which can be implemented with Single Instruction Multiple Data (SIMD)
instructions.

Chapter 6 then combines the techniques from Chapter 3 to Chapter 5 into a unified
application that reduces both required arithmetic resources and memory. An extension
of the optimization algorithm from Chapter 4 provides a subset of the most useful AMs
to reduce hardware complexity. Further, this limited output space can be redeployed at
runtime to scale the final system’s resource consumption and accuracy in response to
changing environmental conditions. A fine-tuning scheme for multiple operating points is
introduced to give most of the benefits of retraining with simulated AMs at only a fraction
of the memory footprint. To compress the application further, the model is pruned and the
encoding scheme from Chapter 5 is used to minimize the application’s overall memory
footprint.

Chapter 7 provides a conclusion of the presented work as well as an outlook on possible

directions of future research.
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2 PRELIMINARIES

“We know very little, and yet it is astonishing that we know so much,
and still more astonishing that so little knowledge can give us so

much power.” — Bertrand Russell

HILE the ideas and broad concepts of the most prominent techniques for efficient
W inference were laid out in Section 1.4, this chapter provides a more detailed intro-
duction into the methodology and terminology used by each technique relevant to this
work. A detailed overview of the relevant state-of-the-art research is then provided in the
respective content chapters. The introductory material in this chapter has been limited to
those concepts that are important for the understanding of the content presented in the

following chapters. They do not aim to be an exhaustive introduction into the broader field.

2.1 NEURAL NETWORKS

To familiarize the reader with the mathematical formulation of a layer in an Artificial
Neural Network (ANN), a detailed derivation is provided here. Especially the model of
a neuron in an ANN is referred to repeatedly, particularly in Section 3.4 and Section 4.5.
Because image recognition using Convolutional Neural Networks (CNNs) is a common use
case for deeply embedded systems, some introductory material on their design principles
and important architectural is provided. CNNs are used as a benchmark throughout this
work. Finally, the optimization procedure developed in Chapter 4 relies on backpropagation
and gradient-based optimization. Some background is therefore provided to introduce the
fundamental principle used for determining an effective set of ANN parameters, which will
be adapted to optimize additional parameters in order to individual layer’s resilience to
perturbed intermediate results. Section 2.1.1 and Section 2.1.2 are largely derived from the
excellent foundational “Deep Learning Book” by Goodfellow, Bengio, and Courville [37] and
have been shortened and adapted to explain the concepts most relevant to this thesis.

2.1.1 INFERENCE

Multi-Layer Perceptrons (MLPs), or feedforward neural networks form the largest class of
ANNSs. The name feedforward comes from the fact that information only flows in a single
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Figure 2.1: Mathematical model of an artificial neuron in a feed-forward layer

direction through the network (as opposed to Recurrent Neural Networks (RNNs), which
contain feedback connections, allowing the models to accept its own previous output as an
input in the current time step) [37]. Every MLP layers consists of neurons, which are highly
simplified mathematical models of their biological counterparts. The function of a single

neuron in a feedforward layer & is determined by

o the inputs ¥ € R",n € N,. These inputs can either be the model’s input, or the
outputs of a preceding layer

« its weights w € R"

« the bias term b, which is a parameter that can be adjusted independent of the inputs

and is intuitively explained as the neuron’s activation threshold

« an activation function ¢, which adds a non-linearity to an otherwise purely linear
transformation. A common choice it the Rectified Linear Unit (ReLU) activation
¢(z) = max{0, z}. The activation function is what allows the model to fit complex,
non-linear relationships in the training data.

Given these components, the neuron’s output y is simply a weighted sum over all

incoming weight-activation pairs and the bias, passed through the activation function.

y=¢(zn:xi-wi+b) (2.1)
i=0

this computation is identical for all neurons in a layer, with only the weights and biases
being different for each neuron. Assume that a layer generates k outputs, thus 7 € R¥, it is
parameterized by a matrix of weights W € R("¥) and a bias vector b € RF. With ¢ being

an elementwise function, a hidden layer can be expressed using a matrix multiplication
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2.1 Neural Networks

7= qs(?ﬂw + 3) 2.2)

The independence of the elements in 7 allows them to be computed in parallel, using
the highly-optimized matrix multiplication primitive. This high degree of parallelism is the
reason for the success of Graphics Processing Units (GPUs) for deep learning, which were

discussed in Section 1.2

2.1.2 LEARNING THROUGH BACKPROPAGATION

In the beginning, each layer’s weights W and biases b are initialized to random values. At
initialization time, the model is therefore unlikely to produce any meaningful predictions.
For the model to become useful, a set of training samples, each consisting of sample input x
and the expected model output y (also known as the label) is required. A loss function £
compares the model’s prediction §j with the expected output y. £(, y) produces a scalar
values which has to be differentiable, that is, there exists a derivative % of £ with respect
to §. The same has to be true for the activation function ¢. Because a neural network is a
nested computation in the form y = hy(hz(x)), the chain rule can be applied to recursively
compute gradients for every parameter and operation in the network. For example, to
determine the sensitivity of the loss to small changes in a weight value w;, its derivative
with respect to £ can be calculated using a series of partial derivatives
oL oL a9y 9¢

= L. 2.3
6w,- ag agb 8wi ( )

These partial derivatives are then backpropagated throughout the network, starting from
the loss at the very end, in order to calculate the sensitivity of the loss to changes in every
single parameter. The parameters can then be adjusted individually towards a lower loss.
Learning is carried out as an iterative process, where first the gradients of each parameter
with respect to the loss are calculated as described. Once this is done, every parameter is
updated to take a small step towards a lower-valued result of the loss function. The updated
value w; for a weight at w; then becomes
W =w;— nj—fi (2.4)
where 7 is the learning rate, which determines how big a step has to be taken towards the
local minimum of the loss function pointed to by the gradients. The direct computation
of a value update towards a lower loss for every model parameter is what allows the
scaling of the learning process to billions of parameters. The price of this efficiency is that

19



2 Preliminaries

the optimization only converges to a local optimum near the point of where the model’s
parameters were initialized, and can not guarantee global optimality.

2.1.3 CoNVOLUTIONAL NEURAL NETWORKS

If the ANNs presented in Section 2.1.1 are an abstraction of the human brain, a neuron in a
Convolutional Neural Network might be considered an abstraction of the visual cortex.

A famous anecdote in the field of computer vision involves the “Summer Vision Project”
in the summer of 1966 at Massachusetts Institute of Technology (MIT) [99]. Researcher Sey-
mour Papert tasked a group of ten undergraduate students with constructing “a significant
part of a visual system” that would be able to describe objects in a 2D image. What initially
sounded like a simple summer project would end up taking several decades of dedicated
research’. What makes this story so appealing is that it shows how image segmentation—a
task that comes requires little conscious effort for humans—turns out to be incredibly
complex for a machine. Because of its complexity, image classification has long been one
of the primary applications for ANNs. Due to their ability to efficiently acquire an object’s
defining properties purely from sample data, CNNs have become the dominant architecture
for computer vision applications.

What sets CNNs apart from other feedforward architectures is an inherent structure
that makes them well-suited to vision problems. While each neuron is connected to every
input in MLPs, a neuron in a convolutional layer only connects to a small, local receptive
field and the weights (or filters) are shared by all neurons in the layer. These learnable
filters allow for neurons in early layers to detect simple shapes and colors. Neurons in
later layers then construct increasingly complex representations, based on these primitive
shapes [37]. Compared to simple feedforward ANNs, CNNs add an inductive bias to the
model which suggests that the immediate neighborhood of a pixel in an image is more
relevant for understanding its meaning and context than a pixel in a completely different
part of the image. This inductive bias drastically reduces the number of parameters in the
model, and thus the training time and amount of data required for the training.

Similar to an MLP, a convolution can be expressed as a matrix multiplication. Each
neuron’s receptive field is unrolled into a column vector (known as the im2col operator),
while each filter is flattened to a row vector. In this representation, a simple matrix
multiplication is sufficient to produce the convolution’s output values in the form of a
2D matrix. Because the receptive field of adjacent neurons might overlap, the im2col
operation can create additional memory overhead and might be slower than an optimized

convolutional kernel implementation.

"'While a more complex task than envisioned by Papert and his colleagues, the ImageNet challenge [107] is
a popular benchmark for image classification. Human-level performance on this task was first achieved
by He, Zhang, Ren, and Sun [47] in 2016, a full 50 years later.
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Lecun, Bottou, Bengio, and Haffner [78] demonstrated the effectiveness of CNN models
by using it for the recognition of handwritten digits with the LeNet CNN architecture.
Krizhevsky, Sutskever, and Hinton [73] scaled this principle to distinguish not just handwritten
digits, but images of objects from 1000 different classes [107]. Just two years later, the VGG
architecture showed how deeper models outperform shallower ones because the additional
depth allows them to build up more complex representations of the input images throughout
the layers. Additional depth, however, also interferes with the training process that was
described in Section 2.1.2. Deeper models suffer from the exploding/vanishing gradient
problem [36], that is, the gradient signal derived from the loss can become so small or large
during backpropagation that earlier layers might not be able to learn effective parameters.
A key architectural innovation which helped with training deeper models was the residual
or skip connection proposed by He, Zhang, Ren, and Sun [47]. Residual connections allow
the gradients to bypass groups of layers, allowing them to propagate more effectively to
the early layers in the network. Another technique that addressed the vanishing gradient
problem and helped make model training more efficient were BatchNormalization layers [57].
These additional layers normalize batches of training samples so that they present the
subsequent layer with a value distribution of zero mean and unit variance. This speeds up
and stabilizes the training and has become standard practice. For inference, these layers
are removed and their normalization behavior is merged into the weights and biases of the

previous layer.

Parallel to improvements in accuracy through deeper networks with more parameters,
researchers worked on the efficiency of CNN models as well. Arguably the most important
discovery in this field was the Depthwise-Separable Convolution (DS-Conv) layer that was
popularized by Chollet [17]. While the receptive field of a standard convolution covers the
local neighborhood over all channels in the input volume, DS-Convs split this operation into
two parts: first, the depthwise convolution processes each channel with its own, separate
filter, so that the spatial information is aggregated separately for each channel. Information
across channels is then exchanged in a second step with a pointwise convolution: a regular
convolution with a 1x 1 kernel that combines channels for each point in the input volume to
produce the output but ignores the local neighborhood. Through this, DS-Convs models can
drastically reduce the number of parameters as well as the required number of operations
while providing accuracy close to that of models that only employ regular convolutions.

Through these continuous improvements in accuracy and efficiency, CNNs are now
among the most popular architectures to run on small, embedded systems [3]. Because of
the efficiency with which CNNs can process image-like data, their use extends beyond that
of computer vision. Zhang, Suda, Lai, and Chandra [145] provided an influential comparison
of different model architectures for the processing of audio in a keyword spotting task. The
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Figure 2.2: Numerical precision of floating-point and 8-Bit Integer number formats, adapted
from Zmora, Wu, and Rodge [149]

authors conclude that a DS-Conv model can be an excellent fit for audio recognition when
the signal is converted into a 2D representation.

While CNNs remain the dominant architecture when efficiency is important, there are
increasing efforts the apply the Transformer architecture that revolutionized Natural Lan-
guage Processing (NLP) to computer visions tasks as well. Dosovitskiy, Beyer, Kolesnikov, et al.
[30] showed that Transformers might be able to learn better representations on very large
data sets. Mehta and Rastegari [89] then introduced a down-scaled Transformer architecture
for image classification that would be feasible to run on an embedded device. Whether
the highly flexible Transformer architecture will come to replace CNN for constrained
deployments, or whether the efficiency of CNNs will remain unmatched is still an open

question at the time of writing.

2.2 QUANTIZATION

Because the requirements for ANN training and inference are different, different numerical
formats might be chosen for each of the two stages as well. Replacing floating-point
parameters with integers can help minimize both memory requirements and hardware
overhead through simplified computer arithmetic [55, 60].

2.2.1 FIxED-PoINT AND FLOATING-POINT REPRESENTATIONS

While the space of real numbers is infinite, computers have to deal with finite resources.
Several formats exist to translate a real number into a binary representation, which a
computer can work with.

The simplest and most commonly used number format is the two’s complement rep-
resentation. In this representation, positive numbers are represented using their normal
binary encoding. Negative numbers, however, are encoded by taking their absolute value

in binary representation, inverting all the bits and adding one. Two’s complement is pop-

22



2.2 Quantization

ular because it does not require a distinction between addition and subtraction, vastly
simplifying processor hardware and instruction sets.

Regular two’s complement can only encode integer numbers. A large number of applica-
tions, however, requires encoding numbers containing a fractional part. One very simple
solution that is commonly used is the fixed-point representation. To represent fractional
numbers, an implicit scaling factor s is added to each two’s complement number, and the
binary number is interpreted as the integer it represents divided by s. No changes have to
be made to the underlying arithmetic, since the fixed-point representation only changes
the interpretation of the binary number, but not the mathematical operations performed on
it. This simplicity makes fixed-point arithmetic especially well-suited to applications that
need to represent real numbers, but that need to run efficiently on constrained systems.

Fixed-point formats allocate the same number of fractional bits throughout their entire
representable range, that is, the decimal places always have the same resolution, regardless
of whether the number is small or large. This simplicity might run contrary to an applica-
tion’s requirements: Very small numbers often require higher precision in their fractional
part than very large ones. The same numerical errors is more significant relative to a small

number than it is relative to a large one.

The IEEE 754 standard for encoding floating-point numbers solves this problem by
allocating the precision of the fractional part relative to the number’s magnitude. An IEEE
754 floating-point number comprises of three parts: Its sign Bit S, a fixed-size exponent
E and the fractional part or mantissa M. The floating-point number represented by these
three parts is then calculated as

(=1)3 x 2(E=bias) 5 (1. M) (2.5)

where the additional bias is a fixed number that allows for the exponent to become negative
without having to encode it in two’s complement. By scaling the number of Bits allocated
to each part, the memory consumption as well as the precision with which numbers can be

represented (and where this precision is allocated on the number line) can be adjusted.

Floating-point representations are the standard number representation during training,
largely because of the numerical precision mandated by the backpropagation algorithm.
Parameter updates might be very small and must be propagated to previous layers with
little loss in precision. Nevertheless, training of ANNs has moved from 32-bit floating-point
number formats to 16-bit in recent years [91]. Because of the specific requirements of ANN
training (specifically the higher dynamic range required for intermediate results, which
interferes with the smaller range of IEEE 574 16-bit floats [64]), the custom bfloat16 format
has emerged, which provides the same dynamic range as 32-bit floating points and only
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Figure 2.3: lllustration of Quantization-Aware Training (QAT), including the use of the
Straight-Through Estimator (STE), adapted from Gholami, Kim, Dong, et al. [35]

truncates the mantissa part of the 32-bit floating-point representation, leading to faster
training times and better convergence compared to the regular IEEE 754 representation.
When training the model has finished and it is prepared for inference, a more hardware-
friendly and memory-efficient representation can be chosen for the model’s parameters.
The use of 8-bit fixed-point representations has become the standard number format for
this application, since it is well-supported on most hardware, does not cause issues with
memory alignment and provides performance very similar to the floating-point model in

most cases [58].

2.2.2 PoST-TRAINING QUANTIZATION AND QUANTIZATION-AWARE TRAINING

When converting a model from the floating-point representation that it was trained in to
integer arithmetic, several questions arise: Beyond which values should clipping occur
(simply taking the maximum and minimum might lead to poor results because a handful
of outlier values can degrade the quality of the conversion), and how should activations
(which are not known in advance) be handled?

The simpler Post-Training Quantization (PTQ) converts model parameters by analyzing
the static, fully-converged model. The model’s floating-point weights are converted to
integers using one of many heuristics (e.g. min/max, minimization of Mean Squared Error
(MSE) or cross entropy loss minimization [97]). The dynamic range and quantization
parameters of the activations are determined by analyzing a small calibration data set. The
comparatively easy implementation is what makes PTQ attractive for simpler deployments.
For sensitive models, the accuracy degradation introduced by changing the numerical
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representation of a model after the training might cause an unacceptable reduction in

accuracy.

To avoid this degradation of accuracy, Quantization-aware Training (QAT) can be used.
QAT simulates the numerical effects of quantization already in the model’s training stage.
Inference is carried out with the desired quantization applied to the weights and activations,
so that the loss is calculated with respect to the quantized parameters. Because of the
sensitivity of the backpropagation to small numerical errors, the parameters are rarely truly
quantized to integers. Instead, a piecewise constant function in the floating-point domain is
applied to each layers parameters, but all parameters remain in floating-point representation
throughout the entirety of the training, a procedure known as fake-quantization. Retaining
floating-point parameters during training allows for small parameter updates to accumulate
over several training epochs. A problem arises in the backward pass: The derivative
of the piecewise constant quantization function produces a zero gradient everywhere,
which is obviously unacceptable, since it would make the gradient descent optimization
introduced in Section 2.1.2 impossible. A simple solution to this problem is the Straight-
Through Estimator (STE) [6]. The forward pass is calculated with quantization applied to
the operands. When calculating the gradient updates, however, the piecewise constant
quantization function is linearized to produce valid gradients [71] as shown in Figure 2.3.
More recent work have also discussed the possibility of making the quantization parameters
themselves part of the optimization [16, 144] to produce quantized models with even higher

accuracy.

2.3 PrRUNING

LeCun, Denker, and Solla [79] in 1989 were among the first to consider the connectivity in an
ANN architecture as not static, but adjustable to what is required by the task that the model
is trained for. The work already introduced the two most important components of pruning:
sensitivity analysis and iterative pruning and fine-tuning, both of which are discussed in
more detail below. Han, Mao, and Dally [41] popularized the method for efficient inference by
demonstrating that large numbers of parameters in the state-of-the-art CNNs of the time
were redundant and could safely be omitted with marginal loss in accuracy. By allowing
for the implicit removal of connections in a network (because the result of a multiplication
with zero conveys no information), the training effectively starts from a super-net structure

and determines the important connections along with their parameterization.
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Figure 2.4: Comparison of structured and unstructured pruning, adapted from Han, Pool, Tran, and
Dally [42]

2.3.1 SENSITIVITY ANALYSIS

Because the parameters generated by the training process of an ANN are, in general, not
interpretable, there is no analytical method for deciding with certainty which connections
are required for the model to deliver good performance, which are redundant, and how the
remaining connections might be adjusted to take over the function of the connections that
were removed.

Because of this, a vast body of research presents heuristics, all of which are aimed at
deciding which connections should be pruned, and which connections need to remain.
The most common approach is magnitude-based or £; pruning. The importance of each
parameter is determined based on its magnitude. Because the values among layers might
differ, it is common practice to only compare weights in the same layer, rather than across
the entire network [8]. Intuitively, judging importance based on magnitude makes sense,
because absolute values will have a smaller effect on the result of the computation, assuming
that the distribution of activations is identical across all inputs. To also include information
about the activations, several works instead use the impact on the loss function as the

sensitivity criterion [79, 141]

2.3.2 ITERATIVE PRUNING AND FINE-TUNING

Similar to quantization, any post-hoc changes to the learned representation of the model
tend to degrade the performance very quickly. Naturally, researchers want to maximize the
benefit of pruning, which lead to the use of the network’s training procedure to optimize
the remaining non-zero parameters. To aid this process, parameters are generally not
pruned all at once, but iteratively. In every epoch, a fraction of the parameters that can be
eliminated, based on the sensitivity metric of choice are set to zero and kept at this value
for the remainder of the model training. The remaining non-zero parameters are fine-tuned
to recover the lost accuracy and adjust to the new configuration. In the next iteration, the
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process starts again by setting additional parameters to zero, followed by fine-tuning, etc.,
until either the desired amount of sparsity is reached, or the model’s accuracy has fallen

below a pre-determined threshold.

2.4 APPROXIMATE MULTIPLICATIONS

The hardware supporting multiplications is relatively complex, compared to logic circuits
like adders [60]. Many applications, however, are resilient to small inaccuracies in their
results, particularly when the result of the computation is perceived by humans, rather
than processed further by a machine. Even before Machine Learning (ML), many lossy
compression algorithms used this in order to vastly reduced the amounts of data required
for images, audio and video by storing an approximation of the data that appears similar to
a human observer. The strength of ANNSs is that they can learn to emulate this perceptual
behavior: We expect a slightly darker image of a dog to be in the same class as a slightly
brighter image of a dog. Small variations in the values of a few pixels should yield the
same result, which is determined by their overall pattern, not by their exact values. This
inherent error resilience can be used to tackle the complexity of the arithmetic operator as
well: If results are allowed to be not strictly accurate, new optimizations of the underlying
hardware become possible. Below, the two approximations of the multiplication algorithm

that are most relevant in Chapter 3 are introduced.

2.4.1 TRUNCATED MULTIPLIER

Binary multiplication is carried out similar to a multiplication by hand: A series of partial
products is generated, based on a shifted representation of the first operand, multiplied by
either one or zero, depending on the corresponding bit in the second operand. These partial
products are then accumulated to give the multiplication result. A naive implementation
that uses iterative shifting and summing of the partial products produces very little chip
area overhead, but is also much slower than a more optimized hardware implementation.
Various optimizations have been proposed for the accurate multiplication, such as the
Wallace [134], Dadda [18], Baugh-Wooley [5] or Booth [9] multiplication algorithms. Most of
these implementations increase a multiplier’s hardware complexity, but provide increased
throughput by reducing the number of partial products and speeding up their accumulation
into the result register.

The design of the truncated multiplier simplifies the multiplication by avoiding the
generation and accumulation of the least significant partial products into the result entirely.
The multiplication of two n-bit operands requires 2n bits to hold the result. For many
algorithms, such a high resolution of the result is not required and some of the lower bit
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positions in the result can be truncated [112, 120]. Through this, the logic circuits responsible
for generating and accumulating the corresponding partial products can be omitted entirely.
Omitting these partial products, however, leads to a biased introduced into the result,
because the value of the carry-in from the omitted partial products is unknown. Various
techniques exist to address this problem, either through adding a constant value [112], or
by inferring the error bias from the operands [131].

Truncation is orthogonal to other hardware optimizations for hardware multipliers.

2.4.2 LOGARITHMIC MULTIPLIER

One of the earliest algorithms to use approximation in order to simplify the implementation
of hardware multipliers was proposed by Mitchell [92] in 1962. Mitchell’s algorithm is based
on the observation that a multiplication can be converted to an addition by applying loga-
rithmic and inverse logarithmic transformations to the operands and the result, respectively.
This section provides a short introduction of the algorithm, adapted from the work of Liu,
Xu, Wang, et al. [82]. These concepts are helpful in understanding the simulation model
discussed in Section 3.5.

In binary fixed-point notation, two operands A and B can be expressed as

A=2M(1+x),0<x <1 (2.6)
B=2F(14x),0<x <1 (2.7)

which can be converted to the binary logarithm of A and B

log,(A) = ki +log,(1 + x7) (2.8)
log,(B) = kz + log, (1 + x3) (2.9)

for which the logarithm of the product P = A - B can be rewritten to give

log, (P) = ky + ky + log, (1 + x1) +log,(1 + x3) (2.10)

Mitchell then applies the linear approximation x = log,(1 + x) for 0 < x < 1, which allows

for the product to be calculated using a simple addition:

log,(P) ~ ki + kz + x1 + x3 (2.11)

Mitchell’s algorithm is only applicable to unsigned operands. The most common approach to

extending this method to signed multiplication is an initial sign extraction for both operands,
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calculating the product using absolute values and a re-insertion of the appropriate sign
into the result.

A whole class of approximate multiplication algorithms build upon Mitchell’s early work
and rely on the simplicity of approximate multiplications in the logarithmic domain, but
provide additional simplifications. Hashemi, Bahar, and Reda [45] propose dynamic truncation
of the log-transformed operands to their most-significant bits, leading to reduced hardware
complexity. In the same work, the authors discuss how to modify the truncation scheme
so that the resulting error is unbiased—an improvement on Mitchell’s original algorithm
which always underestimated the correct results. Truncation of operands in the logarithmic
domain for CNNss is also discussed by Kim, Barrio, Oliveira, et al. [66], who conclude that they

can help reduce the arithmetic resource consumption of deep learning models.
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3 APPROXIMATE MULTIPLICATIONS DURING
NETWORK TRAINING

“If a machine is expected to be infallible, it cannot

also be intelligent.” - Alan Turing

ODERN Graphics Processing Units (GPUs) are among the most powerful compute
devices ever constructed. Yet, their outstanding performance seems tied to the use of
the narrow choice of mathematical functions they were initially built to perform. Do users
have to accept much lower performance when studying arithmetic functions that were not
envisioned by the GPU’s designers, or can a GPU’s capabilities be put to use in a way that

efficiently simulates inaccuracies—even when only accurate hardware is available?

3.1 INTRODUCTION

The primary objective of this thesis is a tight integration of approximate computing and
sparsity, directly into the training pipeline of deep learning models. Through this, valuable
information that is available during the training of the model can be used to co-optimize
the model’s parameters and important parameters of the inference hardware itself.

As a first step towards this goal, this chapter discusses the integration of approximate
product functions themselves into PyTorch [101], a deep learning framework that is com-
monly used in research because it provides a convenient programming interface that lends
itself well to rapid iteration and experimentation. For this reason, PyTorch has been widely
adopted by the research community [46]. AdaPT [19], an existing implementation for Py-
Torch, only provides Central Processing Unit (CPU)-based implementation for approximate
operators. Other frameworks are built on TensorFlow [1], another popular deep learning
framework. TensorFlow, however, is increasingly rare in research, because it makes experi-
mentation more complex. In response to this gap in capabilities, TorchApprox is developed
in this chapter. TorchApprox is a new toolkit which provides approximate operators with
GPU acceleration in PyTorch.

This chapter is partially based on previously published work [125, 126]. The original text and figures have
been adapted for the purpose of this thesis.
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Despite the addition of GPU support, deep learning pipelines suffer from a decreased
throughput, compared to the highly optimized regular neural network training. For some
Approximate Multiplier (AM) designs, the performance gap can be reduced with High-
Throughput (HTP) models, a new kind of simulated AM operator that is proposed in Sec-
tions 3.4 to 3.6.

In addition, Section 3.3 extends the support for quantization provided by TorchApprox
to affine and per-channel quantization schemes. Especially when combining AMs with
low bit-width quantization, allowing for more flexibility in the model’s conversion for
inference might provide an additional boost in achievable accuracy and convergence during
retraining of the model with simulated AMs.

In summary, the novel contributions that are discussed in this chapter are:

+ TorchApprox, a comprehensive software package for AM simulation in the deep
learning framework PyTorch [101]. TorchApprox supports GPU-based acceleration
of arbitrary Integer product functions as well as retraining of models with simulated
AMs and Straight-Through Estimator (STE)-based parameter updates.

« HTP models, a novel kind of approximate hardware simulation which emulates the
behavior of Integer multipliers in the floating-point domain to make better use of

the features of GPUs used for neural network training

+ A formal definition of an approximate matrix multiplication that uses per-channel
and affine quantization and an experimental study of the achievable increase in
accuracy when Convolutional Neural Network (CNN) weights are quantized with

per-channel granularity instead of global per-tensor parameters.

The implementation and the benchmarks used for the evaluation of this chapter have been
made publicly available to the wider community under https://github.com/etrommer/
torch-approx

3.2 RELATED WORK

Using approximate multiplications to replace the resource-intensive accurate multiplica-
tions in a neural network has been discussed in several studies in the past. We provide
an overview of relevant AM architectures and the currently available implementations of

AMs in deep learning training pipelines.

3.2.1 APPROXIMATE MULTIPLIERS

A broader overview of methods by which multiplication hardware might be simplified is
given in Section 2.4 EvoApproxlib, a popular implementation of approximate hardware
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Table 3.1: Approximate Neural Network Libraries Feature Comparison

ProxSim [25] = TFApprox [133]  TFApprox4IL [104] AdaPT [19] TorchApprox

Based on TF TF TF PyTorch PyTorch
GPU Acceleration v v v - v
Grouped — — v W)* v
Convolutions

Open Source - v — v v
affine & — affine only affine only - v
per-channel

quantization

*most common configuration

multipliers, was first proposed in [94]. The authors present a library of 8-bit AMs that
were designed from scratch using a genetic algorithm. AMs are selected to target different
Pareto points of accuracy and resource consumption. The library was later extended to
include AMs in other integer formats [95]. No simple model of the error function is available
for these algorithmically generatedAMs.

Fitting a linear regression model to the error function of an AM in order to obtain a
condensed representation was first proposed by Ullah, Murthy, and Kumar [129]. In this work,
the performance of an AM on a task is predicted from its linear regression coefficients
using a Multi-Layer Perceptron (MLP). However, the models are not used as a functional
equivalent of the AM. For a high-throughput simulation of the approximation error during
training, Additive Gaussian Noise (AGN) is frequently used as a low fidelity surrogate
model [48]. Several other error models discussed in the literature allow for characterizing
certain error properties, but not a full emulation of the output function [86, 123].

3.2.2 APPROXIMATE NEURAL NETWORK TRAINING

The enormous complexity of recent neural network models makes it infeasible to implement
them from scratch for non-trivial applications. This has given rise to deep learning frame-
works, which provide the building blocks required for implementing and training a neural
network. TensorFlow [1] popularized the use of a dataflow graph representation to describe
and optimize neural network computations. Additionally, the authors emphasize parallel
execution across large numbers of GPU-enabled nodes. The more recent PyTorch [101]
addresses a similar set of problems but is primarily designed to speed up research and
experimentation through its accessible programming interface.

Studying the effects of quantization and approximation on a neural network is a task
that is already supported by several solutions which we compare in Table 3.1. ProxSim [25]

is built around a GPU-accelerated implementation of matrix multiplications using an
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3 Approximate Multiplications during Network Training

approximate product function (ApproxGeMM). The ApproxGeMM implementation serves
as a primitive that is used to evaluate Convolutional layers (which are unfolded to batched
2D matrices using the im2col operator) as well as Fully-Connected layers. TFApprox [133]
only supports Convolutional layers but optimizes GPU throughput further; to speed up
memory accesses, the GPU’s texture memory serves as a cache that holds the pre-computed
Lookup Table (LUT) of the AM’s output space. TFApprox has recently been expanded
to cover retraining and grouped convolutions [104]. Of these libraries, only TFApprox
is publicly available. ApproxTrain, another toolkit based on Tensorflow, implements a
simulation of floating-point AMs with large operand bit-widths. As the LUT size increases
quadratically with the operand bit-width, storing it in memory becomes infeasible for large
operands. The authors instead propose only storing the mantissa part in a LUT, while
performing sign and exponent computation at runtime. Using this method, only AMs with
floating-point operands can be simulated during training. This is rarely useful when the
model is meant to be deployed to a constrained accelerator where integer operands are
standard practice, and thus the simulation of integer AMs is required during training,.

Currently, the only other implementation in PyTorch is AdaPT [19]. The authors propose
several optimizations for inference on a CPU, including the use of JIT-compiled kernels,
loop unrolling to maximize the use of SIMD capabilities, as well as multithreading. AdaPT
does, however, not provide GPU acceleration for approximate layers.

All other frameworks only provide a fixed and limited choice of simple quantization
algorithms, with ProxSim and AdaPT only providing symmetric quantization. TFApprox
and TFApprox4IL provide affine operand quantization, but can only determine a single
parameter pair for an entire operand tensor. For all frameworks, the quantization is fused
with the LUT simulation kernel. TorchApprox, in contrast, has been extended in this work
to also support schemes that are able to express quantization using a dedicated parameter
pair for each channel. These more complex schemes can help improve accuracy, especially
when the distribution of weight values differs across channels [97]. TorchApprox also relies
on the high-level Quantization interface provided by PyTorch itself. This enables further
experimentation with different quantization algorithms by the user without the need for
adapting low-level primitives.

3.3 GRANULAR QUANTIZATION FOR APPROXIMATE NEURAL
NETWORKS

Section 3.4 will discuss some of the challenges that arise when trying to simulate non-

standard product functions during deep learning model training. Many of these challenges

have been acknowledged by the community and a number of solutions have been discussed

in previous literature. What remains under-explored is the intersection between quan-
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3.3 Granular Quantization for Approximate Neural Networks

tization and approximate computing. Therefore, this chapter discusses the combination
of approximate multiplications with more sophisticated quantization schemes than are
supported by the available approximate deep learning toolkits. An evaluation of these

granular quantization operators is then carried out in Section 3.9.

3.3.1 MOTIVATION

Converting a trained neural network model to a numerical format of a lower bit-width than
was used for training has become standard practice for deploying to devices outside of data
center environments [97]. A common choice of target numerical format are 8-bit integers,
since they provide decent savings in memory and compute with little to no accuracy
loss. The quantization scheme chosen determines how the neural network parameters are
converted to lower-precision integers, using either Post-Training Quantization (PTQ) once
the model is fully-trained or iteratively during training, a technique known as Quantization-
aware Training (QAT). The conversion has to balance the added complexity during inference
with minimizing the error introduced by the quantization process. For the purpose of this
work, two distinctions are important: First, symmetric quantization and affine quantization,;
and second, per-tensor and per-channel quantization. In both cases, the former is a subset of
the latter. The simplest case, per-tensor symmetric quantization, scales all real numbers to
integers using the same scaling factor throughout an entire tensor, but keeps the zero-point
identical. Affine quantization, in contrast, adds an additional offset Z, so that the mapping

from quantized integers g to real numbers r takes the form
r=5S(q-2) (3.1)

as discussed by Jacob, Kligys, Chen, et al. [58]. This representation is beneficial if the dis-
tribution of values is not centered around zero, as is often the case for activations. For
approximate implementations, this has the added benefit that it can map neural network

parameters to both signed and unsigned ranges.

3.3.2 APPROXIMATE PER-CHANNEL QUANTIZATION

While a detailed derivation can be found in the original work, the most important aspect
of the derivation for this work is briefly reiterated here. The resulting entry r;; from
multiplying two quantized N X N matrices can be expressed as

N
ik =SeSw » (x) = Z) - (wlR) — 7, (3:2)
Jj=1
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from which the subtraction from the multiplicands can be factored out to give

N N N
= S Sw(NZeZu = Ze 3wl = 2, 37 20D 4 371000 (33)
i=1 j=1 Jj=1

Previous research suggest that neural networks are more tolerant to inaccuracies in multi-
plication results than to inaccurate additions [68]. In addition, the main driver of energy
consumption is multiplication hardware [142]. This work therefore follows the commonly
used approach of replacing multiplications with an approximate operator while additions
remain accurate [23, 109]. The accurate product x (/) . w() can therefore be replaced with
an arbitrary integer operation f (x(i’j ), w(j’k)) ~ x(2) . wUk) to obtain an approximate
matrix multiplication operator with affine input quantization. Implementing affine quanti-
zation, as opposed to the simpler symmetric quantization, allows for native support for
both signed and unsigned AMs while maximizing the numerical range that is used by the
quantized values.

It is assumed here that optimizing quantization granularity is highly important to achieve
good accuracy when targeting a combination of low bit-width quantization and approximate
multiplication. Optimizing the numerical range of parameters is likely to help convergence
by maximizing the amount of neural network information that can be conveyed by each
multiplication operator. To this end, TorchApprox extends quantization support to also
cover per-channel quantization. Per-channel quantization is a scheme in which the granu-
larity of the quantization process is increased so that each channel in a weight tensor can
be quantized with individual scale and zero point parameters. This helps minimize the
numerical error introduced by the quantization process, particularly for lower bit-widths.
By substituting the scalars S,,, Z,, with vectors §w e RN, ZW € ZN, we can adapt Equa-
tion (3.3) to obtain the formulation of an approximate matrix multiplication with affine and

per-channel quantization as:

N N N
Fik ~ SeSy NZeZyy) = 2, 3" wlR) =z %" x0) 1 %" p(xt), Wik | (3.9)
i=1 j=1 j=1

Our toolkit implements this scheme for all supported layer types.

3.4 FROM FAKE-QUANTIZATION TO FAKE-APPROXIMATION
While it is common practice to simulate the quantization of models during training in the

floating-point domain, the established solution to the simulation of approximate product

operators consists of a type conversion from floating-point to integer, and back to floating-
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3.4 From Fake-Quantization to Fake-Approximation

point. This section aims to provide an alternative operator that eliminates these expensive
type conversions and memory access operations in order to increase throughput.

3.4.1 RATIONALE

When running inference of neural networks on resource-constrained embedded systems
or accelerators, integer quantization is the preferred representation for activations and
weights [41]. In contrast, floating-point formats dominate the domain of neural network
training. This is a natural fit for GPUs, which are highly optimized for peak throughput
when performing floating-point operations, while integer performance is typically poor
in comparison. For the training of quantized networks, this disparity can be alleviated
through the use of fake quantization: The desired quantization algorithm is applied to
the operands; the quantized values, however, remain in a floating-point representation
throughout the entire training procedure [58]. This allows for an accurate modeling of the
effects of quantization while keeping a fast floating-point training pipeline. In contrast, a
LUT-based ApproxGeMM implementation must materialize the operands as integers to

carry out the array lookup operation that retrieves the approximate multiplication result.

To incorporate AMs in a neural network layer during model preparation, the accurate
matrix product in each neuron must be replaced with a custom multiplication followed
by a summation of the results. Numerous optimizations have been developed for the
accurate matrix product, many of which are specific to certain applications or target
hardware. Maintaining an equally large number of optimized approximate matrix product
implementations that target different platforms and use cases is not a realistic option.
Instead, the common approach is to map the various neural network layer tasks to a single
ApproxGeMM primitive, leading to reduced throughput compared to that of accurate neural
networks. This work proposes an alternative approach to this problem: Could the AM
simulation be carried out in the floating-point domain by a function that matches the AM’s
output but decomposes it into a series of operand transformations and accurate matrix
products? Through this, highly-optimized neural network layer implementations could

serve as a building block instead of having to resort to re-implementing them from scratch.

3.4.2 MODELING APPROXIMATE MULTIPLICATIONS AS A COMPOSITION OF
TRANSFORMATIONS AND ACCURATE PropuUCT FUNCTIONS

For an accurate neuron, the pre-activation output, denoted as y, for activations x and
weights w is defined as
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float = int
1 > 3

htp(1.95, 3.2)

=

[ x,w > h(zx, u,')j — 6.0

Figure 3.1: Comparison of LUT (left) and HTP (right) approach to simulation of approximate
multiplications. Finding an HTP function h(x, w) requires domain-specific knowledge
of the underlying AM.

n
Y= xi-w (3.5)
i=1
while the inner product is replaced with some approximate operation
flx,w)=x-w (3.6)

for an approximate neuron

S

y= . f (i, wi) (3.7)

The neuron’s bias term is omitted in this derivation for brevity. For a fast software
simulation, the approximate product f(x, w) is typically expressed as a 2D array lookup
with integer indices x and w. In contrast, an HTP model replaces the costly type conversion
of x and w and the subsequent memory access with an HTP function h(x, w). A comparison
of how LUT and HTP operators differ fundamentally is provided in Figure 3.1. Instead of
a 2D array lookup, the HTP function expresses the target function as a weighted sum of
transformations applied to x and w. Each of these transformations gy, g,, is a simple real-
valued function R — R that might help the overall HTP model R xR — R; x, w +— h(x, w)
in recreating the AM’s original inaccuracy. The weight coefficient ¢; then determines the
amount with which each transformation pair (gy. j, g,;) contributes to the HTP model. It is
important to note that picking an appropriate set of transformations requires some insight
into the internal function of the AM. Finding the specific combination of transformations
as determined by the values of ¢; can, however, partially be automated as will be discussed
in detail in Section 3.6. Altogether, this gives the formulation of an HTP function h(x, w),
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\THTI\&AMI\THT\
o Lo o)
B (s )@,5,)

Figure 3.2: Comparison of LUT (left) and HTP (right) approach to simulation of approximate
multiplications in the context of a neural network layer. Integer operation domain is
highlighted in green. Note that the quantization operation Q is replaced with
fake-quantization Q’ on the right side, leading to a composition of only floating-point
functions.

composed of a set of k input transformations and their respective weight coefficients
{(Cl; Jw,1, gx,l); (CZ, Iw,2s gx,Z)s ey (Ck; Gw,k> gx,k)} as:

k

h(x,w) > F(5, W) = ) ¢ Gy (W) - g j (%) (38)

=

which can be inserted into Equation (3.7) to obtain

n k
~ Z Z ¢j* Gw,j(Wi) - g, (xi) (3.9)

i=1 j=1
Importantly, this equation can be rephrased as

k

i~ e Zgw(w G (i) (3.10)

Jj=1

The inner sum is then simply the operation of the accurate neuron from Equation (3.5)
with transformations g, ; and g, ; applied to its operands. Achieving AM simulation
through repeated transformation of the input operands alone makes it possible to treat
the underlying implementation of the neural network layer as a black box. The output
simulation of the AM is achieved by repeatedly performing the layer operation with different
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3 Approximate Multiplications during Network Training

transformations applied to its inputs. The output tensors are then aggregated by forming
the weighted sum to give the operation’s result. The approach is compared to the regular
LUT operation in Figure 3.2.

3.4.3 REQUIRED PROPERTIES AND LIMITATIONS

A specific property of many AM designs is used for the discovery of the HTP models
proposed here: A large number of hardware implementations approximate the product
function by truncating the least-significant Bit positions [2, 38]. This process happens early
on in the multiplication algorithm, which means that subsequent logic can be omitted.
Because the least-significant positions have the lowest impact on the magnitude of the
result, the resulting hardware can be simplified significantly while maintaining a result
close to that of an accurate multiplication. The truncation of these Bit positions leads
to a mapping of multiple operand values onto a single value. The resulting product is
a piecewise constant function of the transformed multiplicands multiplied together. By
capturing the dynamics of the operand truncation, the HTP model can retain an accurate
product implementation with transformed operands.

Section 3.5 will demonstrate the application of this principle by applying it to an analytical
model. Section 3.6 then extends upon this by partially automating the discovery of model

parameters through the use of linear regression.

3.5 ANALYTIC IMPLEMENTATION OF FAKE-APPROXIMATION

Equation (3.10) gives the basis that allows for the use of existing layer implementations in
order to simulate the inaccuracy produced by an AM. However, it is not yet clear how to
determine the transformations g,,, ; and g ; for a specific hardware implementation. The
process of deriving an HTP model by hand is demonstrated using an analytical method in

this section.

3.5.1 MODELING LOGARITHMIC APPROXIMATE MULTIPLIERS

The truncated Mitchell AM [45, 66] is modeled here, since it is an important representative of
the wider class of logarithmic AMs. One advantage of these AM models is the availability of a
full algorithmic description. This description might be used as a basis for the implementation.
From a high-level perspective, a logarithmic AM transforms the operands x, w to their

base-2 logarithms

X =log,(x), W =logs(w) (3.11)
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which are subsequently added and transformed back to the original domain using an

exponential function:
x - w =2 (3.12)

This is simply a reformulation of an accurate product, without approximation. It is not im-
mediately obvious how a sum followed by exponentiation of the result can be transformed
to allow applying the equality between Equation (3.9) and Equation (3.10). Indeed, our
previous work on this topic concludes with the remark that this is likely not possible at all
and instead requires a custom kernel implementation [126]. However, an important detail
is that implementations typically consist of applying a deterministic approximation to the
logarithm conversion process, such that X’ ~ log,(x), W’ = log,(w). It is therefore suffi-
cient to capture the effects of the conversion process and then convert the operands back to
the original domain, before performing a regular multiplication. Given this, Equation (3.12)

can be rewritten to yield
wex m 2XHW) Z X0 oW (3.13)

which leaves the task of finding transformations g, (x) = 2%, g,,(w) = 2"'. For all loga-
rithmic multipliers in our study, the applied approximation of the logarithm transformation
is the same for both operands. This allows for using the equality g, = g,,. Extending the
model for g5 # g, is, however, trivial in general since both transformations are applied

independently of each other.

An approximation technique used by both the truncated Mitchell multiplier [66, 67] and
DRUM [45] is the truncation of the operand’s lowermost bits. The goal is to emulate this
binary integer operation in the floating-point domain for x” € R.. In principle, truncating
an n-bit binary number to the leading k bits (thus setting the lowest n — k bits to zero) is
equivalent to rounding down to the nearest multiple of 2(*~%) in the floating-point domain.
While n is derived from binary integers and thus not well-defined in the floating-point
domain, it represents the same numerical range in both domains. Consequently, the value
of n is not directly accessible in the floating-point representation. However, if the leading
one is in the n-th position of the unsigned binary integer representation, x’ must satisfy
2" < x’ < 2!, The equality n = |log,(x")| can be used to simulate this dynamic. Using
this identity, k-leading bit truncation | x| can be emulated by subtracting the modulus of
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x and 2("7%)_ This gives the emulated truncation of the lowermost bits in the floating-point

domain as:

) x if x < 2k (3.14)
g(x) := .
x — x mod 208 () I=k+1  Gtherwise

DRUM [45] applies an additional correction by setting the (n — k)-th bit of the operand
to one when truncating. Following the same logic as above, this correction factor can be
simulated by truncating to k bits and then adding a constant 211°¢2(*)1=k to the operand.

3.5.2 PERFORMANCE CONSIDERATIONS FOR GPUs

When translating this to parallel code, there are two branches that need to be considered.
First the decision of whether an operand is truncated, and second the sign extraction that
is omitted here for brevity. The base-2 logarithm also is an expensive function to evaluate,
even with GPU acceleration. However, keeping values as floating-point throughout saves
two type conversion to and from integer and the LUT memory access that retrieves the
pre-computed result. For Convolutional layers, a potentially sub-optimal im2col/GeMM
implementation is avoided in favor of the optimized implementation maintained by the
framework itself. The hypothesis that some added overhead through operand transforma-
tions, these savings will overall be larger and speed up the entire training pipeline will be

validated experimentally in Section 3.11.

3.6 DATA-DRIVEN IMPLEMENTATION OF FAKE-APPROXIMATION

An analytical design of HTP models falls short when there is no explicit description of
the underlying algorithm available. This limitation applies to AMs that were designed
algorithmically. For selecting the appropriate transformations g and their corresponding
weights ¢ for algorithmic designs of truncated AMs, this section will discuss the use of
an equally algorithmic search procedure. The method relies on selecting a superset of
potentially useful operand transformations G. The relevant subset of these candidate
functions, respective hyperparameters and coefficients are determined using a data-driven

approach.

3.6.1 MODELING TRUNCATED MULTIPLIERS

The approximate multiplication output function z ~ x - w for a truncated multiplier
that omits the [ least significant partial products from one operand can be expressed as
zZ=x-(w-wmod 21) [143]. Note that a similar transformation might also be applied
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to the other operand x, which is omitted here for simplicity. As previously, the rationale
remains the same when applying these transformations to both operands, because both
operands are transformed independently of each other. Z is a piecewise-constant function
with uniform interval length 2!, Accurately modeling these patterns using only polynomial
input transformations is not possible. Instead, an additional transformation is required to
capture the piecewise component of the output function. From the model of the truncated
multiplication it can be seen that a modulo function is a suitable choice. Adding a transfor-
mation of mod 2/ to our set of candidate functions allows the model to capture the effects
of partial product truncation in the floating-point domain. Our basis functions, applied to

the inputs x, w, therefore are:
Gy = {1,x,x mod 2}, G,, = {1, w, w mod 2™}

where [, m € N* correspond to the partial product truncation for each operand. The user is
not required to supply these parameters because the range of values for I, m can be covered
exhaustively by a grid search. For most practical designs, it is reasonable to assume that
I, m are of similar magnitude, allowing a further shrinking of the search space.

3.6.2 DETERMINING MODEL PARAMETERS THROUGH LINEAR REGRESSION

Rather than creating each model by hand, a linear regression is used. The linear regression
optimizes the selection of g and c over the set of candidate functions for each AM. Using a
data-driven approach makes the method independent of knowledge of the approximate
product error function and generalizes to AM designs that extend partial product perforation
with error correction schemes [118, 143] or other approximation techniques.

To identify the relevant subset of the candidate function space Gy X G,, and the cor-
responding coefficients c;, a regression model is fit to the output space of each target
approximate multiplier. For each combination of input operands (x, w) € X X W, there is a
tuple of:

« a feature vector described by the multiplication of all possible combinations of the
input transformations in Section 3.6.1 gx(x) - gw(w); (gx, gw) € Gx X G,, applied to

X, W.

« a label containing the result of a behavioral simulation of the approximate multiplier’s
output f(x, w)

The task of the regression is to optimize the weight c; for each input transformation to
best capture the behavior of the target AM. For AMs with an input space that is too large
to cover exhaustively (16-bit multipliers), a randomly sampled subset of the input space
X X W can be used instead.

43



3 Approximate Multiplications during Network Training
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Figure 3.3: Construction of High-Throughput Model from a set of a candidate functions. A Linear
Regression determines the weighting coefficients for the candidate functions that best
describe the functional simulation of an Approximate Multiplier. The resulting
coeflicients are rounded and low-impact transformations are removed from the final
model.

Different from classical regression problems, the inputs and expected outputs of the model
are entirely known beforehand. The goal of the regression model is to find a condensed
function that maps inputs to the expected outputs, rather than generalizing to unseen
data. After fitting the model, the coefficients are rounded to one decimal place. This helps
the model account for coefficients that have not fully converged. Transformations with
near-zero coefficients are omitted from the final model as shown in Figure 3.3. Reducing
the model to only the most relevant features eliminates the need to compute feature

transformations with little influence on the overall result later on.

3.7 GENERALIZATION OF FAKE-APPROXIMATION TO ARBITRARY

CIRCUITS

In principle, any Boolean function can be expressed as a composition of functions in the
floating-point domain using the same logic that was applied in Section 3.5. For a functionally
complete logic system, it is sufficient to define only a NAND operator. For two numbers
A, B € Ry, the NAND operation of their bit position k can be expressed as

AANBr:= 1- (A mod 25 — A mod 2<k_1>)

1
22(k-1)

. (B mod 2¥ — B mod Z(k_l)) . (3.15)

with this equivalence, any logic circuit can—in theory—be expressed as an HTP model. It is
important to note that this is not necessarily always practical. Actual gains in performance
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can only be expected when the model can be reduced to a handful of input transformation.
A property that enables this, and that both the studied logarithmic and truncated AM
designs possess, is that the output surface of the approximated product function gives the
same result for a large number of operand combinations. Input candidate functions then
need to be selected in a way that they (partially) replicate this constant dynamic when their
transformed inputs g, (x) and g,,(w) are multiplied together.

3.8 DESIGN CONSIDERATIONS FOR THE TORCHAPPROX SOFTWARE
TooLkIiT

The success of PyTorch in the research community demonstrates that ease of use and
accessibility are vital to widespread adoption. With TorchApprox being a part of the
PyTorch ecosystem, these design decisions as closely as possible. This leads to a number of
distinct features that help speed up the construction and inference of a model using AMs.

Due to their exceptional performance on highly-parallel compute tasks, GPUs have come
to dominate the training infrastructure of Neural Network (NN) models. To fully integrate
with GPU-based training pipelines, our approximate layer implementations run on the GPU
by default. They are capable of emulating any AM up to the supported operand bit-width
of 8x8-bit. To generalize to AMs that can not be expressed using HTP models, our library
provides an ApproxGeMM primitive with the LUT residing in the GPU’s texture memory
as introduced by [133] and a multithreaded CPU fallback option for systems without a GPU.
Due to the extensive use of Depthwise Convolutions in modern CNN, this operation is

targeted with dedicated approximate kernels.

For user convenience, TorchApprox provides an in-place layer conversion utility. The
utility allows a user to convert a regular PyTorch model into an approximate one in a single
line of code. LUTs can be supplied as a 2D array constructed in the popular linear algebra
package Numpy [44], rather than a binary array [133] or a JIT-compiled header file [19].
TorchApprox integrates seamlessly with PyTorch’s automatic differentiation engine by
providing a derivative based on the STE [6] for all target layers. Instead of fusing a choice
of quantization schemes directly into the ApproxGeMM implementation, users are free
to supply their own quantization modules. This flexibility allows for the study of more
sophisticated quantization schemes. TorchApprox does not implement its own quantization
operators, but supports the ones supplied by PyTorch itself, allowing the user to study a

broad range of quantization schemes with minimal effort.

Overall, our design considerations were driven by the aim of providing a library that is

easy to use, fast, and feature-complete for most common approximate NN applications.
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Figure 3.4: Comparison of per-tensor and per-channel quantization on LeNet5/MNIST and
ResNet8/CIFAR-10 for different weight quantization bit-widths. Evaluation is carried
out across all 8 X n-bit unsigned EvoApprox multipliers.

3.9 AcCURACY IMPACT OF QUANTIZATION GRANULARITY

The proposed approximate multiplication retraining framework introduces support for
per-channel quantization in combination with AMs. Providing a more complex quantization
scheme is based on the assumption that increasing the granularity of the quantization
process will decrease the numerical error introduced by the integer conversion, leading
to higher accuracy for the same AM designs, since it can make better use of the available
numerical range for a given quantization bit-width. Because per-channel quantization adds
complexity to training and inference which has to be justified, an experimental analysis of

how performance is impacted by each scheme is conducted.

3.9.1 AGGREGATE EVALUATION ON A POPULATION OF MODELS

The effects of per-channel and per-tensor quantization on quantized neural networks are
assessed using the LeNet5 architecture and the MNIST data set [78] as well as ResNet8 [47]
and the CIFAR-10 [72] image classification task. For both test cases, a baseline model is
trained in FP32. From this, both a model with per-channel and per-tensor quantization are
fine-tuned using QAT for each bit-width. To produce a single data point, an AM design is
applied to every layer of each quantized model. The resulting network is then retrained
with simulated approximation and the resulting model’s Top-1 accuracy is reported. This
is repeated for all 8 X n-bit AM instances in the EvoApprox library, where n = {2, 3, 4} for
LeNet5, since it is a very simple problem, and n = {4, 5, 6, 7} for ResNet8/CIFAR-10, because

it is more complex.
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3.9 Accuracy Impact of Quantization Granularity

Table 3.2: Number of converged multiplier configurations and median accuracy for different
bit-widths and quantization schemes

3 Quantization Multipliers Median

20 Top-1 Acc.

bit-width ~ Granularity —Total Converged (%]

9 tensor 13 11 94.67

% channel 13 11 99.13

i 3 tensor 29 24 99.14

2 channel 29 26 99.22
Z

& A tensor 29 26 99.24

channel 29 25 99.25

4 tensor 29 19 84.62

S channel 29 19 86.10
~

< tensor 34 24 86.65

= 5

z channel 34 26 86.81
o0

2 tensor 25 15 87.00

Z 6

S channel 25 16 87.06

7 tensor 34 25 87.01

channel 34 26 87.25

Figure 3.4 shows the comparison of the achieved Top-1 accuracy for every combination
of test case, quantization scheme, bit-width and AM used throughout the network’s layers
along with a box plot that visualizes the aggregate statistics for each bit-width and quan-
tization scheme. During evaluation, some combinations—particularly those employing
AMs with very low precision—do not converge at all during the approximate retraining
phase, but remain at an accuracy that is close to randomly guessing the output prediction.
The reason for this is that some AM designs simply do not provide sufficient accuracy for
the training process to produce gradients that would allow for the model parameters to
converge at all. Both MNIST and CIFAR-10 distinguish between ten target classes, putting
the accuracy of randomly guessing at 10 % for both. A Top-1 Accuracy of 15 % is used as a
threshold for convergence. To gain better insight into the behavior of models that produce
useful accuracy, the non-converged cases below the threshold are excluded in Figure 3.4.
The number of non-converged networks for each experimental setup is, however, reported
in Table 3.2.

3.9.2 ImpACT ON INDIVIDUAL MODELS

Section 3.9.1 demonstrated that per-channel quantization helps with both accuracy and

convergence. The number of AMs above the convergence threshold is the same or higher,
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Figure 3.5: Comparison of per-tensor and per-channel quantization on ResNet/CIFAR-10 across
8 X 4-bit unsigned EvoApprox multipliers. Results below 80 % accuracy are omitted.
Main diagonal marks equivalent performance for per-tensor and per-channel
quantization. Points above main diagonal mark improvement through per-channel
quantization.

when per-channel quantization is used in all cases except for one. Similarly, the median Top-
1 accuracy that was achieved across the converged networks is above that of the models
using per-tensor quantization for all test cases. This suggests that using per-channel
quantization also helps boost accuracy. The effect is particularly pronounced for smaller
bit-widths, while it tends to disappear for weight quantization with larger bit-widths. This
can be explained by the fact that per-channel quantization can help reduce the numerical
error introduced by the quantization process. The initial quantization error, however, is
largest for small bit-widths, making higher granularity most effective in these scenarios, as

was reasoned in Section 3.3.

These experimental results show that there is a general tendency towards higher accuracy
for approximate neural networks with per-channel quantization, but the evaluation so
far does not allow for assessing the impact on individual approximate neural networks.
To compare the effect on each individual AM, the achieved accuracy for the 8 x 4-bit
configurations is analyzed further in Figure 3.5. The evaluation was limited to the results of
14 out of the initial 29 AMs that achieved an accuracy of more than 80 %, since models with
an accuracy close to that of the baseline model are most relevant for real-world applications.
In the chosen representation in Figure 3.5, the accuracy of the approximate neural network
variant that uses per-channel quantization is on the y-axis, while the x-axis corresponds to

the variant using per-tensor quantization. If a point lies below the main diagonal, it indicates
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3.10 Fidelity and Throughput of the Proposed Floating-Point Models

that per-tensor quantization led to higher accuracy than per-channel quantization. Every
point above the main diagonal shows that the per-channel configuration has converged
to higher accuracy. From the fact that no point is below the main diagonal, it can be
inferred that switching from per-tensor to per-channel quantization yields an improvement
in accuracy for every single case in our evaluation. The mean improvement for surveyed
models is 1.09 percentage points, while the median improvement is 0.87 percentage points

for the reported models with more than 80 % accuracy.

3.10 FIDELITY AND THROUGHPUT OF THE PROPOSED FLOATING-POINT

MODELS

HTP models themselves are not necessarily a faithful representation of the AM they were
constructed for. This makes it important to confirm that they recreate the target function
sufficiently well. An evaluation that examines both their throughput and the fidelity with
which they can simulate approximate hardware during training is carried out in this section.

3.10.1 EXPERIMENTAL SETUP

To assess the impact of using HTP models in a training pipeline, several common neural
network models are retrained for approximate inference using a number of different retrain-
ing methods. The LeNet5/MNIST and ResNet8/CIFAR-10 experimental setups described
in Section 3.9 are reused. In addition, the VGG16 CNN architecture [115], trained on the
TinylmageNet data set [77] is added as a more complex task. TinyImageNet is a downscaled
version of the full ImageNet [27] challenge with only 200 classes and images of 64x64 pixels,
instead of the full 224x224 pixels. For VGG16, approximate computation is only applied to
the three Fully-Connected (FC) layers at the end of the network, rather than the full network
because initial evaluation showed that full approximation leads to non-convergence in
many instances. Due to the complex task, VGG16 is retrained for a single epoch with a
learning rate of 1- 1073,

A pre-trained and quantized model is taken as a baseline for each experimental setup. A
copy of this baseline model is then retrained using a variety of methods that are described
in detail in Table 3.3. Optimizer configuration, epochs and all other hyperparameters are
identical for all methods in the evaluation. Retraining the accurate baseline using the
same hyperparameters ensures that all evaluated models have received the same amount
of training. This procedure is repeated for a wide range of AMs. All combinations of
experimental setup and retraining method are retrained for each of the 13 signed 8-bit AMs
in the EvoApprox library as well as the DRUM [45] and Mitchell truncated [66] logarithmic
multipliers for truncation bit-widths of 3, 4 and 5 bits respectively (thus totaling six loga-
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3 Approximate Multiplications during Network Training

Table 3.3: Approximate Neural Network Retraining Methods

Format Description

Baseline  Accurate Product Function

Noise Accurate Product Function with AGN that is characterized by the mean and standard deviation
of the target AM’s error distribution [43]

Linear Linear regression model with polynomial feature expansion to five regression coefficients [130]

HTP High-throughput model of the target AM (this work)

LUT Faithful simulation of the target AM using a LUT of pre-computed results

rithmic AM configurations). A key feature of logarithmic AMs is that their fundamental
principle is independent of the operand bit-width, allowing us to choose a bit-width. 12-bit
quantization of weights and activations are chosen for all logarithmic AM.

Behavioral simulation of the target AM is used to evaluate and compare retrained
models on the test set, as it accurately reproduces the behavior seen during inference on a
constrained target system. The test loss of the model that was retrained using behavioral

simulation serves as the ground truth.

3.10.2 EvALUATION

We evaluate the loss rather than the accuracy as the loss is smooth, which provides a better
insight into each method’s reproduction of the target AM’s behavior. The results are shown
as the Mean Absolute Error (MAE) between ground truth loss and the respective method’s
achieved loss for each population of AM in Figure 3.6. The numerical value of the MAE
of the test loss is influenced by a number of factors, including the number of classes, the
complexity of the task, the loss function used, etc. Since the aim of the evaluation is a
relative comparison between the different retraining methods, the MAE is normalized to
one across all experiments in order to allow for a side-by-side comparison.

In the evaluation of logarithmic multipliers, it can be seen that the HTP approach is
almost on par with behavioral simulation in terms of reproduction. This is explained by the
fact that models are derived directly from the mathematical definition of the logarithmic
AM. The remaining differences stem from the lack of conversion between floating-point
and integer representations in the HTP model, which uses a floating-point numerical
representation throughout the entire pipeline. In contrast, the HTP models for EvoApprox
that were generated using a data-driven linear regression show a noticeable deviation from
the ground-truth, particularly for the more complex VGG16. Of all retraining methods HTP,
however, consistently provides the highest fidelity simulation of target AMs. In terms of
throughput, HTP models are close to the baseline in all experiments, yielding an up to 4x
speedup over behavioral simulation for VGG16 and the simpler truncated multiplier models.
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Figure 3.6: Pareto Front of retraining method fidelity compared to behavioral simulation and
throughput for various retraining methods. Methods are compared for three different
CNN experimental setups and two populations of AMs. The Mean Absolute Error
(MAE) between retrained model and behavioral simulation is aggregated across the
evaluated AM population and normalized to one to make the values comparable across
experiments. An ideal method would be found on the lower left corner, i.e. it would
minimize both the test loss error and the training time.

HTP models of logarithmic multipliers are more time-consuming, due to their reliance on
an expensive log transformation of operands in the floating-point domain. Nevertheless,
the approach still provides nearly a 2.5x speedup over behavioral simulation in the case
of VGG16. For all experiments, HTP models achieve a Pareto-optimal balance between
faithful recreation of the target AM and a minimal penalty on throughput in the retraining
pipeline.

3.11 INFERENCE THROUGHPUT OF APPROXIMATE DEEP LEARNING
FRAMEWORKS

The proposed approximate deep learning framework is compared with other works from
the literature in terms of throughput. Both the available LUT and HTP operators are
compared with a CPU and a GPU-based state-of-the-art toolkit.

3.11.1 EXPERIMENTAL SETUP

Benchmarking is carried out on a system equipped with an AMD Ryzen 9 3900X CPU
and an nVidia RTX 2080Ti GPU. The 24 logical cores available on the CPU are used for
parallelizing CPU-based computations. We compare the performance of both the GPU-
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Figure 3.7: ImageNet inference single batch execution time (batch size 32) for several CNN models.

based LUT kernels and the HTP simulation models of the 8-bit EvoApprox AMs to AdaPT’s
accelerated CPU kernels. When using a LUT-based approach, throughput is independent of
the chosen AM. Conversely, the computational complexity of HTP models varies depending
on their number of coefficients and required input transformations. The evaluation also
includes 12-bit and 16-bit EvoApprox HTP models to study the impact of simulating AMs
with larger input spaces. A network that does not simulate any AM but only performs fake
quantization is included as a baseline. The quantized network does not model the error
from approximate hardware but serves as a reference for the overhead of such product
implementations. The inference time for a single batch of ImageNet-sized data (224 X 224
pixels, 3 channels, batch size of 32) for several common CNNs is measured over 50 runs,

with the median reported.

3.11.2 EVALUATION

The benchmark results in Figure 3.7 suggest that there is indeed a performance degradation
for all approximate hardware simulations compared to an accurate model that only uses
fake quantization. For TorchApprox’ LUT-based approach, this performance penalty ranges
from 1.9% to 16.7x with EfficientNetB0 and MobileNetV2 showing the lowest overhead
due to their use of the dedicated Approximate Depthwise Convolution operator. TorchAp-
prox’ dedicated Depthwise Convolution operator also outperforms the lower bound of the
throughput achievable with HTP floating-point models. Across the different networks,
the geometric mean of the speedup achieved by the 8-bit HTP models over the LUT-based
kernels is 2.7x. Some performance penalty is unavoidable when comparing HTP models to
the quantized baseline; HTP models must perform each layer’s operation multiple times
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with different transformations applied to the inputs, and the results have to be scaled and
accumulated. All TorchApprox inference modes outperform the CPU-based AdaPT with a
geometric mean speedup of 96x for the HTP models, and 36 for the LUT-based approach,
demonstrating that GPU acceleration is essential for modern neural network applications.
Because the HTP operator is unique to TorchApprox, there is no equivalent operator avail-
able in AdaPT that would allow for a direct comparison. The performance of the LUT
operator which, in terms of algorithm, is identical in both AdaPT and TorchApprox does,
however allow for an indirect comparison. Thanks to a CPU’s more sophisticated cache
hierarchy and instruction-level support for array lookups, the difference between HTP
models and an optimized LUT-implementation would likely be smaller when run on a CPU,
compared to a GPU. The avoidance of expensive type conversions and handwritten kernels
when using HTP models would, however, still be beneficial, regardless of the compute
device. In terms of absolute performance, it is highly unlikely that HTP models on a CPU
be able to close the large performance gap between a CPU and a GPU.

The performance of HTP models with 12-bit and 16-bit operands is on par with those
derived from 8-bit AMs. HTP models targeting larger bit-width AMs are slightly ahead in
terms of throughput, compared to 8-bit HTP models. This is explained by the fact these
models are a simulation, where the actual input format is the same floating-point represen-
tation, regardless of the specific AM being simulated. The complexity and throughput of
these models is entirely determined by the number and complexity of their required input
transformations g (x), g (w). Coincidentally, 16-bit HTP models are slightly less complex,
allowing for higher average throughput. The HTP model’s independence of the operand
bit-width of the AM being simulated is an important benefit for the study of AMs with
larger bit-width, since LUTs of more than 8x8-bit are typically not used due to impractical
memory consumption and poor cache utilization. HTP models, in contrast, are applicable
to AMs of any bit-width.

3.11.3 ComMmPARISON WITH TFAPPROX

The performance of TorchApprox’ ApproxGeMM kernels is also compared to those from
TFApprox [133]. A full comparison of both libraries on a complete neural network task is
difficult. The lack of a Depth-wise Convolution operator in TFApprox limits any benchmark
to using outdated CNN architectures. Furthermore, both libraries are built on different
frameworks, which could significantly impact end-to-end measurements. To mitigate
this effect, the inference throughput of a single 2D Convolution layer is analyzed for a
varying number of input and output channels in Figure 3.8. For LUT-based implementations,
TFApprox shows higher throughput for all configurations, which might be explained by
the larger number of handwritten and optimized kernels in TFApprox. We would like to
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Figure 3.8: 2D Convolution inference single batch execution time for NCHW tensor with a varying
number of channels C;;, = Coyt and N = 64, H = W = 128.

point out that our more modular approach reduces throughput, but simplifies maintenance
and experimentation. The HTP models provide a geometric mean speedup of 2x when

compared to TFApprox’s 2D Convolution.

3.12 CONCLUSION

With the implementation of a toolkit for the study of AMs during the training stage of
a deep learning model, this chapter has provided the fundamental building block for the
co-optimization of additional design parameters in the following chapters.

In Sections 3.4 to 3.6, this section has introduced HTP models. These models provide
a novel approach to the simulation of certain AM designs during the training of neural
networks. By replacing the commonly used type conversion and memory lookup with a
composition of floating-point, these models achieve a speedup of up to 4x. Particularly
for complex models, HTP models reduce the performance penalty of AMs during model
training.

The theoretical background for combining AMs with integer quantization, both for
affine per-tensor and per-channel quantization schemes was provided in Section 3.3. The
comparison of these operators in Section 3.9 shows that the larger parameter space of
per-channel quantization leads to both higher task accuracy and better convergence for all
surveyed models, particularly for low bit-widths.

These components are packaged into a comprehensive toolkit, which was discussed in
more detail in Section 3.8. While the toolkit was developed for the purpose of experimenta-
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3.12 Conclusion

tion in this thesis, it was also made available to the wider community under a permissive

open-source license.
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4 MODEL SENSITIVITY TO APPROXIMATE
MULTIPLICATIONS

“It is the mark of an educated man to look for precision in each class of things

Jjust so far as the nature of the subject admits. ” - Aristotle

IFFERENTIABLE functions are what makes the training process of neural networks
D possible. Being able to directly compute the contribution of every single parameter to
the model’s error enables the simultaneous optimization of billions of parameters. Many
interesting problems, however, can not be optimized in this way because they are discrete,
rather than continuous, or because they can only be expressed with non-differentiable
functions. Can a proxy model be found that allows for the application of the powerful
gradient-based optimization to problems other than the neural network task? How would

such a model relate to discrete hardware entities?

4.1 INTRODUCTION

This chapter uses the Approximate Multiplier (AM) simulation toolset developed in Chap-
ter 3 to apply AMs to a neural network in order to gain insight into the required accuracy
of AM operators during model training. Most prior work focuses on deploying a single AM
design uniformly throughout the entire network. Findings from the field of quantization,
however, suggest that the different layers in a neural network also have different accuracy
requirements. By determining the accuracy requirements of each layer individually, a better
trade-off between accuracy and resource consumption might be possible. This poses a
complex optimization problem since layers interact with each other through intermediate
results from previous layers. In order to find good solutions, it is not possible to optimize the
choice of AM for each layer separately. Optimization always has to consider the network
as a whole and model the interactions between layers.

In the field of quantization, both reinforcement learning [32, 135] and differentiable opti-
mization techniques [140, 144] have been used successfully for determining heterogeneous

This chapter is partially based on previously published work [123]. The original text and figures have been
adapted for the purpose of this thesis.
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bit-widths for each layer’s operands. Prior to this work, only Mrazek, Vasicek, Sekanina, et al.
[96] have tackled a similar optimization objective in the context of AMs through the use of a
multi-objective genetic algorithm. This method, however, creates a large number of possible
candidate solutions that have to be evaluated to determine the best ones. Recent work
by De La Parra, Guntoro, and Kumar [23] suggests that retraining with behavioral simulation
is essential to recover the model’s accuracy. Because retraining is costly, it can not be
combined with a search algorithm that generates a large number of candidate solutions.
Instead, a completely new approach to this optimization task is presented here. By tightly
integrating the optimization objective into the model’s training stage, useful information
can be gathered, which helps the proposed algorithm in providing high-quality solutions.

This chapter provides the foundation for combining the benefits of both heterogeneous
AM assignment and retraining by using differentiable optimization to derive only a single
heterogeneous assignment of AM instances to network layers. The single solution can
then be retrained to maximize the underlying model’s accuracy after AM deployment. The
novel contributions discussed in this chapter are:

« An optimization algorithm for determining the sensitivity of each layer in a neural
network model to small numerical errors. This is achieved by transforming the as-
signment of discrete hardware instances into a continuous and differentiable problem,
which can be optimized during the network’s training process.

+ An error model that connects solutions found in the continuous and differentiable
domain back to specific hardware instances. The model uses sample data and a
simulation of an AM to predict, with high accuracy, the AM’s error mean and
standard deviation. The model is entirely data-driven and does not rely on any
assumptions about the distribution of the operands. This means that its performance
is not impacted by other methods which might impact the network’s parameter
distribution, such as pruning [41] or different quantization schemes [146].

The implementation and the benchmarks used for the evaluation of this chapter have been
made publicly available to the wider community under https://github.com/etrommer/
agn-approx

4.2 RELATED WORK

Due to the complexities of simulating AMs during the training procedure of neural networks
that were discussed in Chapter 3, several works propose the use of random noise as a
replacement of a full simulation of the inaccurate computations. Prior work also managed
to apply various optimization algorithms in order to find heterogeneous AM configurations
with a good balance between energy savings and task accuracy.
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4.2 Related Work

4.2.1 RETRAINING FOR APPROXIMATE MULTIPLICATIONS THROUGH GAUSSIAN NOISE

Hammad, El-Sankary, and Gu [39] use a model based on the multiplier’s Mean Relative Error
(MRE) to generate random data which perturbs the output of an accurate computation. To
enable retraining without the need for hardware simulation, De La Parra, Guntoro, and Kumar
[22] propose a data-driven noise model with higher granularity. The model constructs a
noise tensor individually for each neuron by observing the approximation error on sample
data. Similar to behavioral simulation, this model is not generalizable across AM instances
because it only captures the dynamics of the AM it was constructed for, and is not stable
during retraining, since it’s parameters are determined by sampling the network before

retraining and remain static afterward.

Noisy intermediate results have also been used to demonstrate that the robustness in
a neural network is not uniform, but varies for different layers [15]. These findings are
corroborated by Hanif, Hafiz, and Shafique [43], who determine the individual robustness of
layers to approximation by injecting Additive Gaussian Noise (AGN) into individual layers
and then observe the change in accuracy of the entire model. By optimizing one layer at a
time, the work does not take into account interdependencies in the robustness of layers. It
also lacks a method that connects the robustness of a given layer to a concrete hardware
instance. A similar method in the context of Capsule Networks is discussed by Marchisio,
Mrazek, Hanif, and Shafique [84]. The proposed model for connecting a layer’s robustness to
noise with AM instances requires Monte Carlo (MC) simulations to be carried out for each
combination of layer and AM. Other models that describe the error incurred by a single
approximate multiplication were put forward by Mazahir, Hasan, Hafiz, and Shafique [87]
and Ullah, Sahoo, and Kumar [130]. These error models, however, only concern individual
multiplications and do not consider the compounding effects of multiple operations in a

neural network.

4.2.2 HETEROGENEOUS APPROXIMATE MULTIPLIER ASSIGNMENT

To leverage the varying robustness of layers Mrazek, Vasicek, Sekanina, et al. [96] demonstrate
the use of a multi-objective evolutionary algorithm as a means to tackle the large search
space of heterogeneous multiplier assignment in a neural network. This solution relies on
the evaluation of numerous candidate solutions, requiring the use of a weight remapping
scheme rather than retraining to recover the degraded accuracy. Even without retraining,
the vast number of simulations makes the method prohibitively slow for non-trivial net-
works. The same is true for more recent approaches that optimize the network architecture
itself for use with AMs [104].
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4.3 MODELING APPROXIMATE MULTIPLICATION AS NOISE

A rigorous model of the aggregate error at an artificial neuron’s output is presented here,
which motivates the choice for AGN as a substitute for a full simulation of the error
dynamics that was developed in Chapter 3. Modeling the error in a single, continuous
parameter has the benefit of providing a differentiable optimization surface. Section 4.4
then discusses how this smooth optimization landscape can be leveraged to determine each

layer’s sensitivity to small numerical errors.

4.3.1 PROPAGATION OF SMALL NUMERICAL ERRORS IN A NEURON

The error imposed by a single approximate multiplication can be considered additive to the
output of an accurate multiplication

f(x, w)=x-w+e(x,w) (4.1)

where e(x, w) is an error function that is unique to each AM instance. For a neural network
application, the main concern, however, is not the error of individual operations, but the
aggregate error from several multiplications. With the definition of the pre-activation

output of an accurate neuron
n
y= Z xiw; + b (4.2)
i=1

Equation (4.1) can be substituted into Equation (4.2) to obtain the output of the same neuron

using an approximate multiplication as:

n

7= Z xiw; + e(x;, wi) + b (4.3)
i=1
= Z xiw; + b + Z e(x;, w;) (4.4)
i=1 i=1

Accurate Neuron  Aggregate Error

Assuming that x and w exhibit sufficiently random properties, it can be conjectured that
the distribution of the aggregate error will converge to a normal distribution when n grows,
thus:

§~ ) xiwi+ b+ N (e, o) (4.5)
i=1

= > xiwi + b+ e + oo - N(0,1) (4.6)
i=1
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4.4 Gradient-based Robustness Optimization

4.3.2 HANDLING OF THE ERROR MEAN

Furthermore, the systematic portion of the error p, can be compensated for by the bias or
subsequent batch normalization when the network is retrained to match the approximate
configuration [121] s.t. ¥* = b — p,, assuming that the retraining is able to converge to the
same local minimum as the original training. To simulate the effect of approximation on a
network that has been retrained, it can therefore be assumed that g, = 0.

Using this surrogate model instead of a behavioral simulation of the approximation error
has two important benefits for the search procedure: First, AGN can easily be constructed
using primitives that are available in most common deep learning toolkits and does not
require low-level integration of handwritten kernels. Even when these are available, they
still incur a significant performance penalty as shown in Figure 3.7. Similar to the High-
Throughput (HTP) simulation models proposed in Section 3.4, the AGN model leverages
the highly optimized accurate kernel implementations maintained by the deep learning
framework and therefore adds very little runtime overhead to the training procedure.

Different from HTP models, the AGN model is not specific to one single AM instance,
but can be seen as a generic representation of any error-inducing process during the
computation. Instead of selecting instances with unique characteristics out of a discrete
(and potentially large) set of AMs for simulation, the AGN model captures their most
relevant property—the non-recoverable error—in a single, continuous parameter. Only
after solving the optimization problem in the more favorable AGN space, the found error

robustness is used to select matching hardware instances.

4.4 GRADIENT-BASED ROBUSTNESS OPTIMIZATION

The error properties that were derived in Section 4.3 are used here to compute the con-
tribution of AGN injected into each layer of an accurate network to the task loss of the
model. Gradient Descent optimization is then applied to optimize the amount of noise that
is overall injected into the network. The loss function is extended to steer the optimization
towards the desired balance of low resource consumption with good accuracy.

4.4.1 INJECcTION OF NOISE AND IMPACT ON TASK Loss

Every layer in a neural network is assigned a perturbation factor o; which determines the
amount of noise that is added to its accurate output before the output is passed to the
activation function. For each batch, the amount of perturbation is scaled by the standard
deviation of the batch as proposed by Marchisio, Mrazek, Hanif, and Shafique [84]. The relative
scaling avoids a situation where the effect of noise of a fixed magnitude would be diminished
during training through the network optimizing towards greater pre-activation outputs [37].
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Figure 4.1: Substituting behavioral simulation of approximate multiplication with parameterized

injection of AGN in a single layer (bias/batch normalization omitted for clarity).
Highlighted operations mark backward pass of gradient for o; w.r.t. task loss.

AGN model

To perturb the accurate calculation 3j; € R™ of a layer /, a tensor with random values of the
same dimensions ¢ ~ N;,(0,1) is drawn from a normal distribution with a mean of zero
and a standard deviation of one. The standard deviation still needs to be adjusted to match
the standard deviation of the current batch; to achieve this relative scaling, the tensor is
multiplied with the standard deviation of the accurate computation’s output for the current
batch o(7;) and then weighted with the layer’s perturbation factor o; before being added
to the result of the accurate computation as shown in Figure 4.1.

G=di+o-o§)-g (4.7)

In the context of this model, the task loss L1 can be differentiated directly w.r.t o; using

the chain rule:

oLr _oLr

a (4.8)
do; e a0]
oL L
==L o) § (4.9)
Y

Because this formulation of the noise added in each layer is continuous and differentiable,
it is possible to optimize the perturbations across all layers simultaneously—just like any
other network parameter—using backpropagation. Computation errors in an early layer
can impact the overall accuracy disproportionately as they might alter the results in all
subsequent layers; these complex dynamics of propagating errors are already captured
by this model because of the chained computation of gradients. The loss function is
evaluated based on layers being perturbed by a certain amount of AGN, resulting in model
convergence towards higher robustness to small perturbations. Through the added noise,
the output of each individual neuron will be less reliable. Information relevant to the
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4.4 Gradient-based Robustness Optimization

model’s task will therefore have to be spread out over more neurons when propagating
through the network, similar to the popular Dropout regularization [119].

One assumption (which will be evaluated in Section 4.8) is that this increased robustness
is also beneficial when deploying AMs: because the model has learned to rely less on
the exact output of individual neurons, it will be able to handle slight deviations in the

intermediate results caused by AMs better.

4.4.2 EXTENDING THE MoODEL’S Loss COMPUTATION

Only using the task loss to drive model optimization is not sufficient, however, since o;
could always be driven towards zero during the optimization. To avoid this, the overall
loss is extended to also incorporate an additional noise loss L. The noise loss provides a
discount to the task loss and incentivizes the optimizer to explore solutions with higher
amounts of perturbation. It takes into account the current values of o; as well as the relative
cost of each layer ¢; = c(I)/ > ;. ¢(I). The relative cost scales the importance of the amount
of perturbation in each layer. To obtain an overall good optimization result, it is obvious
that high values of ¢; in layers with a high complexity are more desirable, while it a higher
relative accuracy can be allowed in layers that do not contribute much to overall resource
consumption. For the purpose of this work, the amount of multiplications in a layer is
chosen as a cost function c¢(l) because it is easy to implement. The additional noise loss
solves the problem of the optimizer converging to solutions with no AGN, but it creates
a new one: The optimizer could now decrease the total loss indefinitely by adding ever-
growing amounts of noise to the intermediate results, making the task loss insignificant.
This can be avoided by upper-bounding the maximum allowable noise loss to some fixed

value opax. This gives the complete noise loss formulation as

Ly == ) min{loil, oma} - €1 (4.10)

leL

The overall loss L is then simply the weighted sum of task and noise loss
L=Lr+A- Ly (4.11)

where A is a hyperparameter that determines the relative importance of network accuracy

and perturbation. Equation (4.10) can be differentiated w.r.t. o7 as

oLN )¢ lo7| < Omax (4.12)
a0 0, otherwise
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4 Model Sensitivity to Approximate Multiplications

Optimizing the amount of injected noise per layer results in a configuration where each
layer’s learned robustness to noise o; has been tuned to maximize the amount of overall
AGN throughout the network while minimizing the degradation of accuracy. Each layer’s o;
can be considered a proxy for the actual (but much harder) optimization task: determining
how sensitive the network’s overall performance is to inaccurate multiplications in each

layer

4.5 PROBABILISTIC MULTI-DISTRIBUTION ERROR MODEL

An important question that arises is how the abstract optimization result o; from the AGN
model relates to the error produced by a given AM. In order to link both, this section
discusses the use of a probabilistic error model, which treats the deviation from the result of
an accurate multiplication as a random event with certain probabilities; instead of truthfully
simulating the error function for each pair of input values, the error introduced by an AM
can be considered a discrete random variable Z = e(x, w). The random variable Z maps
the outcome of randomly selecting x and w to the error produced by these operands. Being
able to determine the standard deviation of Z allows for comparing it with the learned
perturbation factor o, which simulates the non-recoverable portion of the approximation
error in the AGN space. Assuming the commonly used 8-bit Integer multipliers, both x and
w can take 2% = 256 distinct values for their sample spaces Q, and Q,,. In total, there are
2562 possible combinations of input values in the joint sample space Q7 = Q, x Q,,. For
any AM of interest, the error (i.e. the difference between accurate and approximate output)
needs to be known in advance for each of these input combinations. From hereon, the pre-
computed AM error for each possible operand pairing is referred to as the multiplier’s error
map. This is the only part of the method that requires a high-level hardware simulation.

4.5.1 ERROR MEAN AND STANDARD DEVIATION

The model also needs to consider that not all 256 values that x and w might take are equally
likely to appear. The relative frequencies of values in the weights tensor and an input
sample can be used to model their probability distributions p,(x) and p,,(w). In practice,
this means building a histogram with the count of each possible 8-bit Integer value for both
tensors and normalizing it to one. The data-driven construction of operand probabilities

means that no assumptions have to be made with regards to their underlying distribution.
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4.5 Probabilistic Multi-Distribution Error Model

Given the error for each combination of values and their respective likelihoods, mean and
standard deviation of the error can be estimated as

pz= 0 Y pe(x) pulw) el w) (4.13)
x€Qyx weQ,,
Z= 3 pex) pulw) - (e(x,w) - piz)? (4.14)

x€Qy wed,,

which describes the mean and standard deviation of the error for a single multiplication.
From Equation (4.2), it is clear that the neuron output is the sum over n multiplications.
n is the fan-in of the neuron, or more simply the number of incoming connections. For
Convolutional Neural Networks (CNNs) and most other common neural network archi-
tectures the fan-in is identical for all neurons in a layer. Under the assumption that x and
w are independent and identically distributed (an assumption that will be addressed in
more detail in the next paragraph), the central limit theorem can be applied to describe the
growth of the standard deviation. With this, the error mean at the neuron output scales

linearly, while the standard deviation scales with the square root of the neuron’s fan-in:

He =N~ [z
Uez‘/ﬁ'O'Z

The second observation is important because it implies that layers with a higher fan-in
will produce an error that is smaller, relative to the magnitude of the output value (which

grows with n)—all other factors being equal.

4.5.2 COMPENSATING FOR LocAL CORRELATIONS OF INPUT DATA

So far, x and w were assumed to be independent and identically distributed. Empirically
validating this assumption shows that it holds well for weights, but not for activations.
Intuitively, this can be explained by a higher amount of local correlations in the activations.
To make this clearer, we can imagine a black and white image passing through a convolu-
tional layer: because pixels of the same color tend to be grouped together, the individual
patches are more likely to be all-black or all-white than the global distribution of pixels
in the image would suggest. More concisely, the local distribution of feature values can
deviate strongly from their global distribution.

The problem of diverging local and global distributions of operand values can be ad-
dressed through sampling; mean and standard deviation are first calculated for several
samples of the local distribution. The sample is drawn from the receptive field of a neuron
in the target layer, i.e. a sample is either a randomly selected input feature vector for
Fully-Connected (FC) layers or a patch for convolutional layers. These individual observa-
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Figure 4.2: Process of deriving a global estimate of multiplier error properties from multiple local
estimates.

tions are then integrated into an estimate of the global distribution’s mean and standard
deviation as shown in Figure 4.2. A random sample of k vectors is drawn from the layer’s
input activations to represent the activation input space. For each input vector, a frequency
distribution p,(x) is generated. Equations (4.13) and (4.14) are then used to calculate its
mean and standard deviation. As an additional benefit, this removes the need to build a
global histogram of the input value distribution from the entire training set in favor of
building multiple distributions on very small input samples. Calculating the combined
mean of the local distributions is simple. Special care needs to be taken when combining
the standard deviations of multiple groups: the error model must account for the effect of

different means in each sample on the combined standard deviation [76].

k

2. (4.15)

i=1
k 2
(oi + u%i) - %(Z ,UZ,») (4.16)
i—1

The degree with which this method is applicable is determined by the fan-in n of the re-
spective layer, as convergence of the error towards a normal distribution depends primarily
on the fan-in. If layers with a very low fan-in were present, some care would have to be

taken to confirm that the AGN model is still valid.
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4.6 Matching Approximate Hardware Instances to Optimization Results

4.6 MATCHING APPROXIMATE HARDWARE INSTANCES TO
OPTIMIZATION RESULTS

The proposed method focuses on Integer AMs with a low bit-width which are typically
used in low-energy inference settings like edge devices and accelerators. Because of the
small amount of operand combinations, a full error map should normally be easy to obtain.
To increase the degrees of freedom of the solution, having a large set of different AMs that
cover a wide range of accuracy and resource consumption is desirable. As long as these
conditions are met, this method is applicable to many different AMs designs.

With an optimized configuration of o; as a measure of a layer’s sensitivity, an appropriate
AM can be matched to each layer. For every AM in the search space, an estimate of the error
it produces is calculated, using the method described in detail in Section 4.5. The estimate
produced by the error model is directly comparable to the learned o;. The AMs for which
the error lies above the accuracy threshold oy are discarded since they do not produce the
required accuracy. From the remaining set of multipliers that produce sufficiently accurate

results, an instance that optimizes another metric of interest can be chosen.

4.7 PREDICTIVE PERFORMANCE OF THE MULTI-DISTRIBUTION ERROR
MODEL

In order to assess the accuracy with which the error model can infer the standard deviation
of the approximation error on the layer’s output, its performance is evaluated on the layers
of a ResNet8 model. The model is trained using the parameters laid out in Section 4.8. The
model’s estimation of the error mean is not explicitly evaluated here, as it is less relevant
to the proposed method for the reasons discussed in Section 4.3. From Equation (4.14),
it is also clear that an accurate estimate of the error mean is a necessary condition for
an accurate estimate of the standard deviation. The ground truth for the approximation
error is obtained through a behavioral simulation of all 13 unsigned multipliers from the
EvoApprox library [94]. The simulation generates the approximated pre-activation output
of each layer, given its weights and activations. The measured error’s standard deviation
is then compared to the estimate of the standard deviation generated by the probabilistic
multi-distribution error model from Section 4.5 for k = 512 input samples. The results are
also compared to the single-distribution MC method discussed by Marchisio, Mrazek, Hanif,
and Shafique [84]. A further metric in the evaluation is the respective multiplier’s MRE in as
it is a commonly proposed [23, 39] single-value metric, used as an indication of multiplier
performance. The results of the evaluation of the error model can be found in Table 4.1.
The evaluation shows that the results of the Single-Distribution MC method are very
similar to the results produced by using the proposed probabilistic method without ac-
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4 Model Sensitivity to Approximate Multiplications

Table 4.1: Comparison of predictive methods for multiplier error standard deviation on ResNet8

layers
Error Model Pearson Median Relative
Correla- Error +
tion Interquartile Range
Multiplier MRE [39] 0.546 n.a.
Single-Distribution MC [84] 0.767 (42.9 +£53.2)%
Probabilistic Multi-Distribution (this work) 0.997 (4.6 +8.8)%

counting for differing local distributions, i.e. based on the global frequency distribution
of activation values alone. Single-Distribution MC and the probabilistic model from this
work converging to similar results in this scenario is highly plausible, given that the former
method is a MC simulation of exactly the same process that is analytically described in
the latter. This suggests that taking local divergence of the input activations into account
provides a significant boost in the predictive performance of the multi-distribution model,
compared to methods that assume the global distribution to be present for all operations.
The observed values for the standard deviation occupy a very wide numerical range of
approximately 5 orders of magnitude. On such a large range, a median relative error of
4.6 % is negligible, which is reflected in the almost perfect correlation of 0.997.

The evaluation further suggests that the predictive performance of the MRE for the error’s
standard deviation is very limited. This can be explained by the fact that the MRE is only a
metric of a multiplier’s performance over the entire numerical range, and for operands with
equal probabilities. It can not distinguish between systematic and non-systematic portions
of the error and includes neither knowledge about the different likelihoods of operands
in neural network models nor the impact of a layer’s fan-in on the aggregate error at the

layer output.

4.8 ENERGY AND ACCURACY REDUCTION OF AN OPTIMIZED RESNET
oN CIFAR-10

In line with previous works [23, 96], the search and heterogeneous assignment algorithm is
evaluated on several sizes of the ResNet [47] architecture, trained on the CIFAR-10 data
set [72] with 36 8-bit unsigned multipliers from the EvoApprox library [94] as the AM
search space. Relative power numbers were generated using the pdk45_pwr property of
the EvoApprox multipliers, normalized to the power consumption of the reference accurate
multiplier and weighted with the number of multiplications in each layer.

The training and augmentation procedure laid out in the original work is used to generate
a floating-point ResNet model. Next, Quantization-aware Training (QAT) is carried out
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4.8 Energy and Accuracy Reduction of an Optimized ResNet on CIFAR-10

Table 4.2: Comparison of energy reduction and accuracy loss for different methods

Model Method Energy Top-1 Accuracy
Reduction Loss [p.p.]
ResNet8 ~ ALWANN [%6] 30 % 1.7
Uniform Retraining [23] 58 % 0.9
Gradient Search (this work) 70 % 0.5
ResNet14 ~ALWANN [%6] 30 % 0.9
Uniform Retraining [23] 57 % 0.9
Gradient Search (this work) 75% 0.9
ResNet20 LVRM [121] 17 % 1.0
Uniform Retraining [23] 53 % 0.7
Gradient Search (this work) 71% 0.9
ResNet32  Gradient Search (this work) 79% 0.8

to obtain a baseline model that is quantized to 8 Bit. On the quantized baseline, each
layer’s perturbation factor oy is uniformly initialized to 0.1 with a cap at oy, = 0.5. Layer
perturbation factors and other network parameters are then jointly optimized for 30 epochs
using the Stochastic Gradient Descent (SGD) optimizer with an initial learning rate of
1 x 1072 and a decay of 0.9 after every 10 epochs. After matching AMs with appropriate
accuracy to each layer as described in Section 4.6, the entire network is retrained using
behavioral simulation of the selected AMs for another 5 epochs with an initial learning
rate of 1 X 1072 and a decay of 0.9 after every other epoch. During this phase, the Straight-
Through Estimator (STE) [6, 48] is used to derive valid gradients for the AMs. Gradient
Search and retraining are repeated several times, with the A parameter increased from 0
to 0.6 in steps of 0.05. By adjusting the value of A, the search generates a Pareto front of
solutions, each of which strikes a different balance between accuracy and perturbation
(and thus, by extension, energy consumption).

In the comparison of results in Figure 4.3 it can be seen that the accuracy is above the
baseline for all ResNet variants for an energy reduction of up to 45%. This can be attributed
to the perturbation acting as a form of learnable regularization; since all parameters are
trained in the Gradient Search phase, the network converges towards a configuration that
is both more resilient to approximation and generalizes better to unseen data. The drop
in accuracy for higher degrees of approximation becomes increasingly steep for deeper
models, most likely due to the accumulating effect of the approximation error.

The comparison of the accuracy in the AGN space (“AGN Model”) with the accuracy that is
achieved after retraining using behavioral simulation (“Approx., Gradient Search Weights”)

in Figure 4.4 reveals another interesting property: the accuracy of a retrained model under
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Figure 4.3: Pareto Front and dominated points of energy and accuracy for different sizes of
ResNet [47] on the CIFAR-10 data set [72]. Horizontal line marks 8-bit quantized baseline
accuracy.

approximation is very similar to the accuracy exhibited by the model that is perturbed
using AGN up to energy savings of around 60 %. For more aggressive approximation, the
relationship between both values deteriorates up to a gap of several percentage points.
These models suffer from a significant degradation of accuracy under approximation, while
the same is not true for the same model perturbed with comparable amounts of AGN.
This can be interpreted as a shortcoming of the AGN model: AMs with very low energy
consumption are more likely to produce localized error patterns which are insufficiently
captured by the AGN model. The AGN model assumes an even spread of errors over all
neurons. It is likely that a structured error has a more adverse effect on the propagation
of information for some specific connections, widening the gap between predicted and

achieved accuracy.

Figure 4.4 also provides some insight into the question of whether training in the AGN
space has a positive carryover to model accuracy when deploying AMs. To make the impact
of training with AGN on the achieved accuracy visible, the retraining using behavioral
simulation is repeated, this time starting from the weights and biases of the baseline model
(“Approx., Baseline Weights”) instead of the weights and biases learned during the Gradient
Search phase. The results indicate that the models trained using AGN consistently achieve
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Figure 4.4: Comparison of perturbed accuracy and accuracy after retraining with weights and
biases of AGN model and baseline model for ResNet20. Horizontal line marks 8-bit
quantized baseline accuracy.

higher accuracies after retraining using behavioral simulation, compared to models that
directly attempt approximate retraining on the baseline model’s weights. This suggests
that models trained using AGN have converged to a configuration that is more robust to
the errors produced by approximation.

A comparison of the loss of accuracy and reduction in energy consumption to other state-
of-the-art methods can be found in Table 4.2. In addition to improved energy efficiency,
the search procedure adds only a small amount of runtime overhead. The Gradient Search
only takes between 6 min for ResNet8 and 16 min for ResNet32 on the host system used
for this evaluation. Across all networks, this puts the overhead between 41 % to 45 % of
the time taken to train the respective floating-point reference networks—much lower than
the hours to days required by Mrazek, Vasicek, Sekanina, et al. [96]. The multiplier matching
algorithm that generates the estimated error standard deviation for each combination of

layer and multiplier completes in around one minute for all surveyed networks.

4.9 APPROXIMATE MULTIPLIER ASSIGNMENT FOR VGG16 ON TINY
IMAGENET

To demonstrate the scalability of the retraining method, this section evaluates its perfor-

mance on the more complex Tiny ImageNet data set [77]. Tiny ImageNet is a smaller version

of the ImageNet challenge [27] in which the number of classes is reduced from 1000 to
200. Each class contains 500 training and 50 validation images and images are down-scaled
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Figure 4.5: Comparison of energy reduction per layer and relative multiplications for VGG16, based
on output configuration of unsigned EvoApprox multipliers

Table 4.3: Comparison of homogeneous and heterogeneous solutions for VGG16 [115] architecture
on the Tiny ImageNet data set [77]

Configuration Energy Reduction  Top-5 Val. Accuracy
Baseline n.a. 80.6 %
AGN Model, A =0.3 n.a. 80.2 %
Uniform Retraining, mul8s_1KVB 35% 80.3%
Heterogeneous, signed 11.6 % 80.5%
Uniform Retraining, mul8u_19DB 52.7% 79.6 %
Uniform Retraining, mul8u_185Q 52.7 % 79.7 %
Heterogeneous, unsigned 52.6 % 80.1%

from 224 x 224 pixels to 64 x 64 pixels. The VGG16 CNN architecture [115] with additional
batch normalization is used as a reference architecture. The SGD optimizer is used for all
training runs since the popular ADAM optimizer [69] did not produce satisfactory results
when optimizing the layer perturbations. Only a single run of Gradient Search with A = 0.3
and an initial perturbation factor of o; = 0.025 for all layers is performed to account for the
larger data set. The amount of epochs for the Gradient Search and approximate retraining
was also lowered to 9 and 2 respectively. Based on the result in the AGN space, both the
signed and unsigned 8-bit multipliers from the EvoApprox library are used separately as

search spaces for matching AM instances.

Results in Table 4.3 show that heterogeneous configurations outperform uniform so-
lutions when trading off energy savings and loss of accuracy. Given the more complex
classification task, the model using AMs does not achieve an improvement over the ac-
curacy of the baseline model anymore, neither in the AGN space nor after deployment
of AMs and retraining. The much lower reduction of energy consumption when using
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signed multipliers can be attributed to their lower overall energy reduction for similar
performance as well as the smaller search space of only 13 available signed 8-bit multipliers.

For the unsigned solution, the search procedure identifies 13 different AMs from the
search space. The comparison of layer complexity and the respective reduction in energy
consumption per layer in Figure 4.5 shows that the Gradient Search and subsequent mul-
tiplier assignment deploys the highest degrees of approximation on the network’s inner
layers with high amounts of multiplications. In contrast, particularly the first and last
layers are assigned highly accurate hardware instances. A relatively high sensitivity of
these layers is in line with common heuristics in non-uniform quantization schemes [135].

The experiment is repeated with other CNN models to confirm that this effect is consistent.
Performing the same optimization procedure on AlexNet [73] and MobileNetV2 [108] models
yields very similar results: Inner layers with higher computational complexity are assigned
less accurate AM instances with up to 84.4 % reduction in energy consumption. In contrast,
highly accurate AMs with a reduction between 1.3 % and 5.4 % are mapped to the first and

last layers of each model.

4.10 CONCLUSION

To address the hardware overhead of an Neural Processing Unit (NPU) design, this chapter
has demonstrated a method for heterogeneous AM assignment and model retraining, based
on the AM simulation toolkit presented in Chapter 3.

The proposed method is based on an analytical understanding of the propagation of
small errors in a neural network that was developed in Section 4.3. The AGN surrogate
model suggests that small computational errors can be modeled as a random process during
training. By making the noise injected into each layer a learnable parameter, each layer’s
sensitivity to computational errors can be subject to the same gradient descent optimization
as the other model parameters. Sections 4.5 to 4.6 then extend the surrogate model to
encompass actual AM hardware, allowing for a choice of concrete AM entities, based on
the optimization results.

The results in Section 4.7 suggest that the developed error model for AM entities can
predict the error introduced by numerical inaccuracies with much better precision than
established methods. Allowing for a higher flexibility in the assignment of AMs to neural
network layers can further improve the application’s trade-off between energy reduction
and accuracy loss, compared to a uniform assignment. By enabling optimization using
gradient descent and retraining based on the found heterogeneous solution, the proposed
method also manages to improve upon established heterogeneous assignment algorithms.

A shortcoming of the proposed method is the fact that the amount of AMs in the

resulting solution is unbounded. This raises questions about its practical usefulness since
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the optimized NPU platform would need to implement a potentially large number of
multiplication operators. A method of upper-bounding the output space in order to facilitate

hardware implementations will therefore be discussed in Chapter 6
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5 UNSTRUCTURED SPARSITY FOR MODEL
COMPRESSION

“The human brain has 100 billion neurons, each neuron connected
to 10,000 other neurons. Sitting on your shoulders is the most com-

plicated object in the known universe.” — Michio Kaku

HE sparsely connected neurons in our brains are proof of the fact that a node only
T needs to communicate with a handful of other nodes to produce a highly efficient
learning structure—given that it is able to communicate with the right nodes. Given a neural
network that has been reduced to only the important connections, how can this sparse
connectivity used for building smaller models, and how do we reconcile these irregular

structures with our existing compute hardware?

5.1 INTRODUCTION

Different from Chapter 3 and Chapter 4, this chapter addresses not the arithmetic resource
consumption of a neural network, but its memory footprint. As was discussed in detail
in Section 1.3, the memory footprint poses a major limitation for edge inference of neural
networks. While desktop and High Performance Computing (HPC) systems offer an
abundance of memory with minimal apparent latency achieved through a deep cache
hierarchy, edge devices have to contend with, at best, single-digit Megabytes of Flash and
Static Random-Access Memory (SRAM) memory. Because Microcontroller Units (MCUs)
are monolithic systems, the memory is contained on the same die as the MCU itself, which
drives implementation cost and determines the amount of available memory at production
time, with very limited options for extending it later on. Memory is also a key driver of
the system’s energy consumption as was discussed by Horowitz [55] and Jouppi, Hyun Yoon,
Ashcraft, et al. [60]: a single memory access might be several orders of magnitude more
energy-intensive, compared to an arithmetic operation. All these factors make memory

consumption a key concern for inference on resource-constrained systems.

This chapter is based on previously published work [124, 128]. The original text and figures have been adapted
for the purpose of this thesis.
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5 Unstructured Sparsity for Model Compression

To maximize the performance per active network parameter, this chapter focuses on
enabling unstructured pruning as a tool for reducing the memory footprint. The choice of
unstructured pruning is motivated by the fact that it offers, by far, the largest decision space
of any class of pruning techniques and is universally applicable, regardless of the underlying
network’s structure. Zhu and Gupta [148] identify the overhead associated with storing the
irregular structure of the network after pruning as a major drawback of unstructured

pruning which, in practice, negates most of its benefits.

This issue is addressed in this chapter with several encoding schemes which minimize
the memory overhead associated with a sparse matrix when zero values are eliminated. At
the same time, the proposed schemes are hardware-friendly, because they rely on relatively
simple operations and do not sacrifice parallelism, making it trivial to implement them,
even on simple MCUs. An existing embedded platform with Single Instruction Multiple
Data (SIMD) instructions is chosen for the evaluation as a representative example of how
the scheme might be implemented in a real system.

The contributions discussed in this chapter are:

« delta-Compressed Storage Row (dCSR), a dedicated encoding scheme for sparse matrix
inference on embedded systems. dCSR compresses the index of sparse elements
based on the deviation from a predicted position (discussed in Section 5.3.1) and then
uses a dynamic decomposition to minimize the storage overhead for the encoded
deviations (discussed in Section 5.3.1) while retaining memory alignment and parallel

computation of indices.

+ A groupwise encoding scheme, which reduces the memory overhead further by
grouping non-consecutive elements based on their distance. Through this, the over-
head is shared by more elements, leading to an overall reduction. A greedy search
algorithm is provided, which is capable of finding these element groups in a sparse

matrix.

« A hybrid encoding scheme. This scheme combines groupwise encoding with dCSR,
so that it becomes applicable to arbitrary sparse matrices. While groupwise encoding
is used to reduce overhead, dCSR encodes the remaining elements that could not be

assigned to groups.

The implementation and the software used for the evaluation of this chapter have been made
publicly available to the wider community under https://github.com/etrommer/dcsr.
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Figure 5.1: Compressed Storage Row (CSR) representation of a sparse matrix

5.2 RELATED WORK

The landscape of dedicated encoding formats for sparse matrices can be divided into two
major categories. The first category are schemes that target scientific applications with
extremely high sparsity in HPC environments. The second category comprises of schemes
aimed towards neural network applications on embedded platforms and accelerators. This
section will lay out similarities and differences between both categories. This is followed
by some background material that discusses the current landscape of embedded SIMD
instructions. These instructions are commonly used in dedicated hardware in order to
parallelize neural networks execution at the intersection of regular MCUs and custom-built

neural network accelerators.

5.2.1 SPARSE MATRICES IN HPC

Large numbers of scientific problems involve computation on sparse matrices. Examples
range from network graphs, fluid dynamics, computational biology and electrical circuits to
optimization problems and computer vision [21]. Across such a diverse range of applications,
sparse matrix properties like the degree of sparsity, inherent structure, matrix dimensions
and others vary widely. Because scientific applications are run on desktop or HPC systems,
they are rarely constrained by memory or power consumption. Sparse matrix encoding
schemes in the scientific domain are instead judged mainly by the computational throughput
they achieve [70].

5.2.2 COMPRESSED STORAGE Row

The most widely used format to encode sparse matrices is the Compressed Storage Row
(CSR) format. CSR uses three arrays to represent a sparse matrix as shown in Figure 5.1:
the values array contains the non-zero values of the matrix in a contiguous array. The
col_idx array holds the column index of each non-zero value. Lastly, the row_ptr array
contains the start index of each row in the values and col_idx array. Note that the per-
element size in the column index array is determined by the number of columns, while
the magnitude of the row pointers is upper-bounded by the number of non-zero values.
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A variant of CSR is Block Compressed Storage Row (BCSR), in which non-zero blocks of
fixed size are stored instead of single values. This increases storage overhead because not
all zero elements can be eliminated. The format is sometimes preferred because it can
speed up calculations, particularly for matrices with an inherent structure [138]. Numerous
other CSR derivatives have been proposed in the literature to increase throughput, both on
SIMD [81] and Graphics Processing Unit (GPU) [34] systems.

5.2.3 SPARSITY IN NEURAL NETWORKS

The process of “Pruning”—or the removal of unnecessary weights from the dense and
regular computation of an neural network—was proposed early on in the research of neural
networks [79]. With the success of deep learning, the method has gained renewed interest
as an effective tool for dealing with the ever-growing parameter counts of deep neural
networks [42] that were discussed in Section 1.1. As was mentioned in Section 1.4, one
approach is the removal of entire filters—a method known as “structured pruning” [49]. An
important benefit of structured pruning is that the computation and memory representation
of the pruned network remains very similar to the unpruned network. A different approach—
and the focus of this work—is unstructured pruning; here, each weight parameter can be an
independent subject to pruning. Due to the much larger decision space on what to prune,
unstructured pruning yields models that achieve a higher performance per parameter, albeit
at the cost of a highly irregular structure [83] of the pruned network.

Much of the existing research on pruning discusses how to best identify parameters that
should be pruned, and how the performance loss can be minimized using retraining of
the sparse network. Improvements over the dense baseline are usually quantified using
the active parameter count. This leaves the practical aspects of how to best encode the
irregular structure presented by sparse neural networks aside [8].

A notable exception is the work by Zhu and Gupta [148], who explicitly compare the
performance of sparse neural networks while also considering the overhead required for
encoding the irregular weights. The authors conclude that, despite the additional overhead,

sparse models outperform dense counterparts that consume similar amounts of memory.

5.2.4 REPRESENTING SPARSITY FOR CONSTRAINED SYSTEMS

To enhance both memory and computational efficiency on resource-constrained edge
compute systems, neural network weights are typically quantized to integer formats of low
bit-width for inference [97]. When incorporating sparsity, storing indexing information in
a plain CSR representation would create an overhead several times larger than the memory
footprint of the matrix’s small, quantized non-zero values. The main contributor to this
overhead is the col_idx array: while the row_ptr array only grows with the number of
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rows, col_idx contains an entry for each non-zero element. The numerical range of the
values in the col_idx array has to be able to cover at least the number of columns in the
matrix. For most applications, this means that an entry in the col_idx array would require
using a larger number of Bits than is occupied by the actual non-zero values, e.g. a matrix
of 8-bit Integers that has 1024 columns would require 10-bit for each non-zero value’s entry
in the col_idx array. This large amount of overhead diminishes the usefulness of sparsity

in many memory-constrained applications.

5.2.5 SPARSE ENCODING SCHEMES

A method to reduce the overhead of CSR and its derivatives that is commonly seen in
sparse network accelerators is the encoding of the distance between two adjacent non-zero
elements, rather than their absolute column indices [41, 100, 147]. This reduces the numerical
range occupied by the values in the col_idx array so that it can easily be encoded using
a smaller number of bits. Padding elements are inserted where needed to avoid overflow
of the chosen low bit-width integer base type. It is important to note that this sacrifices
the inherent parallelism for accessing several elements within a row that is present in
the CSR format. Since each index depends on its predecessor, calculating the index of an
element is inherently recursive and cannot be carried out for multiple elements in a row
at once. Particularly for the sparsities seen in neural network weight matrices, which are
typically much lower than in scientific sparse matrix applications, Relative Indexing yields
a significant saving in memory, particularly at higher sparsities. A different approach is
proposed by Weaver, Kavi, Vasireddy, and Mehta [137]. The sparse matrix is partitioned into
smaller sub-matrices, each of which allows for the column indices to be encoded in a fixed
and small number of bits. This preserves the parallel properties of the original CSR within

the submatrices, but not across entire rows of elements in the original matrix.

5.2.6 GENERAL-PURPOSE COMPRESSION

Another way of reducing the memory footprint of sparse networks that sees some use in
practical scenarios is simply applying a generic data compression algorithm after pruning
when deploying it over a low-bandwidth channel. Because of the large number of zeroes,
the sparse network can achieve higher compression ratios than its dense counterpart. After
transmission, the network is extracted on the device, and inference is run the same as on
a dense network. Deflate [29], the most widely used general-purpose data compression
algorithm consists of two stages. The Lempel-Ziv-Storer-Szymanski (LZSS) stage initially
identifies repeated sequences of symbols and replaces each repetition with a backward
reference to the first occurrence of the sequence. The Huffman coding stage then assigns
symbols of different bit-width to symbols in the uncompressed input, depending on their

79



5 Unstructured Sparsity for Model Compression

frequency. Han, Mao, and Dally [41] use Huffman coding is used to further increase the

compression ratio of a sparse network.

5.2.7 EMBEDDED SIMD

Deploying deep neural networks on resource-constrained platforms involves handling
computationally complex operations that can trivially be parallelized. Classical Commercial
Off-The-Shelf (COTS) MCUs lack the necessary low bit-width, highly parallel datapaths
to accelerate these applications. This limits the field of tinyML to the study of very small
network architectures and problems [40]. One solution for the lack of parallel compute
in embedded systems is the use of a dedicated co-processor for the processing of neural
networks. As explained in Section 1.2, these Neural Processing Units (NPUs) allow for
full customization of dataflow, quantization and processing elements [12], resulting in the
highest efficiency at the cost of low flexibility once their design has been fixed. Incorporating
a completely custom decompression stage into the NPU might, however, significantly

increase hardware complexity.

A compromise is the integration of SIMD instructions into the processor core. This
results in a more lightweight, flexible implementation. Several works have opted to im-
plement a subset of the RISC-V Vector Extension [13, 59]. In the domain of proprietary
MCUs, ARM has specified the M-Profile Vector Extension (MVE) as part of the ARMv8.1
architecture of microcontrollers [116]. In this work, ARMv8.1 is used as a template, since it
is the most mature embedded SIMD implementation at the time of writing. Choosing a
SIMD instruction set ensures that the algorithm uses patterns that are proven to be easily
implementable in hardware. At the same time, it opens up the possibility to use the MCU
as a coprocessor for the NPU. In such a setting, the NPU would handle inference while the
MCU that would sit idle otherwise can be tasked with decompression of parameters.

5.3 DELTA-COMPRESSED STORAGE Row: FROM SPARSITY TO
COMPRESSION

This section discusses a scheme that encodes not the pairwise distance between adjacent
elements, but their deviation from a uniform distribution of elements in a sparse row. A
decomposition of the resulting delta values is used to encode integer value ranges which are
not word-aligned in a way that saves both memory and retains the feature of fully-parallel

processing of elements within a group.
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5.3.1 DELTA-LINEAR ENCODING

Delta-Linear Encoding is based on the idea that elements are roughly uniformly distributed
in an neural network weight matrix after pruning. While the row index array in CSR
only grows linearly with O(n) of the matrix dimensions, the column indices array grows
quadratically. In practice, this implies that optimizing for low memory consumption should
primarily involve reducing the size of the column indices array. To preserve parallel execu-
tion, there must not be a dependency between adjacent elements in the index calculation.
To achieve this, an element’s index is first predicted using a linear mapping of its position
in the column indices array. Only the deviation (the delta value) from that prediction is
stored.

The following derivation is carried out for a non-zero element with column index c;,
located at position i in the column indices array. The index c; can be decomposed into a
mapping function f(i) and the deviation from it: Ac; = ¢; — f(i). The specific function f (i)
is determined by the user and should depend on the distribution of elements in the matrix.
Two Convolutional Neural Network (CNN) architectures following the application of
unstructured low-magnitude pruning were examined for this work. Inspection of the sparse
weights shows that non-zero values do not appear to be concentrated in any particular
areas of the weight matrix, and that the density of non-zero elements is instead similar
throughout all regions of the matrix. This makes a linear mapping f(i) =i-m+na
sensible default. The performance of this default on two CNNs is explored in more detail
in Section C.2. The slope of this linear function can be derived as the average distance
between two adjacent elements from the number of non-zero elements in the row of the
sparse matrix ks; and the row length of the dense matrix k4. This results in a slope of
m = | kg/ks] that yields small deviations of values for Ac; within a single row. The slope is
rounded to the nearest integer to enable integer-only runtime calculations.

For practical implementations, several consecutive delta elements are gathered into
element groups S; of length g. The algorithm retains parallelism across elements within a
group, i.e. each group element’s index can be calculated independently of all other elements
in the group. The linear function’s slope as determined by the ratio of the row length to
the number of sparse elements, an element’s position in the group and its deviation from it

calculated position in the matrix results in the overall group-wise linear mapping function

ci = {%} - (i mod g) + Ac; (5.1)

In this representation, only the Ac; part requires explicit storage, as the first part of the
equation can be inferred at runtime. For each element group S; = {Ac;, Acjyy, ..., Acivg-1}

will be retained. A group-wise y-axis intercept n; is assigned to ensure that each index
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within the group is unsigned, and that the numerical value of the delta values within a
group is minimized:

n; =minsS; (5.2)
which can be removed from the per-element values
S; = {Ac,- — nj, ACH_] —Nj,..., Aci+g—1 - le} (53)

At runtime, n; now describes the base pointer for the group. The offset and base pointer of

an element c; ; in lane i of element group j can be reconstructed as

cij =i+ lka/ks] +Acij+  nj (5.4)
——
scatter/gather offset Base Pointer

By subtracting the minimum from S;, it is ensured that all delta elements within S’ fall into
the range [0, max S; — min S;|. A numerical range starting from zero means that only the
minimal number of bits is required to encode the delta elements.

To further reduce the memory footprint for each group, the same linear decomposition
that was applied to the elements in each group can also be applied to the base pointer delta
values n;. The goal is again to avoid encoding the average distance between two groups
explicitly, since it is usually large and redundant. The average distance between two groups
is computed by multiplying the number of elements in the group by the average distance
between them g - | k;/ks]. The y-axis intercept can be omitted as long as the distribution of
elements in the matrix is not highly irregular. To reconstruct n; with zero-based indexing,
the calculation of n; can be expressed as

k
nj:j-{—d}-g+Anj (5.5)
ks
Alternatively, n; can be stored incrementally, similar to the encoding of column indices in

Relative Indexing.

I An; for j=0 (5.6)
’ nj-1+ |ka/ks| - g+ Anj otherwise

In both scenarios, An; is the part of the equation that must be stored in memory. In the
evaluation for this work, the latter encoding was found to produce a more even distribution
of values with lower magnitude, albeit at the cost of introducing an interdependence
between groups. The process of deriving a base pointer and per-element offsets from the

delta representation is shown in Figure 5.2.
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Figure 5.2: Runtime calculation of base pointer and scatter/gather offsets from Delta-Linear
encoding for one SIMD group

Certain boundary conditions must be adhered to. The calculation of per-element offset
values must not overflow the bounds given by the width of the SIMD lane. In addition,
An; also must not overflow its base type (an 8-bit signed integer in our implementation).
Padding is inserted to ensure that all of these conditions hold. For padding insertion, a
greedy algorithm is used. In every iteration, the search algorithm inserts a zero padding

value into the center of the largest gap in the row until no overflow remains.

5.3.2 DYNAMIC BIT-WIDTH DECOMPOSITION

Although Delta-Linear Encoding (DLE) reduces the size of column index elements within a
group, it can only guarantee the upper bound for these values that was achieved during the
padding insertion. It would be too wasteful for many memory-constrained applications to
encode every column index’s value using the size of this upper bound. On the other hand,
lower bit-widths that are not an even divisor of the machine word size (such as five, six or
seven bits) cannot be directly represented in memory in a way that makes it easy to load
them in parallel at runtime. Having the largest element of a row determine the bit-width
for all other elements in a row also means that a single outlier value might lead to a lot of
wasted memory when other elements could be represented with fewer bits.

To resolve these issues, each group of delta elements is decomposed into a base value with
a fixed number of bits, and several groups of extension bitmasks as illustrated in Figure 5.3.
Every bitmask contains one Bit per group element. The entry marks whether or not the bit
was set in the encoded value. Masks that would entirely consist of zeroes are not created.
The extension Bits can dynamically be added to the base value at runtime if more bits than
available in the base value are required. The decomposition is done separately for each
element group. Through this, each element group can be encoded using only the number
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Figure 5.3: Memory-aligned representation of a SIMD run with a 6-bit value range through
decomposition into base values, bit masks and a tracking bitmap

of bits required for the largest element in the group. This reduces the impact of rare outlier
values to a single element group rather than the entire row. Since the number of extension
bitmasks can vary for each group, it is necessary to explicitly encode how many of them
need to be consumed per group at runtime. Each group maintains a tracking bitmap for this
purpose. This tracking bitmap has one bit for every bit position that might be extended. If
the bit is set to one, there exists a bitmask for this position that needs to be consumed at
runtime; if it is set to zero, there is no bitmask for this position.

For the implementation evaluated here, a base value size of four bits was chosen, with
bits five, six and seven being extensible. A fixed-size base value is not strictly necessary for
the algorithm, as any integer could also fully be decomposed into only a set of extension
bitmasks. The base values are introduced because the re-composition at runtime incurs a
certain overhead. It therefore makes sense to only dynamically add bit positions that have
a high likelihood of not being present in a significant number of groups; for the lowest four
bits, this is rarely the case in the networks evaluated, which is why they are always stored
as-is. To make the 4-bit base values easily accessible in memory, two adjacent groups are
interleaved so that the base values of the first group occupy the upper nibble, while the base
values of the second group occupy the lower nibble. The benefit of this scheme is that when
executing a several values in parallel, each base value is loaded into the correct parallel
position. Accessing the values for either group can be done through a single parallel shift or
bitwise-or operation. The bitmasks occupy a multiple of a byte and are stored contiguously,
without interleaving. All parts that, together, constitute the dCSR memory representation
and their respective footprint are shown in Figure 5.4

The inverse process of combining tracking bitmap, extension bitmasks and base values
into delta values is shown in Figure 5.5. During the recomposition of the original value at
runtime, all extensible bit positions will be iterated over. If the corresponding bit is not set
in the tracking bitmap, the iteration is complete and recomposition continues with the next
position. If the bit is set, the next bitmask is loaded from memory and the mask pointer is
advanced. Then, the current value registers are updated with a parallel bitwise-or operation
with the current bit position set to one. The mask is used to limit this operation only to
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Figure 5.4: Memory representation of two consecutive SIMD groups in dCSR. Element sizes drawn
to relative scale for ARM MVE implementation with 16 SIMD lanes, 8-bit quantization
and 4-bit base values. Interleaved storage of base values leads to partially unused index
base value positions for the shorter second group.
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Figure 5.5: Parallel Reconstruction of a group of delta values from groupwise-interleaved base
values, tracking bitmap and extension bitmasks
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the lanes that need to be extended in this group. The binary lane masking feature that is
essential for this process is present in ARM MVE as well as the RISC-V Vector Extension.

The combination of DLE and Dynamic Bit-width Decomposition (DBD) is required to
adapt the CSR format to meet the specific requirements posed by sparse neural networks
for inference on embedded SIMD processors: parallelizable computation and a memory
representation that ensures that each individual component is properly aligned in memory
while also providing minimal memory overhead. Together, these techniques form the dCSR

encoding format for sparse matrices.
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5.3.3 REUSE OF INTERMEDIATE RESULTS

While the extraction process of indices is intended to be lightweight, it is beneficial to reuse
intermediate results where possible. In Pointwise Convolution (PWC) layers, every row of
the sparse matrix is multiplied with every column of the activation matrix, allowing for
repeated use of the same row of weights once decoded. Keeping element indices in memory
once they are generated is therefore an attractive option to reduce the overhead of the
extraction process further. Buffering can be carried out in one of two ways, as described

below.

VALUE BUFFERING

In Value-buffered (VB) mode, the indices for the current row are generated from the
base values, tracking bitmaps and bitmasks. Furthermore, the values for the current row
are loaded from memory. The indices are then used to scatter the matrix values into
the appropriate positions of the zero-initialized row buffer. The row buffer is now the
reconstruction of the same row as it would appear in a dense matrix and can be multiplied
with the input activation using dense kernels. In this mode, the dCSR kernel is a simple
compression/decompression scheme that cannot benefit from the reduced number of
effective computations in a sparse matrix by skipping multiplications with zero. In practice,
this can be preferable because gather memory accesses are significantly slower than dense
and aligned memory accesses on most hardware. The reduced number of operations
therefore might only outweigh the slow gather instructions for high sparsities.

INDEX BUFFERING

When executing in Index-Buffered (IB) mode, the indices themselves are recomposed from
their DBD representation and written to the row buffer. The base pointer steps are also
computed and buffered. The inference kernel then loads the pre-computed base pointers
and gather offsets from memory and uses them to load the corresponding activation values
using a gather memory access. In this mode, only operations with non-zero weights are

carried out at the cost of potentially slower memory accesses.

The size for the row buffer can be upper-bounded to the size of one matrix row ahead of
time. IB requires some additional memory for base pointer steps which is upper-bounded
by the maximum number of groups in a row. The equilibrium point between the two modes

depends on the matrix characteristics as well as the target hardware.
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DIRECT INFERENCE

For Fully-Connected (FC) layers, a reuse of weights is not possible since each element
in the weight matrix is only used exactly once during the inference. The FC kernel will
therefore always use extracted values directly to generate a gather instruction into the
activation memory. The appropriate pairs of non-zero weights and activations are then
directly multiplied together

5.4 GROUPWISE ENCODING: MAXIMIZING COMPRESSION BENEFITS
FOR Low AND MEDIUM SPARSITIES

Groupwise Encoding modifies the parallel encoding scheme from Section 5.3 by improving
upon its compression ratio, particularly for low to medium levels of sparsity. This is achieved
by changing the definition of what constitutes an element group. While an element group
had to be composed of adjacent elements in Section 5.3, the method proposed in the
following section removes this requirement and groups elements based upon their distance
from each other instead. This enables a further reduction of the indexing overhead, since it

can now be shared across multiple elements within one group.

5.4.1 DESIGN CONSIDERATIONS

In DLE, almost all of the overhead—both in terms of memory and algorithmic complexity—
originates from the Delta component Ac; ;. The delta component encodes the deviation of
an element’s position from an equidistant spacing and must be retained for each element. If
the delta values within a group span a large numerical range, they need to be decomposed
into a DBD representation and recomposed at runtime. Out of this arises the question: Can
both algorithmic and encoding overhead be reduced further if the delta component could
be eliminated altogether? This would require all elements within an element group to have
an equal spacing from each other. Furthermore, existing research suggests that most non-
trivial neural network models only retain near-baseline performance for medium sparsities,
typically in the range below 60 % to 80 % sparsity. At these relatively low sparsities, the
occurrence of equidistant groups of elements is highly likely'. The analysis of throughput

in Section 5.6.3™

suggests that zero-skipping during computation is only worthwhile at very
high, which might introduce a large drop in accuracy for some networks. At low sparsities,
a higher throughput can be achieved by extracting sparse tensors into the system’s SRAM
and performing a dense computation. The cause of this is the additional performance

penalty of using irregular memory accesses in sparse compute kernels. This insight can

IRefer to Section C.1 for a detailed analysis of the portion of a sparse array that can be assigned to groups.
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be used to relax another requirement: If an n-dimensional tensor’s data is backed by a
contiguous 1-D array in memory (as is typically the case) then it is sufficient to recreate
this 1-D array at runtime, rather than extract each row individually. For a high-dimensional
tensor, only the sparse structure of its flattened 1-D memory representation has to be
recreated, rather than each individual row. A single large and contiguous array allows
groups to span several rows of the original tensor. Without flattening the sparse tensor to
a 1-D array first, a jump from one row to the next would be a hard limit for a group. This
simplification of the underlying data structure to a large 1-D array increases the search

space and thus the chance of finding equidistant element groups further.

5.4.2 GROUPING OF ELEMENTS

For the relaxed problem instance of encoding a one-dimensional array, a sparse array A of
length cpax can be defined as a set of tuples of non-zero values v and their corresponding

position ¢ in the array, ¢ being a unique integer column index:

A :={(v,c) | V(v,¢) : c e NA ¢ < cpax
ANV, ") # (v,c): ¢’ #£¢)} (5.7)

Within A, there might be any number of portions B’ := {by, b, ..., b,}, B’ € A for which

all elements are evenly spaced by some constant distance d, starting from an offset n:

bj 2:{(0, C) € Al EI] =
(k~dj+nj, (k+l)-dj+nj, e (k+s)-dj+nj),
kEZ,dj €N+,nj eN:
(V@' ) ebj:c" €l;)} (5.8)
from which only the subset that minimizes the number of groups is required, since it

provides the partitioning with the lowest overhead while still containing all non-zero

elements that are contained in B:

B :=min |B 5.9
gggll (5.9)

st. Y(o,c) eB’ : (A eB: (v,c) €b) (5.10)
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For each group bj, this makes it possible to reconstruct the group’s index I; from only
three parameters: the group’s size s;, the position of the first element n; and the distance
between elements dj—regardless of the number of elements in the group. Analogous

to Equation (5.4), the position of ¢; j can be calculated as:

Cij = l'dj + nj st. I <sj (511)
S~— S~——
scatter/gather offset  Base Pointer

This representation removes the need for storing a per-element offset Ac; ;. Instead, the
encoding overhead of the group is distributed among all its members and remains constant.
Particularly for large groups, this means that the overhead per non-zero element is spread
over many group members. For an array that can be broken down into large groups, the

overhead will scale favorably.

5.4.3 GRoOUP S1ZES AND OCCUPANCY

In theory, a group can have any number of elements. In practice, this is limited to a handful
of useful groups sizes. First, groups with too few elements can not profit from the parallel
unpacking and reduced overhead (as the constant overhead is spread over only a few
elements). Second, a group’s elements should be word-aligned in memory to facilitate fast
access at runtime. This limits the practical groups sizes to multiples of four. The number of
lanes in the ARM MVE, which is used as a reference here, is 16, which upper-bounds the
group size. A group size of four is chosen as the lower limit for the reasons given above,
leaving 4, 8, 12 and 16 as practically useful group sizes. This might lead to situations where
not every element from B’ is included in B, violating the optimization constraint given
in Equation (5.10). The implications of allowing elements of B’ to be omitted from B are
addressed in more detail in Section 5.5. Having a small set of group sizes also eliminates
the need to encode s; for each group individually. Instead, groups are assigned to separate
sub-arrays, depending on their size so that groups of equal size are stored contiguously in
memory. It might also be advantageous to allow for gaps in groups. Handling large groups
of elements that have some gaps as if those gaps were not present contributes to lower
total overhead. If a group of 15 non-zero elements and a gap is encoded as if it contained 16
elements by simply including a padding zero in the position of the gap then the constant
overhead will still be spread out over 15 active elements. Figure 5.6 exemplifies this with
the first group: allowing for a padding element in a small number of positions will help in
finding more groups that can be represented using the groupwise scheme. This intuition
can be formalized by calculating how high the group occupancy has to be. Assume that
we want to encode a group of n, non-zero elements, each with a size of c.. For a group
size of s (wWhere s € {4, 8,12, 16} in our case) and an additional constant overhead o which
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Figure 5.6: Decomposition of a sparse array of 8 elements into two groups by, by of s = 4 with 75%
and 100% occupancy and a remainder R of one element.

encodes each group’s starting position and element distance, the amount of memory my
required to encode the group becomes

Ne

my = [22] - (e +5-co)

For each group size, this helps determine the number of padding elements that can be
inserted in order to maximize the overall compression ratio. Due to the proportionally
smaller jumps between the larger group sizes 8, 12 and 16, full occupancy is required for
s =12 and s = 16, while a group of size 8 can have up to one padding element and still
have a favorable compression ratio, compared to a fully occupied group of size 4. When
comparing each group’s size to an assumed 50% overhead for the remainder, this number
increases to three padding elements for s = 16 and s = 12 and one for s = 8. This relaxed
configuration trades off a small amount of compression performance in favor of finding
fewer and larger groups. Larger group sizes are beneficial because they also contribute to
faster extraction, since they make better use of the available computational lanes. A case by
case distinction based on these values for different group sizes would complicate the search
algorithm. Instead, the trade-off between compression rate and preference for larger group
sizes can be captured in an occupancy parameter 8, which expresses the desired occupancy
as a fraction of a group’s size. A fixed value of = 0.8 is used for a good balance of larger
group sizes with compression performance. This choice of parameter is validated in more
detail in Section C.3.

5.4.4 Di1SCOVERING ELEMENT GROUPS IN A SPARSE ARRAY

An important question is how to find B, given A. Similar to before, a greedy approach
that tries to find the largest groups with the highest occupancy first is used. Once a group
is found, it is removed from the search space. When all groups above the threshold for a
certain group size are exhausted, the search continues with the next smaller group size.
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Algorithm 1: Extraction of element groups from a sparse array

Input: sparse array A

Parameters:
S list of group sizes, sorted in descending order
D set of element distances
0 occupancy threshold w. 6 € [0, 1]

Data:

M, binary mask of A
G binary group mask
C discrete convolution of G over M

Output:

B list of element groups, defined by b; = (s;,d;, n;)
R sparse remainder

1 where AJ[i] #0
0 otherwise

foreach s € S do
repeat
foreach d € D do
G « GroupMask(s,d)
C—GxMy
(UmaXs nmax) «— max C, argmax C
if 0y = s - 0 then
B «— B + (s,d, nyax)
foreachs; €0,1,...,s—1do
L MA[nmax +5Si- d] «—0

MA[I] «—

untilVd € D : 050 < s - 0

R[] {A[i] where Ma[i] #0

0 otherwise

return B, R

A 1D convolution over a binary mask of A is used in order to identify groups and their
occupancy. Given a group size s and element distance d, a binary mask G(s, d) is created.
The mask has ones in the element positions and zeros in the space between elements. Refer
to Section C.4 for more details on layout and generation of the group mask.

Instead of convolving over A, a binary mask My is used to indicate the positions of
non-zero elements, regardless of their numerical values. The result of the convolution
C = G(s,d) * M}y can then be used to identify group starting positions with high occupancy:
the convolution response in C indicates positions with high overlap of ones in the group

mask and ones in the binary mask of A. The convolution result is equivalent to the group’s
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Figure 5.7: Pareto front of sparse model size and accuracy. Dotted lines mark dense model’s
accuracy and memory footprint.

occupancy. To avoid an overlap of groups (e.g. a run of 17 consecutive values would
be decomposed into two fully-occupied groups of 16 elements if groups were allowed to
overlap), only one group at a time is identified and removed from M. The procedure then
starts again to identify the next group. If several positions in C are above the threshold,
the position corresponding to the highest occupancy is chosen as the newly found group’s
starting position. If several positions share the highest occupancy, the first one is chosen.
Starting with the largest group size s, all group distances d are tested. If no group for any d is
found, this means that exhausted all groups for the current group size were exhausted. The
search then continues with the next-smaller size. The search terminates when no groups
above the occupancy threshold for the smallest group size can be found. The procedure is
given in pseudocode in Algorithm 1. This algorithm only provides an approximation of B
as given in Equation (5.9). An optimal solution to the group partitioning problem, rather
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than a simple heuristic, would likely increase the runtime of the algorithm in a way that is
not scalable to meaningful applications.

5.5 HYBRID COMPRESSION: COMBINING DELTA-COMPRESSION WITH
GROUPWISE ENCODING

If group sizes were bounded by s > 1 only, this could guarantee that B = A for any sparse
matrix A. As discussed in Section 5.4.3, this is not practical since the benefits of groupwise
encoding decrease with smaller group sizes. When limiting the search to practical group
sizes, there might remain elements that can’t be assigned to any element group. The
question then becomes how the remaining elements R := A \ B should be handled.

It is important to note that R as a subset of A is simply another sparse matrix. This
means that it can be encoded using any scheme that supports arbitrary sparsity patterns.
However, the dCSR encoding scheme described in Section 5.3 lends itself naturally to this
task since it optimizes for the same parameters as groupwise encoding: parallelism and
high compression rate. To extend groupwise encoding to real world scenarios, a two-stage
encoding algorithm is proposed: first, an exhaustive search for increasingly smaller groups
is carried out. All values assigned to a group are removed from the sparse matrix. The
remainder matrix is then encoded using dCSR.

5.6 KEYWORD SPOTTING PERFORMANCE ON THE GOOGLE SPEECH
ComMmMANDS DATA SET

The first part of this evaluation is focused on the performance of the dCSR scheme presented
in Section 5.3 on a variety of test cases. A detailed evaluation of the combined dCSR and
groupwise scheme is then carried out in Section 5.8.

Using a predetermined voice prompt in order to trigger subsequent actions is a typical
example for an neural network application in deeply embedded systems. Most smart device
owners have interacted with “Siri”, “Alexa” or “Hey Google” at some point. They generally
expect their device to be responsive and always listening. The comparatively simple task
of recognizing as few select words from a continuous audio stream makes this an ideal
tinyML scenario. The MLPerfTiny benchmark set [4] provides this scenario as a test case.
The performance of several Depthwise-Separable Convolutional Neural Network (DS-CNN)
architectures on this application is evaluated in the subsequent sections. First, an analysis
of how pruning impacts task performance is carried out. This is followed by a detailed
analysis of the compression rate achieved by various formats when used for encoding sparse
models from a real-world application. Lastly, the inference throughput is compared across

93



5 Unstructured Sparsity for Model Compression

Table 5.1: Comparison of accuracy and inference cycle count for three KWS neural networks

g Z Accuracy [%] Cycles -107¢
3 3

& Dense, FP32  Sparse,Int8 dCSR (VB) Relative Indexing  CMSIS (opt.) CMSIS
L 90% 96.84 96.08 60.97 64.27 6532  104.64
M  90% 96.27 95.32 28.69 29.88 30.08 42.94
S  80% 95.88 94.91 5.54 5.71 5.68 6.94

various encoding schemes, both for Sparse Matrix-Matrix (SpMM) and Sparse Matrix-Vector
(SpMV) kernels.

5.6.1 ACCURACY AND SPARSITY

Instead of a single model, the set of three DS-CNNs architectures for keyword spotting as
proposed by Zhang, Suda, Lai, and Chandra [145] is used as a reference. A detailed description
of the architecture is given in Table C.6. A wider variety of models provides better insights
into how pruning affects models with different performance and resource consumption
trade-offs. For each network architecture, a dense base model is trained. This model is
subsequently pruned to increasing levels of sparsity. The studied models deviate from
the original architecture by adding Dropout [119] after the input convolution as well as
each depthwise separable convolution block to address the overfitting seen in the original
publication. Further, an an increased stride for the first depthwise separable block in the
larger architectures is omitted. All base models are trained for 50 epochs on the Google
Speech Commands v2 data set [136]. The models are trained using an Adam Optimizer
with a linear learning rate decay from an initial rate of 5 - 107> to the final learning rate of
1-107*

The base network is pruned to sparsities between 70% and 95% in increments of 5%
(the term sparsity refers to the percentage of elements that are set to zero here). Only the
weights of the PWC and FC layers in the network are pruned, because they account for
the majority of the network’s memory footprint. The input convolution as well as the
depthwise convolutions and all biases remain dense. The low-magnitude pruning layer
from the Tensorflow [1] Model Optimization Toolkit is used to prune each network over 40
epochs followed by 40 epochs of retraining.

The model’s Top-1 accuracies in Table 5.1 show that all base models achieve noticeably
higher accuracies than the ones published by Zhang, Suda, Lai, and Chandra [145]. This effect
can primarily be attributed to the fact that the models in this evaluation were trained
on the enlarged version 2 of the Google Speech Commands data set with 105k samples—
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significantly more than the 65k samples that were available in the first version of the data

set.
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Figure 5.8: Degradation of accuracy through pruning of PWC and FC layers per DS-CNN
architecture. Accuracies reported for floating-point models.

For a detailed investigation, the sparsest models that are within 1% of the dense model’s
accuracy after pruning and quantization are chosen. This corresponds to 80% sparsity for
the Small (S) architecture and 90% sparsity for the Medium (M) and Large (L) architectures.
The degradation of accuracy for each model with increasing levels of sparsity is shown
in Figure 5.8. By targeting only layers with high parameter counts, pruning can achieve
noticeable reductions in the number of active parameters for the target layers without a

significantly impacting the model’s accuracy.

5.6.2 COMPRESSION RATE

To assess the memory footprint of dCSR, this section compares its overall memory con-
sumption to that of other established techniques. CSR and BCSR are included for reference,
even though they are not optimized for low overhead. While CSR is the de facto standard
for scientific computation on sparse matrices, a variant of BCSR is used to encode sparse
tensors in Tensorflow lite (TFlite) (not TFlite micro, where there is currently no support
for sparse tensors). For CSR and BCSR, 16-bit value encoding is assumed for the row
pointer and column index arrays because it is the smallest memory-aligned integer size
that can encode all layers in all surveyed models. For BCSR, the block size is assumed to be
(2,2). Reported compression ratios are after quantization of weights to eight bit. Memory
footprints are based on the sizes of a model’s weights and biases and exclude overhead
from the TFlite Flatbuffer data structure.

The low compression ratios for CSR and BCSR in Figure 5.9 indicate that both formats
produce significant overhead. Relative Indexing is superior to general-purpose compression
for the small model and achieves similar results for the medium and large architecture
with 90% sparsity. dCSR does not achieve the same compression ratios as Relative Indexing
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Figure 5.9: Model compression rates for different sparse encoding formats on Keyword Spotting
Task

Table 5.2: Breakdown of memory footprint of three KWS neural networks for two Relative
Indexing and dCSR encoding

Memory Footprint [KiB]

Size

Target Layers Metadata Paddin,

Total (Dense) & 4 g
Dense Sparse dCSR  RLE dCSR  RLE
L 617.01  566.02 54.27 5240 36.61 1.87 13.96
M 26545  236.50 23.61 23.90 15.50 0.90 5.17
S 42.56 34.00 6.79 5.94 4.01 0.00 0.24

for the small model with lower sparsity. This gap closes increasingly for the two larger
architectures with higher sparsity.

A breakdown of the contributions of metadata, padding elements and active weights
to the overall memory footprint of the compressed sparse matrix is given in Table 5.2
and Figure 5.10. Relative Indexing produces lower amounts of metadata per non-zero
element, but does so at the cost of inserting a high amount of padding into the values
arrays. For the small architecture, the padding overhead of Relative Indexing is 3.6% of the
values array, while the medium and large models require the insertion of 21.9% and 25.7%
additional zero values. dCSR also inserts padding, but its greedy search results in a much
lower amount. The inserted padding of dCSR totals 0% (S), 3.8% (M) and 3.4% (L) additional
elements. The larger overhead for dCSR altogether—despite the higher amount of padding
inserted for Relative Indexing—can be explained by two things: smaller matrices incur more
overhead in dCSR because base indices need to be stored, even for partially filled element
groups, as can be seen in Figure 5.4. Handling metadata like tracking bitmaps and base

pointer delta values facilitate fast execution at runtime, but increase the overhead further.
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Figure 5.10: Composition of encoded weights for RLE and dCSR on Keyword Spotting task

Also, dCSR can only limit the effect of outlier values to a group, not individual elements. A
single outlier in a SIMD group still causes the creation of extension bitmasks for all the
other elements in the group. A strength of dCSR is that it handles matrices with regions of
high sparsity better through its flexible encoding of bit-widths, resulting in fewer padding

elements being inserted for larger, more sparse matrices.

5.6.3 INFERENCE THROUGHPUT

To analyze the overhead of plain dCSR in a neural network application, the extraction and
sparse inference are demonstrated as dedicated kernels within the TFlite micro framework.
The compression of supported weight tensors inside a TFlite model takes place ahead of
time as part of the model conversion. Extraction and inference is implemented in C using
ARM MVE intrinsics. The cycle count as measured by the Performance Monitoring Unit
(PMU) on the ARM MPS3 AN547 FPGA prototype of the ARM M55 processor is reported as
a metric for throughput. What makes the M55 highly relevant for neural network inference
is its parallel processing capability. While the Digital Signal Processor (DSP) instructions of
previous generations of Cortex-M devices only support 16-bit Multiply-Accumulate (MAC)
operations, MVE adds support for 8-bit MACs—a fundamental operation in quantized
neural network inference. In addition, MVE instructions operate on 128-bit words, four
times wider than ARM DSP instructions. This results in much higher throughput for highly
parallel applications like neural networks.

Not all models fit the system’s Block Random Access Memory (BRAM). To keep the
numbers comparable, all models are executed out of the system’s DDR4 RAM at runtime.
The decompression is compared to a scalar calculation of Relative Indexing offsets and
dense ARM MVE kernels from the CMSIS-NN framework [75]. The results are further
compared to the puff inflate algorithm from the zlib compression library. puff is a minimal
reference implementation that supports the full Deflate algorithm [29] in a vastly reduced
code size at the cost of lower throughput. It used here instead of the full implementation
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Figure 5.11: Inference Speed for PWC and FC layers for different reference formats, normalized to
CMSIS-NN

because the reduced code size makes it a more appropriate benchmark in the context of
embedded systems.

Numbers for end-to-end execution cycle counts for the most relevant algorithms are
provided in Table 5.1. These numbers reflect the performance on the surveyed models,
but can not offer insights into the performance for different layer types. The achieved
compression ratios depend on matrix characteristics and are similar across different layer
types. The effects on throughput for PWC and FC layers, however, are not, due to their
different memory access patterns. For this reason, the evaluation in terms of throughput is

split between two different computational kernels: the SpMM and the SpMV Multiplication.

SPARSE MATRIX/MATRIX MULTIPLICATION

The first part of the analysis concerns the network’s PWC operations which are instances
of the SpMM. To make the numbers comparable between different models, the execution
cycle counts are normalized to those achieved by CMSIS-NN. The results in Figure 5.11
show that the value-buffered implementation achieves a speedup of more than two over the
PWC kernel in CMSIS-NN. This is unexpected since the amount of arithmetic operations
for both is identical with additional operations for the unpacking of the value-buffered
dCSR. The reason lies in the iteration order of the CMSIS-NN kernel: it iterates over filter
weights in the inner loop which need to be loaded from the slower DDR4 RAM repeatedly
as a consequence. Our implementation in contrast iterates over all activations for a buffered
row of filter values. Both reside in the faster BRAM. An adapted version of the CMSIS-NN
kernel is also included in the evaluation for a more fair comparison (CMSIS-NN optimized).
The adapted kernel adopts an iteration order and buffering scheme similar to that of dCSR.
Even with this optimization in place, dCSR outperforms CMSIS-NN and Relative Indexing
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Figure 5.12: Comparison of index extraction cycle counts for PWC layers

with scalar unpacking. The difference in execution speeds underlines the vastly decreased
number of memory accesses in dCSR.

The index-buffered implementation does not reach the equilibrium point at which the
slow gather memory accesses produce lower overhead compared to a dense kernel for the
evaluated hardware and sparsities. The speedup achieved by value-buffered dCSR over the
optimized CMSIS-NN kernel despite the increased number of arithmetic instructions is
largely due to the reduced pressure on the system’s memory interface.

A closer look at the time spent in the extraction stage in Figure 5.12 shows that both
implementations of dCSR only require around 50% of the cycles needed by Relative Indexing
to restore matrix indices from their representation in memory, with the index-buffered
variant requiring 20% to 25% fewer cycles when compared to the value-buffered version due
to not having to load weight values from memory. Lossless compression/decompression
based on the general-purpose Deflate algorithm incurs significant overhead when com-
pared to dedicated sparse matrix storage solutions. This suggests that general-purpose
decompression as part of the inference process is not competitive with dedicated sparse

matrix encoding in terms of throughput for software-driven implementations.

SPARSE MATRIX/VECTOR MULTIPLICATION

Another important building block of neural networks is the SpMV operation. Different
from SpMM, this workload is memory-bound [138]. Each DS-CNN architecture implements
an FC layer as the last layer of the network, which is an instance of the SpMV. For the
Relative Indexing implementation, the indices for one element group are extracted in scalar
code, transferred to the processor’s SIMD unit and used to generate a gather memory access
into the activations. This is compared with direct SIMD decompression in dCSR as well as
the dense CMSIS-NN kernel in Figure 5.11. An evaluation of different buffering schemes
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Table 5.3: Comparison of large sparse and small dense MobileNetV2 on CIFAR-10

Sparsity ~ Width Multiplier =~ Accuracy [%]  Size [KiB]

(Baseline) 0% 1.0 94.44 2220.3
0% 0.75 93.89 1364.9
0% 0.5 92.19 704.9
80% 1.0 94.03 1127.1
93% 1.0 92.69 695.7
Pointwise Convolution Fully-Connected
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Figure 5.13: Inference for target layers on sparse MobileNetV2, normalized to CMSIS-NN

is not applicable for FC layers (see Section 5.3.3). The dCSR implementation is slightly
slower than CMSIS-NN for the smallest matrix with lower sparsity, but shows a noticeable
speedup for the two larger FC layers with higher sparsity. In SpMV, a balance of a fast
unpacking process in combination with high compression of weights is essential since slow
memory accesses cannot be amortized. In contrast to Relative Indexing, dCSR has two
other benefits that help in achieving a high throughput. The index offset values already
reside in the SIMD unit after calculation; in Relative Indexing, they need to be calculated in
the scalar domain and then transferred to the SIMD unit. Secondly, the larger amount of

padding for Relative Indexing further reduces throughput.

5.7 CASE STUDY: LARGE SPARSE VS. SMALL DENSE MOBILENETV?2 ON
CIFAR-10

A similar strategy as above is applied to the MobileNetV2 [108] architecture. A dense net-
work that was pre-trained on the Imagenet [27] data set is fine-tuned for image classification
on the CIFAR-10 task [72] with images scaled up to 96px X 96px as a baseline. Only the last
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PWC and FC layers in the network (from the 12 and 11'" inverted residual block onward
for 80% and 93% sparse networks respectively) are pruned. The weights of these layers
account for the 77.2% and 82.0% of the model’s memory footprint after 8-bit quantization,
so pruning them will matter most. In addition, pruning early layers with low parameter
counts disproportionately reduces the model’s final accuracy. The memory footprint after
pruning and encoding of the sparse layers with dCSR to those of dense MobileNetV2 models
with a reduced width multiplier is compared in Table 5.3. This evaluation also suggests that
large sparse networks offer a better accuracy with lower memory consumption compared
to their small dense counterparts. This is consistent with findings in previous work on the
topic of pruning [148]. A drawback of large sparse architectures is that they cannot profit
from reduced arithmetic operations to the same degree that small dense networks can.

Sparsity is a vital tool, however, when maximizing accuracy in a given memory envelope.

The speedup in total cycles for both target layer types is compared in Figure 5.13. For the
80% sparse MobileNetV2, the performance of dCSR for PWC is slightly below that of the
optimized CMSIS. This is because some of the weight matrices are of irregular shape with
many more rows than columns, which incurs the per-row overhead in dCSR more often.
Because of the increased sparsity in the 93% sparse model, index-buffered dCSR now yields a
significant speedup over other implementations through omitting multiplications with zero.
The results for the networks’ FC layer corroborate the findings from the keyword spotting
application in that high sparsities result in increased throughput over dense inference for
dCSR-encoded matrices.

5.8 HYBRID COMPRESSION FOR IMAGE CLASSIFICATION TASKS

While Section 5.6 and Section 5.7 focused on evaluating only the dCSR encoding presented
in Section 5.3, this section provides an evaluation of the compression rate and extraction
speed of the hybrid format proposed in Section 5.5. For the reasons discussed in Section 5.4.1,
the throughput for the hybrid format is not evaluated through the use of sparse compute
kernels, but only as decompression scheme that reconstructs a sparse tensor in an area of
SRAM.

For the evaluation, several CNNs and one Transformer architecture were selected. The
experimental setups of each network are given below, followed by an analysis of the
trade-off between accuracy and compression rate in Section 5.8.1 and an evaluation of the
throughput of the decompression kernel in Section 5.8.2.
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RESNET8 AND CIFAR-10

Using a ResNet8 [47] model to classify images from the CIFAR-10 [72] data set is a test
case taken from the TinyMLPerf library [4] of embedded machine learning challenges. The
ResNet8 is trained using the architecture and optimization parameters given in the original
work. The baseline model is pruned iteratively over 30 epochs to the desired target sparsity,
followed by 10 epochs of retraining. Network parameters are optimized using Stochastic
Gradient Descent (SGD) with a learning rate of 5 X 10™2. The learning rate is decayed by
90% after epochs 2 and 7 of the retraining. Small weight tensors do not contribute much
to the network’s memory consumption, but often disproportionately influence the final
accuracy. For that reason, only prune weight tensors with more than 2048 parameters are

pruned. These prunable tensors still contain 95.2 % of all weight parameters.

MOBILENETV2 AND TINYIMAGENET

MobileNetV2 [108] is chosen, since it is a lightweight architecture that is already well-
optimized for use on edge devices. First, a dense baseline model is trained on the TinyIma-
geNet data set, a reduced version of the full ImageNet [107] challenge. In TinylmageNet, the
number of classes is reduced from 1000 to 200, with 500 training and 50 validation samples
per class. Images are reduced to 64 X 64 pixels in size from an original 224 X 224 pixels for
ImageNet. The augmentation procedure is the same as for the original Imagenet data set.
The model is pruned over 18 epochs, which is followed by 8 epochs of retraining. Similar to
the ResNet experiment, the SGD optimizer uses a learning rate of 5 x 1072 for the pruning
and the first two retraining epochs and is lowered by 90 % after retraining epochs 2 and 6.
The cutoff for deciding which tensors are pruned is set to 8192. The prunable tensors then

account for 95.7 % of the model’s weights.

RESNET34

ResNet34 [47] is included as an example of a larger model to test performance on CNNs
with high parameter counts. To account for the smaller input size compared to the full
ImageNet data set, a small alteration is made to the architecture by changing the stride of
the first MaxPooling layer from two to one. This does not affect the parameter count but
reduces the downsampling in the initial portion of the network. A pre-trained model is
pruned for 10 epochs, followed by 6 epochs of retraining. The model is optimized using
SGD with an initial learning rate of 5 x 10™% and a decay of 90 % after the 10th and 14th
epoch. In this architecture, even the smallest weight tensors have 36864 elements, which

means that a cutoff is not necessary and all weight tensors are being pruned.
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Table 5.4: Reference Encoding Formats

Format  Description

hybrid  The proposed hybrid encoding scheme in which the array is first decomposed into groups with
s =1{4,8,12,16}, d = [1,16], 6 = 0.8. The irregular remainder is encoded using the dCSR format.

dCSR All weight arrays are encoded using the plain dCSR format with 4 bit base indices

RLE CSR encoding with relative column indices [41, 147] where each relative index is encoded in 4 bit
and padding elements are inserted in case of an overflow

PSR Weight arrays are encoded using the PSR format with 8 bit indices as presented by Weaver, Kavi,
Vasireddy, and Mehta [137]

MOBILEVIT

While the initial success of the Transformer architecture was limited to the field of Natural
Language Processing (NLP) [132], it has been adopted in other fields, including computer
vision [30]. The Transformer architecture now competes with the more established CNNs.
Due to the growing importance of this architecture across domains, it is included in the
evaluation to validate whether the proposed method continues to work when applied
to Transformer-style architectures. While large-scale Transformers like Large Language
Models (LLMs) or diffusion models with billions of parameters will not be deployable on
embedded systems in the foreseeable future, architectures that combine convolutions with
attention layers for image recognition might be small enough to fit even the tight constraints
of microcontrollers. The XXS variant of the MobileVisionTransformer (MViT) [89], one
such architecture, was added to the comparison. The model is trained for 20 epochs on
the TinyImageNet datset with a learning rate of 1 - 1073 that is decayed to 1 - 107> using a
cosine schedule. Iterative pruning is carried out using the same hyperparameters, but with
the initial learning rate reduced to 1 - 10%. For the same reasons as above, the cutoff value

is set to 8192, meaning that pruning targets 83 % of the model’s parameters.

5.8.1 ACCURACY AND SPARSITY

A detailed analysis of the trade-off between model accuracy and memory footprint is carried
out for the two smaller models. Each baseline model is pruned to different sparsities while
keeping the same hyperparameters. The resulting sparse models are compressed using
different encoding schemes, as described in Table 5.4.

Model performance and compression rates across a range of sparsities are compared
in Figure 5.14. For both networks, it can be observed that a steep and mostly linear degra-
dation of accuracy starts at 50 % sparsity for ResNet8 and at around 45 % for MobileNetV2.
At these levels of sparsity, the weight matrices still contain a relatively high number of

non-zero elements. This increases the likelihood of encountering element groups, which
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Figure 5.14: Model accuracy and comparison of compression rates for different sparse encoding
schemes across multiple sparsities. Dotted line marks baseline accuracy.

allows for a large portion of the weights to be encoded using the groupwise scheme with
low overhead. The compression rates achieved by the various encoding formats appears to
be highly consistent across the different networks in this evaluation for the same level of
sparsity, regardless of the network’s architecture. The additional evaluation of ResNet34
and MViT in Table 5.5 supports this finding, suggesting that there is a strong correlation
between sparsity and compression rate.

Within a 1 p.p. drop in accuracy, the ResNet8 model achieves a compression rate of 1.48 at
55 % sparsity when compressed using the hybrid encoding scheme. In the same performance
envelope, MobileNetV2 reaches a sparsity of 50 % and a compression rate of 1.36. Between
the start of an actual reduction in size and a drop in accuracy exceeding 1 p.p., hybrid
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Table 5.5: Comparison of memory footprint sparse compression formats across three CNN
architectures for different levels of sparsity

N g TﬁA_CIC-T Memory Footprint | (total / relative)
g :’;” (]];»P»)
hybrid RLE dCSR PSR
x 30%  -0.22 71.23k / 77.44k / 82.41k / 103.53k
v S 5 0.97 1.05 1.12 / 1.40
2 3:" = 50% -0.54  54.38k/ 55.32k / 58.92k / 74.03k /
é’ B 0.74 0.75 0.80 1.00
© o= 70%  -1.96 35.34k / 33.53k / 36.47k / 44.55Kk /
= 0.48 0.45 0.49 0.60
28 30%  0.12 844.80k 922.72k / 986.86k 1.23M /
<% S /0.94 1.03 /1.10 1.37
E ?Eé’ 3 50% -0.17  645.97k 663.62k / 711.25k 884.66k
=g = /0.72 0.74 /0.79 /0.98
R 8 70%  -1.64 42591k / 409.28k 450.81k 535.54k
= -

0.47 /0.46 /0.50 /0.60
nE = 30%  0.00 2.25M / 2.45M / 2.60M / 3.27M /
2% 9 0.96 1.05 1.12 1.40
Z %‘3 o 50%  -0.79 1.72M / 1.75M / 1.86M / 2.34M /
22 = 0.74 0.75 0.80 1.00
2 Eg = 70%  -2.86 1.12M / 1.06M / 1.15M / 1.41M /

0.48 0.45 0.49 0.60

s = 30%  0.06  20.49M/ 22.33M / 23.74M / 29.86M /
% 8 0.96 1.05 1.12 1.40
E é" S 50% -0.17  15.65M/ 15.95M / 16.98M / 21.35M /
g2 = 0.74 0.75 0.80 1.00
M E i 70%  -2.40 10.19M / 9.64M / 10.46M / 12.84M /

o 0.48 0.45 0.49 0.60

(1) total / in sparse tensors

encoding achieves, on average, a size reduction of 4.3 % and 5.4 % respectively over RLE,
the next-best reference format. Note that the hybrid encoding scheme already compresses
models to below the size of the dense baseline at sparsities that are as low as 30 %. Across
the most interesting sparsity region between 30 % and 60 % where model performance is
still close to the baseline the hybrid scheme achieves the highest compression rates of all
schemes in the comparison. The trade-off between accuracy and memory consumption is
further explored in Figure 5.7, where each sparse model’s accuracy is compared directly to
its size under different encoding schemes. This confirms that the hybrid scheme performs
particularly well when compressing low to medium sparsities where the likelihood of
encountering element groups is high. These low to medium sparsities coincide with
performance at or near that of the dense baseline model. The additional evaluation of the
larger ReseNet34 model in Table 5.5 confirms the observations from the two smaller models:
While the compression performance of the hybrid scheme degrades for higher sparsities, it
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Table 5.6: Comparison of extraction cycle count for several sparse compression formats across
three CNN architectures for different levels of sparsity

Cycle Count | (total / relative)

Params
1)
Sparsity

Inference hybrid RLE dCSR PSR

x 30%  29.72M  451.11k 392.46k 369.79k 306.04k

© S T /0.02 /0.01 /0.01 /0.01
2 Sc'a = 50%  29.72M  354.44k 283.32k 265.55k 222.13k
&"3 B /0.01 /0.01 /0.01 /0.01
© I 70%  29.72M 24134k 174.28k 169.73k 138.05k

= /0.01 /0.01 /0.01 /0.00

Qe 30%  136.56M  5.11M/ 4.67M / 4.43M / 3.60M /
* % S 0.04 0.03 0.03 0.03
E ?é’ & 50%  136.43M  4.11M/ 3.40M / 3.22M / 2.62M /
2% = 0.03 0.02 0.02 0.02
S [5 g 70%  136.25M  2.83M/ 2.12M / 2.11M / 1.65M /
0.02 0.02 0.02 0.01

wg s 30%  49.74M  13.93M/ 12.71M / 11.70M / 9.66M /
25 9 0.28 0.26 0.24 0.19
z é” N 50%  49.73M  11.26M/ 8.99M / 8.42M / 7.12M /
23 0.23 0.18 0.17 0.14
2 Eg = 70%  49.73M  7.63M/ 5.50M / 5.31M / 4.42M /
0.15 0.11 0.11 0.09

s = 30% 288G 125.39M 113.57M 103.11M 89.83M
% 8 /0.04 /0.04 /0.04 /0.03
E éﬂ 8 50%  2.88G  101.92M 82.05M / 73.96M / 66.45M
= = /0.04 0.03 0.03 /0.02
ME e 70%  2.88G  69.48M/ 50.11M / 46.76M / 41.04M
== 0.02 0.02 0.02 /0.01

(1) total / in sparse tensors

can leverage even very low sparsities to reduce the size of models within one percentage
point of the baseline accuracy. Evaluation of the MViT model also underlines another
finding from the three CNNs, namely that the same encoding format tends to produce
similar compression rates for the same sparsity, regardless of the model’s architecture.

5.8.2 EXTRACTION THROUGHPUT

The throughput achievable by each sparse encoding format on the ARM MPS3-AN547
platform. MPS3-AN547 is an FPGA prototyping system that emulates the ARMv8.1 architec-
ture and its MVE instructions. For neural network applications, MVE improves in several
ways over previous generations of Cortex-M devices by providing support for 8-bit MAC
operations and a 128-bit vector word width. All weights are loaded out of the system’s
DDR4 RAM at runtime. From their sparse representation, weights are extracted into a
dense buffer in SRAM. The execution cycles for each extraction, as reported by the ARM
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5.8 Hybrid Compression for Image Classification Tasks

Cortex-M55 core’s PMU, is measured. For context, the amount cycles required for a single
inference run with a batch size of one are also reported in Table 5.6. Inference is run using a
model that was converted to C code using the CMSIS-NN kernel library with the microTVM
neural network compiler [14] and compiled using the same settings as other benchmarking

code.
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Figure 5.15: Cycles for sparse buffer extraction on ARM-MPS3 AN547 for weight tensors from
ResNet8 and MobileNetV2. Comparison between 30% and 70% sparsity.

All sparse weight tensors from the two smaller reference architectures are merged into
a benchmark set. This results in a broad range of tensor sizes with parameter counts
between 2,304 and 409,600 elements. The impact of sparsity on throughput is assessed
by evaluating two different sparsities at the upper and lower ends of the range of most

interesting sparsities, i.e. the sparsities between the onset of compression benefits and the
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Figure 5.16: Cumulative cycles for buffer extraction on ARM-MPS3 AN547 for sparse weight
tensors from ResNet8 for different sparsities.

point where the degradation of accuracy becomes too large. The benchmarking results
across this benchmark set are presented in Figure 5.15. The PSR format achieves the highest
throughput of all reference formats since its 8-bit index values have a larger memory
footprint but require practically no further processing at runtime. The hybrid scheme is
algorithmically less complex than plain dCSR since it omits the DBD of indices. Despite
this, throughput is lower by a geometric average of 19.8 % for the benchmark with 30 %
sparsity and 42.8 % at 70 % sparsity. This is because a large portion of the groups neither
reach the maximum size nor are they fully occupied. Both a small group size and reduced
occupancy contribute to the under-utilization of SIMD hardware, since only one group
can be extracted at a time. For a group size of s = 4, this results in 75 % of the parallel
compute capacity remaining unused during extraction. This also explains why throughput
is closer to dCSR at lower sparsities, with a larger gap for increased sparsities; at lower
sparsities, the chance of encountering groups of larger size is increased due to a higher
density of elements. This makes the hybrid scheme more efficient at low sparsities, while
extraction overhead rises with higher sparsity. The under-utilization of SIMD units is also
the main contributor to the 10 % and 38 % overhead of the hybrid scheme over the use of
Relative Indices. A hyperparameter that controls the trade-off between throughput and
compression rate is the set of available groups sizes S. Allowing for small group sizes,
e.g. 4 € S, increases the likelihood of encountering element groups, which improves the
compression rate, but leads to poorer SIMD utilization. Determining which choice of group
sizes yields the best results is dependent on the requirements of the target application, the

neural network hardware architecture used, hardware platform and resource availability.

The results from Figure 5.15 suggest that throughput is directly proportional to the
number of parameters in the extracted buffer. The results also indicate that the throughput
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5.9 Conclusion

of different methods is influenced in different ways by the underlying weight tensor’s
sparsity. This can be investigated further by comparing the cumulated extraction for all
sparse weight tensors from ResNet8 across a broader range of sparsities in Figure 5.16.

When comparing the decompression throughput with the cycles required for inference
in Table 5.6, it is clear that the total overhead of sparse compression and decompression is
highly dependent on the model architecture. Both ResNet variants rely on 2D Convolu-
tions which have a higher arithmetic intensity. Due to their higher reuse of parameters,
their inference dominates the overall cycle count, while no combination of sparsity and
decompression algorithm adds more than 4 % runtime overhead. The overhead is more
pronounced for MobileNetV2, which uses fewer computations per parameter due to its
reliance on Depthwise-Separable Convolutions (DS-Convs). Whether the reduced through-
put justifies the savings in memory is dependent on the base model’s architecture as well as
the constraints on memory on the target systems. On embedded systems, where memory
is contained on the device itself and can’t easily be extended after production, even small

reductions in an application’s memory requirements can be crucial.

5.9 CONCLUSION

Different from the previous chapters which concerned the arithmetic complexity of neural
network models, this chapter focused on the equally important memory consumption. To
address this aspect of a system’s design, unstructured sparsity was used to decrease the
size of an neural network application. Pruning can be used to identify parameters that
contribute little to overall model performance. To realize compression gains from the
irregular structure of parameters after pruning two encoding schemes were developed

which allow for storing a model’s sparse parameters with minimal additional overhead.

The first scheme is presented Section 5.3. dCSR groups adjacent elements together and
encodes their position through DLE, which is discussed in Section 5.3.1. DLE calculates
the deviation from a predicted even spacing throughout the row. The resulting DLE values
are encoded using DBD, a format that allows for the separate storage of Bit positions
of the index offset values, enabling a memory-efficient and word-aligned encoding. A
detailed discussion of DBD can be found in Section 5.3.2. The SIMD instructions from a
modern MCU architecture are chosen to carry out benchmarking on a physical embedded
device that exhibits all the constraints and properties of a modern edge platform. dCSR is
evaluated on several DS-CNN architectures for Keyword Spotting—a common workload
for deeply embedded systems—in Section 5.6. For high sparsities, the use of pruning and a
dedicated low-overhead encoding scheme can speed up inference by reducing the pressure

on the system’s memory interface. The improvements in terms of accuracy achieved by a
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sparse network over a dense one with the same memory footprint are evaluated in detail
in Section 5.7.

The findings from the evaluation of dCSR motivate a further improvement in compression
performance, particularly for models that have a relatively low density of zero values in
their parameter matrices. To avoid the DLE values altogether, Section 5.4.1 proposes a
grouping of non-consecutive elements that share a common intra-element distance. This
allows for an even better compression ratio, while retaining parallelism across elements
when weights are being decoded. In combination with dCSR, this forms a hybrid encoding
scheme which can represent arbitrary sparse matrices with very low compression overhead.
The evaluation on three CNNs and one Transformer architecture in Section 5.8 finds that
the hybrid scheme reduces the overall size for models with low sparsity by 4.3 % to 5.4 % on
average, compared to the closest reference format. The hybrid format already achieves size
reductions from as little as 30% zero values in the parameters. Particularly those models that
are close to a dense model in performance profit from the hybrid scheme in the evaluation,
demonstrating its practical usefulness.
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6 ADAPTIVE APPROXIMATE COMPUTING AND
SPARSITY

“Nothing is permanent in all the world.
All things are fluent; every image forms,
Wandering through change.” — Ovid

EURAL network accelerators and the networks that run on them are considered fixed
N and static once their design is completed. What if a platform could instead be respon-
sive to it environment, by gradually adapting its precision and resource consumption? How
can models be adapted to run on such a platform with minimal accuracy loss and as little
overhead as possible?

6.1 INTRODUCTION

Chapters 3 to 5 provide the fundamental building blocks for an Artificial Neural Network
(ANN) accelerator system design that efficiently targets both the network’s operands and
operators. Here, the simulation and optimization from Chapter 3 and Chapter 4 are extended
to provide an additional constraint, which allows for limiting the number of Approximate
Multiplier (AM) instances in the solution set to a predetermined number n.

As was discussed in Chapter 4, considering each layer individually when determining
the resilience to small errors significantly improves the trade-off between accuracy and
resource consumption. Because not all Neural Network (NN) layers are equally sensitive
to small inaccuracies in their computations, a heterogeneous choice of AMs yields better
results than a one-fits-all approach. Particularly the use of retraining was shown to be
essential for maximizing task performance. One advantage of AMs is that they provide a
large number of possible design points for the same operands, each with a different balance
between accuracy and resource consumption, allowing for highly customized solutions

that are adapted well to the requirements of a specific application.

This chapter is partially based on previously published work [127]. The original text and figures have been
adapted for the purpose of this thesis.
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6 Adaptive Approximate Computing and Sparsity

This flexibility in particular has led to the emergence of different hardware paradigms
which aim to enable various levels of accuracy for NN computation. Mrazek, Vasicek, Sekanina,
et al. [96] propose a tile-based accelerator. The design provides a fixed set of compute tiles
dedicated to matrix multiplications. Each tile uses a different AM for product computation.
Selecting an appropriate AM instance for each tile and then mapping the NN’s layers to
the different tiles in a way that simultaneously maximizes task accuracy and minimizes
resource consumption requires a dedicated optimization procedure. Alternatively, several
AMs might be merged into a single hardware unit which allows the approximate product
to be configured at runtime [118, 121].

For such a flexible platform, a complex optimization task arises, which is addressed in
this work: Given a large set of AMs and a neural network, which subset of n AMs should be
chosen to provide the best compromise of accuracy and resource consumption? How can
these AMs be mapped to individual NN layers without testing a large number of candidate
solutions, so that the expensive but important retraining step becomes feasible?

Having a platform with reconfigurable operator accuracy opens up another axis of
flexibility, which is used here. Section 6.4 proposes an optimization of the choice of AMs for
a platform with not just a single, static assignment of AMs to layers. Instead, the selected
AM instances can be redeployed at runtime to provide the possibility for adapting the
accuracy and resource consumption gradually, based on environmental conditions like
available energy, required throughput, or temperature. By switching from one operating
point to another, the platform is capable of adapting its Quality of Service (QoS) at runtime.

The contributions presented in this chapter:

+ An optimization algorithm that combines the unconstrained optimization algorithm
from Chapter 4 by allowing for the exchange of information between a model’s
layers. Clustering is used to select a fixed number of AMs from a larger search space,
while still allow for the model to be retrained. A guaranteed number of output AM
instances allows the user to limit the number of arithmetic units that a platform

would need to implement.

+ A search algorithm that can produce not just a single, but multiple Pareto points
with different trade-offs between task performance and resource consumption: the
network’s operating points. The choice of AM is optimized simultaneously across all

operating points to select the set of AMs that provides the best balance.

+ A parameter-efficient retraining method that allows for the majority of the network’s
parameters to be shared by all its operating points. To reduce the memory footprint
further, unstructured pruning and the compression scheme presented in Chapter 5
are used for additional compression of the dynamically adjustable QoS model
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6.2 Related Work

Table 6.1: Comparison of mapping algorithms for operator-based approximations to neural
network parameters

Publication Constrained Retrain- Algorithm Granular-
Choice ing ity

TPM [118] v — PSTL Value
ALWANN [96] v — Genetic Layer
LVRM [121] — - D&C Value
Unconstrained — v Gradient Layer
Search (Chapter 4)

Proposed Algorithm v v Gradient + Layer

Clustering

6.2 RELATED WORK

Previous works have studied a wide array of algorithms to address the mapping problem
of deciding which portion of a network is run using which approximate operator. An
important work in this field is ALWANN. In it, Mrazek, Vasicek, Sekanina, et al. [96] propose
an accelerator architecture that consists of n compute tiles. Each tile is implemented using
a different AM which is selected from EvoApproxLib [95], a library with a large number
of AMs. A genetic algorithm simultaneously determines which n AMs from the search
space should be used and decides which of the tiles will execute which NN layer. Instead
of retraining, a weight-tuning scheme partially compensates for the error introduced by
the inaccurate compute tiles. Spantidi and Anagnostopoulos [117] discuss a similar problem:
Parametric Signal Temporal Logic (PSTL) is used to first choose a subset of n AMs. These
are then are merged into a single hardware component that can be reconfigured at runtime.
Subsequent PSTL queries determine which range of weight values in each layer will be
mapped to which level of approximation. Other works do not choose from a larger set of
AMs, but start out with a fixed AM design that is reconfigurable at runtime. LVRM [121] uses
a divide and conquer approach to map value ranges to different AM modes. PNAM [118]
relies on a specific AM design which allows for mapping value ranges in a way that
minimizes the accumulated error. All these works boost the achievable accuracy through
mapping decisions or heuristics that tune pre-trained weights. De La Parra, Guntoro, and
Kumar [23] first demonstrated that retraining network parameters to recover accuracy is
highly beneficial. The work, however, only considered configurations in which a single
AM is deployed throughout the entire network. Trommer, Waschneck, and Kumar [123] then
combined retraining with heterogeneous AM configurations. The authors use Additive
Gaussian Noise (AGN) as a proxy for each layer’s sensitivity to approximation errors.
The noise injected into each layer is optimized using gradient descent. An error model is
proposed, which converts each AM’s error function as well as layerwise parameter and
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input distribution samples into an estimate of error mean and standard deviation. Based on
this estimate, an AM is chosen for each layer. The work does, however, lack a mechanism
to constrain the result to a subset of the n most useful AMs from the search space. This
limitation might make it less practical for real world applications where layers often share
compute hardware. An overview of these different methods is provided in Table 6.1.

6.3 n-CONSTRAINED MULTIPLIER SELECTION

This section takes the method for AM assignment based on layer sensitivity developed
in Chapter 4 and develops it further by being able to limit the number of AMs chosen to a
fixed upper bound n, provided by the user. This is achieved by adding k-Means Clustering
as an intermediate step after the optimization. The clustering groups layers with similar
accuracy requirements and assigns them the same AM instance, instead of potentially

similar ones in the previously proposed method.

6.3.1 RATIONALE

As pointed out in Section 4.10, a major shortcoming of the gradient-based multiplier choice
optimization is the number of AMs in the output space. Because it is unbounded, it might
contain any number of AM instances which would need to be implemented by a hardware
design. The original method perturbs the computation of the NN’s output by adding a
variable amount of AGN to each layer. The method is depicted concisely in Figure 6.1 to
introduce the nomenclature used in the remainder of this section.

The underlying issue of the optimization in Chapter 4 is that it does not exchange
information across layers, but only optimizes the choice locally for each layer. This lack
of communication between layers prevents the reuse of instances between several layers
with similar accuracy requirements. Unconstrained choice means that any solution might
contain up to min(m,[) AMs at worst. To increase the practicality, this section discusses
how to constrain the search procedure so that it produces a heterogeneous mapping that
uses at most n instances from the search space, with n being predetermined by the user
according to the target system’s properties.

6.3.2 INPUT PREPARATION AND CLUSTERING

To limit the solution space to a fixed number of AMs, the k-Means Clustering algorithm
is applied to the intermediate results. Only then are AM instances and layer assignments
emitted. The aim is to find groups of layers that have similar accuracy requirements and
let them share AM instances instead of directly assigning the best choice for each layer.
To create the input space for the clustering, entries in 7, are discarded if they do not
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Figure 6.1: Preparation of an [ X m error estimation matrix as described in [123]

deliver usable accuracy on any layers, i.e. the rows corresponding to AM instances j where
G ik = E’g,k ; 0 < k <1, since these will not be part of the solution set and can safely be
excluded. Next, the columns of &, are split into a preference vector oy for each layer
0<k<lL
o = 2R (6.1)
O-g’k
Intuitively, each preference vector expresses the accuracy requirement of the layer it
corresponds to. Every entry in the preference vector refers to one AM instance’s error
standard deviation with respect to the layer’s task. The preference vectors are normalized to
the corresponding layer’s required accuracy as expressed in o, to make them comparable
across layers. Entries with a value of more than one refer to AMs with insufficient accuracy
for the layer, those with values below one to instances that meet the layer’s accuracy
preference. The clustering space C then becomes:

C={0p,0p2---» 00} (6.2)

Some entries in the preference vectors might be very high, meaning that the corresponding
AM instance is well below the required accuracy for the given layer. k-Means Clustering
minimizes the sum of squared distances in each cluster. If left unchecked, these outlier
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values would have a very strong influence on the results, despite them likely being irrelevant
to the actual solution. However, they can also not simply be replaced with a fixed value or
omitted entirely. Because the aim is to find clusters of layers with similar error requirements,
an AM instance that is just slightly below the required accuracy for one layer might still be
a good compromise when also considering the requirements of other layers in the same
cluster. As a compromise, the AM instances that don’t reach the required accuracy in a
layer are rescaled in order to lower their impact without losing information. Applying a
monotonically increasing transformation that pulls high values closer to a value of one
retains the relative ordering of AM instances and the information about their performance,
but limits their drag on the clustering result. A continuous and monotonically increasing

reweighting function

X ifx<1
fx) = (6.3)

1+ In(x) otherwise

is applied to each element in every preference vector o ,x € C. f moves outliers with large
magnitudes closer to one, leading to lower impact on the clustering while retaining all

relevant information.

6.3.3 INTERPRETATION OF CLUSTERING RESULTS

On this transformed input space, k-Means Clustering is applied to build clusters of pref-
erence vectors. The amount of desired clusters is set to n, the number of AM instances
that a solution is allowed to consist of. The clustering results in n centroids and [ cluster
assignments. The centroid of each cluster has the same dimensionality and structure as the
original preference vectors & . Every entry in a centroid refers to the average performance
of an AM instance across all layers that are assigned to the cluster. This representation
makes it easy to pick an AM instance for each cluster: Of all entries in the centroid, those
with a normalized error standard deviation of less than one provide sufficient accuracy for
the layers in the cluster. From those remaining instances, the one that minimizes resource

consumption is picked and reused for all layers assigned to the cluster.

6.4 EXTENDING TO MULTIPLE APPROXIMATE OPERATING POINTS

To increase the flexibility of the resulting configuration further, the clustering approach
from Section 6.3 is further extended in a way that allows the output to reuse the subset of
AMs that are chosen in more than one way. For o = 1 operating points, each layer is assigned
an AM instance which remains fixed throughout the lifetime of the application. With
multiple operating points o > 1, the system might switch between inference modes with
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Figure 6.2: Scaling and Clustering of preference vectors to find AM subset and assignment of AM
instance to layers for different operating points

higher or lower accuracy, depending on environmental conditions. When high accuracy
is required, a mode with more accurate AM instances can be chosen. When resources
are scarce, the system has the option to switch to a mode with lower accuracy, gracefully
reducing the QoS. Rather than using clustering to find one operating point and then deriving
others using a heuristic, the search procedure should consider all operating points as equally
important and choose the multiplier subset in a way that it provides a good compromise of
AM instances across the different operating points. To do this, a scale factor is used for
each operating point S := {s1, s2, . . ., So }. The clustering input space is then expanded by

rescaled versions of each layer’s preference vectors.

C'={s-0p|seS, op€C} (6.4)

Every preference vector in the clustering space now corresponds to a combination of
layer and operating point. Lower values for s correspond to higher accuracy, while higher
values of s minimize resource consumption at the cost of degraded accuracy. As before, k-
Means Clustering is run, this time on the extended search space. From k-means Clustering,
n centroids and o - [ cluster assignments are obtained as shown in Figure 6.2. From each
centroid, an AM instance can be chosen in exactly the same way as was discussed before.
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This AM instance is then reused for all layer/operating point combinations that are assigned

to its cluster.

6.5 MODEL S1ZE REDUCTION

Two important techniques are combined to enable retraining of the model across multiple
operating points: First, a fine-tuning scheme is proposed, which only adapts a small set
of parameters for each operating point and shares most of the weights across all models.
Second, unstructured sparsity is used to compress the size of fine-tuned models for each

operating point to below the size of the original model.

6.5.1 RATIONALE

The effort required for dynamically reconfiguring the multiplication operator is determined
by the hardware implementation of the target platform. For a tile-based accelerator with
compute tiles of varying precision [96], changing the routing of intermediate results is
required when switching between operating points. For hardware where the multiplier’s
logic is reconfigurable using multiplexers, a switching from one logic path to another
is required to change operating points. In both cases, the resource consumption of the
reconfiguration is assumed to be dominated by the resource consumption of the inference
itself. The same logic does, however, not hold for the network’s parameters. Previous work
has demonstrated that retraining of NN parameters is highly beneficial for compensating
the systematic error introduced by AMs [23]. When introducing several operating points,
a naive retraining approach would add significant memory requirements, because every
operating point would require its own full set of weights and biases. Switching from one
operating point to another would require loading a completely new set of NN parameters,
potentially stressing the system’s memory interface. Depending on an implementation’s
architecture, this increased memory traffic and consumption is likely to be detrimental
to overall performance. Conceptually, switching between operating points should be a
lightweight operation with minimal additional cost. To avoid the penalty of full retraining
for each operating point, a fine-tuning approach is used, instead of full retraining of all
parameters. Focusing on fine-tuning a select set of NN parameters is meant to materialize

most of the gains from retraining, although with much lower parameter overhead.

6.5.2 IMPORTANCE OF ERROR MEAN

An important concept in the context of AMs is that of covariate shift [57]. Assume that
an AM instance m adds an error X to a layer’s output. If E[X] # 0, i.e. the AM instance
exhibits a systematic error, which causes a shift in the output distribution of the layer’s
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results. Because a deep learning model is a chained computation over a deep stack of
layers, this error propagates throughout the model and is even exacerbated if the same
AM instance is used throughout multiple layers, which explains why deeper models tend
to suffer a faster drop in performance when deploying AMs [121]. To understand this
behavior better, one might investigate the Mean Squared Error (MSE) of X with respect to
the layer’s output under accurate computation. It can be expressed using the well-known
equality E(X?) = Var(X) + E[X]2. Here, the second term E[X]? corresponds to the AM’s
systematic error and has a quadratic impact on the MSE. However, this systematic error can
be compensated in each layer by adjusting each neuron’s bias b to minimize the propagated
approximation error mean E[X] so that b’ = b — E[X]. In practice, the exact value of E[X]
is not known in advance, since it is determined by the values of each neuron’s activations
and weights. The minimization is therefore best carried out by the NN training process
itself.

6.5.3 FINE-TUNING SCHEME

Based on this reasoning, the proposed fine-tuning schemes consists of adjusting only the
network’s biases while keeping the weights frozen. Minimizing the approximation error’s
mean is likely sufficient to restore most of the network’s accuracy. Biases only contribute a
small amount to the network’s total memory footprint, so having separate sets of biases
per operating points will have little impact on the application’s memory consumption.
During training, the task of compensating systematic errors in intermediate results is taken
over by BatchNormalization layers [57]. To provide operating points with few additional
parameters, the network’s weights are frozen during retraining and only optimize each
layer’s BatchNormalization parameters y; and f5;. For inference, these separate parameters
can efficiently be combined with the layer’s bias addition as well as integer quantization

and requantization steps.

6.5.4 SPARSITY FOR SHARED WEIGHTS

While this fine-tuning scheme helps bring the memory consumption close to that of the
baseline model, introducing multiple operating point will always add additional parameters
and result in an increased memory footprint. For an application to be more efficient in
terms of both arithmetic resources and memory consumption, a further reduction of it size
is required.

This reduction can be achieved by additionally pruning and compressing the parameters
shared by all operating points. The results from Chapter 5 suggest that sparsities in the
range of 30% to 50% can already deliver noticeable compression benefits without a significant

impact on model performance. To reduce the memory consumption of a QoSNets model to
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6 Adaptive Approximate Computing and Sparsity

below that of baseline application without operating points, the model’s weight tensors are
additionally pruned and compressed using the hybrid encoding scheme.

Since the shared weights constitute the majority of the model’s parameters, the pruning
can effectively target the largest contributor to the model’s size and combine the benefits

of approximate multiplications with those of sparsity for parameter compression.

6.6 OPTIMIZATION OF A SINGLE OPERATING POINT

The concept of multiple operating points is one of the novel contributions presented here,
which makes it hard to compare this aspect to other works in the field that address similar
problems. At the time of writing, there is no previous work that derives multiple operating
points from a single set of AMs. All search algorithms in this part of the comparison
therefore are compared on the simpler heterogeneous assignment problem, where the choice
of AMs for each layer is optimized for o = 1, i.e. a single, static operating point.

6.6.1 TRAINING SETUP

The constrained AM choice is optimized for several sizes of the ResNet architecture [47] on
the CIFAR-10 and CIFAR-100 [72] data sets. The EvoApprox [95] library of Approximate
Arithmetic Circuits is used as the search space of approximate multiplication operators.
This is a commonly-used experimental setup which allows for a direct comparison.

Each ResNet variant is trained using the hyperparameters and augmentations described
in the original work. This is followed by 30 epochs of Quantization-aware Training (QAT).
The noise injection is optimized for another 10 epochs. This determines each layer’s
sensitivity to small perturbation (its accuracy preference). With this information, k-Means
Clustering is applied to group the preference vectors of each layer into n clusters. An
AM instance is chosen for each cluster centroid and deployed to the respective layer. The
resulting configuration is then retrained for 10 epochs with a learning rate of 1- 1073 and a

learning rate decay of 90% after five and eight epochs respectively.

6.6.2 REFERENCE OPTIMIZATION TECHNIQUES

The proposed search procedure is compared to ALWANN [96], which assumes a tile-based
accelerator with a choice of up to 4 different compute tiles. PNAM [117] and LVRM [121]
both propose a single, reconfigurable AM design with three different approximation modes
each. Because the output space is predetermined, this is not strictly a constrained choice
problem. The work, however, targets a similar application, which is why a comparison
with the proposed method for n = 3 is included in these cases as well. TPM [117] discusses
optimizing the choice of a useful subset from the EvoApprox library for the more complex
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6.6 Optimization of a Single Operating Point

Table 6.2: Comparison of power consumption reduction and accuracy loss on CIFAR-10 for
different ResNet variants and multiplier selection methods

Model Method Power Reduction T Top-1 Accuracy Loss [p.p.] |
ResNet8 ALWANN [96] 30 % 1.7
Homogeneous [23], mul8u_179B 47 % 1.5
QoS-Nets,0 =1,n =4 41% 0.8
ResNet14  ALWANN [96] 30 % 0.9
Homogeneous [23], mul8u_179B 47 % 0.9
QoS-Nets,0 =1,n =4 46 % 0.8
ResNet20 LVRM [121] 17 % 0.5
PNAM [118] 19% 0.5
Homogeneous [23], mul8u_NLX 29 % 0.5
QoS-Nets,0 =1,n=3 38 % 0.3
ResNet32 LVRM [121] 18 % 0.5
PNAM [118] 22% 1.0
Homogeneous [23], mul8u_NLX 29% 0.2
QoS-Nets,0 =1,n=3 40 % 0.5

CIFAR-100 data set, albeit for a deployment without retraining. The comparison further
includes a homogeneous solution (i.e. one that uses a single AM instance throughout the
entire network), retrained using the same hyperparameters as the heterogeneous solution.

6.6.3 ACHIEVED ACCURACY

The results for CIFAR-10 in Table 6.2 and CIFAR-100 in Table 6.3 show that the combination
of retraining and heterogeneous AM assignment is consistently on par with or improves

upon existing algorithms. Only the retrained homogeneous solution provides a comparable

Table 6.3: Comparison of power reduction and accuracy loss on CIFAR-100 for different ResNet
variants and multiplier selection methods

Model Method Power Reduction T Top-1 Accuracy Loss [p.p.] |
ResNet20 TPM [117] 3% 0.5
PNAM [118] 20 % 05
QoS-Nets,0 =1,n=3 21% 0.0
ResNet32 TPM [117] 3% 0.5
PNAM [118] 22% 0.5
QoS-Nets,0 =1,n=3 24 % -0.2
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6 Adaptive Approximate Computing and Sparsity

ratio of performance and reduction in power consumption in some of the test cases. Homo-
geneous solutions, however, only provide a comparatively sparse Pareto front, making it
hard to find comparable energy/accuracy trade-offs in some cases. The large performance
boost through retraining underlines the importance of optimizing NN parameters to match

the approximate computation error.

6.7 ImpACT OF MULTIPLE OPERATING POINTS

The evaluation of the AM assignment from Section 6.6 can now be extended to multiple
operating points. Especially the degradation of accuracy introduced by the weight-sharing

scheme and the use of unstructured sparsity need to be examined.

6.7.1 TRAINING SETUP

Performance of the QoS-Nets methodology is also tested with an application that is more
complex than ResNet8/CIFAR. As a data set, TinylmageNet is used, which is a downscaled
version of the full ImageNet with 200 classes (instead of 1000), and with images of 64x64
px resolution (down from 224x224 px). MobileNetV2 [108], a modern Convolutional Neural
Network (CNN) that is commonly used for constrained image recognition tasks, is used
as the model architecture. To account for the lower resolution, the stride of the initial
convolution is reduced to one, down from two.

A baseline model is generated with 30 epochs of training and 9 epochs of QAT. Layer
sensitivity is determined through a gradient search with A = 0.1, oypax = 0.05 and Gipitia] =
0.001 for 5 epochs. Layer accuracy preferences are rescaled with S = {0.1,0.3,1.0} for
o = 3 operating points and the search space is clustered into n = 4 AM instances. The
resulting assignments for the 53 target layers in MobileNetV2 are shown in Figure 6.3. The
plots show how, for each layer, the AM instance changes between the different operating
points. The search picks AM instances with between 47 % and 1.3 % power reduction. The
evaluation does not consider dynamic energy consumption required for switching between
operating points since it is strongly dependent on a specific hardware implementation and
small, compared to a full inference pass. Because the switching is only meant to happen
between inference passes, the reported accuracy losses are deterministic. The resulting
configurations are retrained for two epochs with a learning rate of 2- 107> and 2 - 107,

6.7.2 ACCURACY AND MODEL SI1ZE

The performance and parameter counts for different retraining strategies are compared
in Table 6.4. No model can achieve useful accuracy without some form of retraining, with

operating points 0, and o3 showing an accuracy degradation where the performance is

122



6.7 Impact of Multiple Operating Points

Operating point 01
100%

75%
50%
25%

0%

Relative Energy
Consumption

Layer

Operating point 03
100%

75%
50%
25%

0%

Relative Energy
Consumption

Layer

Operating point 03
100%

75%
50%
25%

0%

Relative Energy
Consumption

Layer
I mulsu_1978 [ mulSu_GTR [ mulsu_DG8 [ mul8u_12YX

Figure 6.3: Multiplier choice and assignment result for the QoS-Nets configuration discussed
in Section 6.7. Horizontal line marks the network’s combined relative power
consumption for multiplications at each operating point.

equivalent to random guessing. Fine-tuning only the BatchNormalization is able to recover
most of the model’s accuracy, with full retraining only giving an average 0.35 percentage
points higher accuracy at the cost of a 200% parameter overhead, while our proposed
fine-tuning scheme only adds 2.75% additional parameters for all three operating points.
This finding suggests that only retraining a layer’s biases or batch normalization during
the fine-tuning stage while leaving the weights fixed is sufficient to recover nearly all of
the model’s accuracy.

To compare QoS-Nets to the unconstrained Gradient Search algorithm, the multiplier
matching method from Chapter 4 is applied to the rescaled operating points, without any
clustering in-between. Because of the lack of constraints, the method can minimize the
AM power consumption for each layer individually, leading to lower power consumption
for each operating point. The lower power consumption also translates into a slightly
reduced accuracy of 0.2 percentage points on average. Compared to the proposed fine-
tuning scheme, Gradient Search delivers 0.27 percentage points higher accuracy, albeit
at an impractical output space of 16 AM instances. Compared to Gradient Search, the
constrained QoS-Nets search algorithm achieves a very similar performance at a fraction of
the parameters and with only 4 different AM instances. The comparison further includes

solutions that employ only a single AM throughout the network and retrains all parameters.
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6 Adaptive Approximate Computing and Sparsity

Table 6.4: Relative power consumption for multiplications and Top-5 Accuracy Loss for
MobileNetV2/TinyImageNet across o = 3 operating points for different multiplier
selection and retraining methods

Relative Power Consumption |

Method Top-5 Acc. Loss [p-p.] | #AMs |  Params. |

01 03 03

) 100%
Baseline Model _— . ———— - 2.48M
0.0 (79.21%)
70.59%

Homogeneous 0.51% 1 2.48M
Gradient 83.5% 70.5% 56.0% 16 7 44M
Search [123] 0.08 0.47 2.02
QoS-Nets 84.73% 69.38% 57.19%
— w/o retraining 30.01 76.79 76.71 4 2.48M
— full retraining 0.10 0.52 1.65 7.44M
— BN Tuning 0.30 0.71 2.33 2.54M

* Top-5 Accuracy of baseline model w. 8-bit Quantization, w/o approximate computation

mul8u_8U3, mul8u_NLX and mul8u_1DMU were chosen because they provide a similar power
consumption to that of the three operating points determined by QoS-Nets. Particularly
for o3 with the lowest power consumption, the heterogeneous solutions provide much
higher accuracy at lower power consumption because of their ability to adjust the provided

accuracy, depending on each layer’s sensitivity.

6.7.3 MoDEL COMPRESSION THROUGH SPARSITY AND HYBRID ENCODING

A further reduction in memory consumption can be achieved by pruning the model’s
weights and then applying the hybrid compression scheme from Section 5.5 to the resulting
sparse tensors. Similar to Section 5.8, low-magnitude pruning with a predetermined target
sparsity for tensors above a certain threshold is used to generate a sparse baseline model.
Different sizes of the ResNet architecture, trained on the CIFAR-10 data set are used as a
benchmark application. Based on the results from Section 5.8.1, a sparsity of 50% is chosen
to provide a compromise between accuracy loss and model compression. The sparsity level
is used for all models, and the cutoff that determines which weight tensors are being pruned
is set to 2084. The baseline model for this experiment is therefore both sparse and quantized.
Similar to before, each layer’s sensitivity to inaccurate computation is determined using
the noise model. The results are clustered to select four AM instances and three operating
points. These are then retrained with simulated AMs for eight epochs.
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Figure 6.4: Accuracy and energy consumption for different ResNet variants with o = 3 operating
points compared to the performance of the accurate baseline model

The first part of the evaluation in Figure 6.4 concerns the impact of retraining multiple
operating points with weight sharing. For each network size, the baseline is determined
by the quantized model using accurate multiplications. The three operating points as
determined by the optimization and AM choice algorithm are retrained once with the
proposed fine-tuning scheme and once by optimizing all model parameters. For three out
of four models, full retraining increases the achieved Top-1 accuracy by an average of
0.62 p.p. for ResNet8, 0.49 p.p. for ResNet12 and 0.11 p.p. for ResNet20. For ResNet32,
the largest model, fine-tuning yields a 0.44 p.p. improvement in accuracy, likely due to
better convergence thanks to fewer optimizable parameters. Another noticeable feature
when comparing different sizes is that the QoS models of ResNet12, ResNet20 and ResNet32
simultaneously improve the accuracy and consume the same or lower amounts of energy,
compared to an accurate model of the next-smaller size. An evaluation of the performance
without any form of retraining was carried out. The results were omitted from Figure 6.4,
because of the significant degradation of accuracy. Without retraining or fine-tuning, nearly
all operating points only provide a Top-1 accuracy of ca. 10%, the performance that is
expected when randomly guessing the result.

The second part of the evaluation in Figure 6.5 concerns the memory consumption of
the QoS-Nets models. A full retraining of all parameters for each operating point provides
the highest performance (at least for smaller model sizes), but does so at the cost of 3
xlarger memory consumption, compared to the baseline model. The fine-tuning strategy,
in contrast, only increases the memory consumption by between 1.3% and 0.98%. This is
even lower than the 2.75% increase in memory footprint for MobileNetV2 in Section 6.7,
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Figure 6.5: Memory Footprint of different compression schemes for QoS-Net ResNet variants with
0 = 3 operating points

due to fewer bias and BatchNormaliztion parameters in ResNet, relative to the amount of
shared weights. None of these methods, however, can leverage the model’s sparsity for a

further reduction in memory consumption.

To shrink the QoS model variants to below the memory footprint of the baseline model,
the hybrid encoding scheme from Chapter 5 is used to reduce the size of the sparse shared
weight tensors. With this, the QoS models can, in addition to the lower energy consumption,

also reduce the size of the overall application by around 25%.

6.8 CONCLUSION

The proposed QoS-Nets combine the abstract AM optimization from Chapter 4 and the
sparse parameter compression from Chapter 5 into a framework that employs both arith-
metic and memory optimization to minimize the requirements of an NN application after

deployment.

The abstract optimization procedure from Chapter 4 was first developed further into a
constrained optimization in Section 6.3 by applying k-Means Clustering to the intermediate
results. This enhancement makes it more applicable to the design of a real-world system.
This constrained optimization was extended with the concept of QoS scaling. If several
approximate operators with varying accuracy and resource consumption are present in
the system, these can be reused to allow the system to adapt to changing external condi-
tions. Section 6.4 discusses how a balanced subset which considers the requirements of all

of these operating points can be chosen from a larger search space, and how a mapping of
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each of the chosen AM instances to every combination of layer and operating point can be
found.

Combining multiple operating points with retraining would normally result in an entirely
separate model for each operating point, drastically increasing the application’s memory
footprint. This problem is addressed in Section 6.5. A weight-sharing scheme is combined
with unstructured pruning and sparse compression in order to reduce the size of the final
application to below the size of the baseline model. The proposed fine-tuning scheme
demonstrates that adjusting a fraction of the mode’s parameters might already be enough
to recover most of an application’s accuracy that is lost after deploying AMs. A further
reduction in size to below that of the original model can be achieved by pruning the
model and using the hybrid encoding scheme introduced in Chapter 5 to reduce the size
of the sparse weight tensors. In the evaluation conducted on several sizes of the ResNet
architecture, the combination of optimizing constrained AM choice, multiple operating
points, retraining and pruning with dedicated sparse encoding resulted in models that
consumed up to 53% less energy, compared to the quantized baseline model and reduced
the memory footprint by around 25% with a maximum accuracy loss of 1.1 p.p. for the
smallest model and highest energy savings.

QoS-Nets thus provide an improvement over a static, accurate, and dense baseline model
along three axes: First, flexibility through multiple operating points that allow the system
to adapt to changing external conditions with graceful degradation of accuracy, rather than
a binary failure mode. Second, reduced arithmetic resource consumption through the use

of AMs. Third, a reduction of memory consumption through unstructured sparsity.
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“Technology is a useful servant but a dangerous master” — Christian Louis Lange

VERY system that is more than an abstract idea has to confront the constraints of the real
E world. This dissertation has explored the boundaries which Artificial Neural Networks
(ANNSs) encounter when they are applied to data very close to where it originates from. On
these constrained—or edge—devices, properties like memory and power consumption are

crucial for the feasibility of running a modern Machine Learning (ML) model.

7.1 CONCLUSION

The improvements over previous research that were studied in the preceding chapters can
be understood along three axes: Complexity of arithmetic hardware, memory consumption,
and flexibility. For this, several aspects of the hardware were integrated into the training
stage of an ANN. Adapting the training so that hardware properties can be determined
alongside the model parameters makes a much larger set of information about the model
available to the optimization, compared to a black box optimization in which a static model
is analyzed. While these optimized hardware parameters inform the implementation of
real-world hardware, this study limits itself to a high-level optimization of a select set of
hardware properties, rather than device-specific implementation details.

To enable this co-optimization, PyTorch, a popular ML framework, was extended to
simulate approximate multiplication operators during the network’s training. It was demon-
strated that some of these operators can be accelerated significantly through a novel
simulation model that avoids expensive type conversion and array lookups in favor of
a composition of floating-point functions. Using these custom kernels, an optimization
was developed that optimizes the choice of Approximate Multipliers (AMs), considering
the accuracy requirement for each layer separately. This problem presents an enormous
decision space, which was tackled by using the same gradient-based optimization that
allows a model to simultaneously learn billions of co-dependent model parameters during
training. Allowing for computation of varying precision throughout different parts of a
model helps significantly lower the amount of energy required by the arithmetic hardware

used to run the model.
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Another scarce resource on edge devices is memory. While pruning has been studied
extensively as a means for increasing the throughput of computational kernels, few works
discussed its use for reducing a model’s size. Two hardware-friendly encoding schemes
for sparse tensors in ANN were developed, which, in combination, provide compression
to below the memory footprint of a regular model, even at relatively low sparsities where
model performance is close to that of a dense model.

These two building blocks were combined with the aspect of flexibility. By allowing
for constraining the number of AMs that is chosen by the optimization algorithm, more
implementation-friendly solutions can be found. In addition, the optimization is extended
so that multiple assignments of the selected AMs to layers are provided. For a platform that
allows for multiplication operators of configurable precision, this allows for determining
the energy consumption and model performance at runtime, based on external conditions.
The operating points allow the model to adjust its energy consumption for multiplications
up to a more than 50% reduction. The importance of both a low memory consumption
for the final application and retraining the model’s parameters was established at several
points throughout this thesis. To enable both, while adding the flexibility of multiple
operating points, the model was compressed to approximately 25% the size of a model
that uses a separate set of parameters for each operating point. The combination of all
these improvements was evaluated on several ResNet variants. It only caused an average
accuracy loss of 1.05 p.p. for the smallest size, and between 0.67 and 0.25 p.p. for the larger
model variants.

Model training and inference are often considered separate domains, due to their vastly
different requirements. This work, however, has demonstrated that a tight integration of
model training and hardware considerations is not just possible, but can deliver significant

improvements for the final application.

7.2 OUTLOOK

Just like the ANNSs that were studied, this study itself, of course, has to contend with
limitations imposed by the real world, too. The proposed co-optimization of AM choice
during model training is only a high-level optimization, which omits many important
aspects of an actual hardware design. Most performance numbers were generated using a
highly simplified model of Neural Processing Unit (NPU) hardware, which does not consider
the complex dependencies and trade-offs of actual hardware. To position the method with
respect to state-of-the-art works, EvoApproxLib [94], a popular library of approximate
Application-Specific Integrated Circuit (ASIC) circuits was used throughout this work and
energy consumption was used as the sole figure of merit by which methods were compared,
because it is the most established benchmark scenario in the literature. Other hardware

130



7.2 Outlook

properties like chip area or critical path delay could be optimized in the same way but were
not studied here. A generic platform with reconfigurable operator precision was assumed
when introducing the concept of different operating points, without a deeper discussion
of specific problems that an implementation of such a design would present. While the
optimization does not rely on any specific hardware implementation, an analysis of the
method in the context of other approximate multiplication operators, like AMs designed
for Field-Programmable Gate Arrays (FPGAs) [129] or Product Quantization [7] was not
conducted, but might provide similar improvements for non-ASIC hardware designs.

The largest, and most important question that could not be answered in this thesis, is
that of the intersection between the different performance optimization techniques. To
what extent are quantization, sparsity, and approximate computing orthogonal, and how
do they influence each other? While all of these techniques were used for improvements in
a model’s resource consumption throughout this thesis, the extent to which each technique
was applied in relationship to the others was determined by heuristics, experience, and
best practices. Would it be possible to jointly optimize all these properties within the same
process?

Because ANNSs pose significant demands on a system’s resources, narrow and domain-
specific optimizations are unlikely to yield the improvements necessary to keep up with
increasing demand for much longer. What is required instead, is a holistic understanding and
optimization of the entire application, from the model all the way down to the computational

hardware itself. Hopefully, this thesis can serve as a small step in this direction.
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APPENDIX

A USE oF LARGE LANGUAGE MODELS IN THE WRITING OF THIS
THESIS

During the writing of this thesis, Large Language Models (LLMs) emerged as a powerful
tool for retrieving, organizing and editing information. They have raised many questions
about what constitutes intellectual ownership, what qualifies as plagiarism and the future
and purposes of academic writing [90]. Because of the recency of LLMs, no universally
agreed upon set of rules and standards for their use in academic work has emerged. In the
absence of a set of hard and fast rules, the author believes that the next best thing to strive
for is transparency. This section has thus been added to describe how LLMs contributed to

the creation of this thesis.

A first major usage of LLMs was in proofreading, particularly in Chapter 3 and Chapter 5.
For this, an LLM was provided with draft paragraphs and asked for suggestions that might
help make each paragraph more concise and readable as well as point out any spelling
and grammatical errors. The suggestions were then checked and, if they were considered
helpful to the text’s purpose, merged into the document. This was the only usage in which
LLM output was used verbatim in this thesis—usually in the quantity of not more than a

few words at a time.

The second usage was as a brainstorming tool in structuring section outlines, espe-
cially Chapter 1 and Chapter 2. The LLM was asked to provide a chapter outline with the
relevant aspects of a certain topic. For the aspects relevant to this thesis, the model was
then asked to provide a list of points that should definitely be included in a comprehen-
sive discussion of the topic. This approach helped in discovering aspects of a topic that
merit discussion in an introductory text, but that might otherwise have been forgotten or

considered too obvious.

More so, LLMs were used in quickly obtaining an overview of the research in unfamiliar
fields. A common prompt would be “List influential publications in field x” or “Which
publications discuss technique y in detail?”. The phrasing here helps avoid hallucinations,
a common issue in the use of LLMs where models might simply make up citations and
publications. Asking for the names of authors and publications directly makes it easy to
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confirm that they indeed exist. The provided suggestions were then sought out and read to
gain a deeper understanding of the field.

LLMs can be a powerful tool in a researcher’s toolbox, and not using them at all did
not seem like an attractive option. In the author’s opinion, they are used best when they
enhance a researcher’s abilities by speeding up otherwise time-consuming tasks. They
were always used in a capacity where the author provided his own ideas, draft writing and
preferences and delegated simple tasks to an LLM or asked for a second opinion or input on
their ideas. This format, similar to a discussion with a colleague, helped in incrementally
refining an original draft or idea. Only those tasks were delegated for which the author was
confident in his ability to confirm the validity of the output. Confirming that the answer is,
indeed, correct was, at all times, a critical step in the process.

The most heavily used models were OpenAI’s GPT3.5, GPT4/GPT40 and Meta’s LLama3.

B APPROXIMATE MULTIPLICATION TRAINING FRAMEWORK

B.1 NETWORK TRAINING SETUP

Table B.1: Experimental setups used in Sections 3.9 to 3.10

Mode Parameters

Baseline 10 epochs, SGD, L, Reg. =1 - 10~4, Initial LR = 0.1, y = 0.75 epochs (3,6,9), momentum = 0.9

e
Z % QAT 6 epochs, SGD, Initial LR =5 - 1073, y = 0.9 (epochs 4,5)
-
Approx. 6 epochs, SGD, Initial LR = 5 - 1073, y = 0.9 (epochs 4,5)
© 2  Baseline 180 epochs, SGD, L, Regularization =1 - 1074, Initial LR = 0.1, y = 0.9 epochs (90,130,160),
2 5 momentum = 0.9
g
=0 QAT 12 epochs, SGD, Initial LR = 1 - 1072, Y = 0.9 (epochs 6,9), momentum = 0.9
Approx. 8 epochs, SGD, Initial LR = 1 - 1072, y = 0.9 (epochs 5,7), momentum = 0.9
.8 Baseline  from pretrained, 30 epochs, SGD, L, Regularization = 1 - 1074, Initial LR = 1 - 1072, y = 0.8 (Val.
G é Acc Top-5 Plateau Scheduler w. patience = 3 epochs), momentum = 0.9
g E» QAT 2 epochs, SGD, Initial LR = 5 - 10
& Approx. Linear layers only, 1 epoch, SGD, Initial LR = 1 - 1073

To improve reproducibility, a detailed discussion of the model training process that was
used for the experiments is provided in Section 3.9 and Section 3.10. An overview of the
most important hyperparameters is given in Table B.1. All experiments start from a baseline
model in FP32, without any approximation or quantization. For LeNet5 and ResNet8, this
model is trained from scratch, while a pre-trained model is used and fine-tuned in the
case of VGG16. A quantized version is then fine-tuned using Quantization-aware Training
(QAT). Because Section 3.10 considers 8x8-bit Approximate Multipliers (AMs), the simpler

symmetric per-tensor scheme is used in this experiment.
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Section 3.9 aims to establish whether quantization with per-channel granularity improves
over a per-tensor scheme (and if so, by how much). Because the quantization error grows
for smaller bit-widths, the effect is expected to be largest when quantizing to small bit-
widths. To quickly evaluate a large space of AMs, an LeNet5 instance is used. From the
baseline model, weights are quantized to 2, 3 and 4 bits using both per-tensor and per-
channel quantization, while activations remain in an 8-bit per-tensor quantization for all
experiments. For each combination of bit-width and granularity, a quantized baseline model
is generated using QAT. Each quantized model is then retrained with simulated approximate
multiplications in all convolutional and Fully-Connected (FC) layers for all 2-, 3-; and 4-bit
AMs from the EvoApprox library in PyTorch, using the TorchApprox simulation library
with Lookup Tables (LUTs). The quantization parameters are updated alongside other
network parameters to produce neural network configurations with the highest accuracy.
For ResNet8, the range of quantization bit-widths is set to be higher, encompassing 4-, 5-,
6- and 7-bit AM designs, because of the higher complexity for ResNet8.

In addition to the LeNet5 and ResNet8 models described above, a more complex task is
added and evaluated in Section 3.10. To gain insights into model performance on larger
Convolutional Neural Networks (CNNs), the VGG16 architecture [115] is evaluated on
the TinyImageNet data set [77]. For VGG16, approximate computation is applied only
to the three FC layers at the end of the network, rather than the full network because
we find that full approximation leads to non-convergence in many instances. This is not
directly representative of any real-world workload but serves as a synthetic test case that
allows us to evaluate the retraining performance of the various AM simulations on a much
larger number of models than if we applied AMs to all layers. Due to the complex task,
VGG16 is retrained for a single epoch with a learning rate of 1 - 1073, In line with previous
work [24, 123], we find that most accuracy is either recovered very early on in the fine-tuning
process, or that the model does not converge at all. This is especially true for architectures
without residual branches like VGG16. The experiment conducted Section 3.10 also does
not necessarily require full convergence of the evaluated network, since the aim of the
experiment is to examine how well different models follow the convergence of behavioral

simulation in a training pipeline scenario.

For the evaluation of throughput in Section 3.11, the model’s accuracy is not considered
at all, because the inference process is not influenced by the model’s parameters. For this
reason, all evaluated models are taken directly from the TorchVision model zoo, without
further adaptation.
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B.2 EXPERIMENTAL RESULTS

The exact values of the experimental results from Sections 3.9 to 3.11 are provided in
Tables B.2 to B.5. Note that High-Throughput (HTP) model values in Table B.4 and Table B.5
are aggregated across all HTP models of the given bit-width, with mean and standard

deviation reported.

C COMPRESSED SPARSITY

C.1 LikerLigHooD oF ELEMENT GROUPS
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60k - g 2MH 2
40k ° T

S 1M
20k - 5 5

0 T T T T T T T T 0 T T T T T T T T
0% 20% 40% 60% 80% 0% 20% 40% 60% 80%
Sparsity Sparsity
Groups Remainder

Figure C.1: Number of non-zero weights in groupwise submatrix B and remainder R for different
sparsities

To substantiate our theory that a significant portion of a sparse matrix can be repre-
sented using a groupwise encoding, an experimental evaluation of the number of non-zero
elements assigned to groups compared to the number of elements in the remainder R is
performed. The evaluation is performed using the parameters described in Section 5.8. The
distribution of non-zero elements into groups and remainder, depending on sparsity is
shown in Figure C.1.

Notably, even for 0 %, there is a sparse remainder. This is peculiar since a dense matrix is
trivially decomposable into one or several groups, all of them with d = 0. This indicates
that the greedy approximation of B generated by Algorithm 1 fails to produce an optimal
solution due to the assignment of elements to groups of non-optimal sizes. Improving the
performance of the group search algorithm could therefore be a worthwhile direction of
future research.

Despite the non-optimal group search algorithm, the majority of non-zero elements can
be assigned to groups for sparsities of 65 % to 70 % for both networks. At 30 % sparsity, a
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point that typically incurs marginal performance loss, 77 % of elements are assigned to

groups and can be encoded with reduced overhead.

C.2 SpACING OF ELEMENTS

ResNet8 & CIFAR10 MobileNetV2 & TinylmageNet
12.5k . [ — 30% Sparsity 1
10k L ] 300k |- 70% Sparsity [ ]
i 1 | -
75k £ g 200k | ]
i {§ i 1§
5k - 14 & [ 1 o
F ] 100k - 7]
2.5k ] r ]
0 L et D e 1] 0 L — ot 1
-16 -12 -8 4 0 4 8 12 -16 -12 -8 4 0 4 8 12
Linear Mapping Function Residuals Linear Mapping Function Residuals

Figure C.2: Histogram of residual error between linear prediction and encoded indices. Shaded
region marks value range that can be encoded in four bits.

To examine the error between the actual positions and the positions predicted by a
linear mapping function f(i) in the two example CNN architectures from Section 5.8, a
histogram of the residual error Ac; between the ground truth and the mapping function f (i)
is constructed. In each Single Instruction Multiple Data (SIMD) run, we track the difference
between the linear spacing predicted by the evenly spaced base index and the actual indices
encoded in each lane. If the distances between elements were to follow a normal distribution,
the error residuals would show a normal distribution that is centered around zero. From the
experimental data shown in Figure C.2, we can see that the distribution of residuals is not
perfectly normal, but slightly skewed to the right. The reason for this skew is likely that the
distance between adjacent elements is lower-bounded by a distance of one, while it is only
upper bounded by the size of the array. This causes the value range below the mean error
to be slightly more compressed than the range above the mean. Despite this mismatch, the
amount of values with an error between —8 and 7 (i.e. offsets that can be encoded using
4-bit values) is very high given the linear spacing function based on the mean distance of
non-zero elements. This suggests that choosing a different mapping function would likely
only lead to marginal improvements in compression performance for the weight tensors
studied.

C.3 ImpACT OF GROUP OCCUPANCY 0 ON PARTITIONING

Both the distribution of group sizes and the encoding overhead are affected by the choice of
the group occupancy parameter 6. To assess the impact of this parameter, 0 is varied when
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Figure C.3: Distribution of memory footprint across group sizes and remainder for different group
occupancy values 6 on ResNet8/CIFAR-10 for 30% and 70% sparsity. Dark region marks
non-zero elements, shaded region marks compression overhead.

partitioning two ResNet8 instances with 30% and 70% sparsity. For each configuration, we
track the amount of non-zero elements assigned to each group size, as well as the additional
overhead created by padding elements and other metadata. As partitioning also affects the
size of the remainder, we additionally list the non-zero elements in R and its additional
overhead, as well as the combined overhead in relationship to the compressed non-zero
elements. The results in Figure C.3 indicate that a low 6 value increases the likelihood
of finding more and larger groups because lower occupancy means that fewer non-zero
elements are required to form a group. However, this lower threshold also causes the
inclusion of more padding elements into the groupwise partitioned portion B. Because of
this, the solution with 6 = 0.5, the lowest occupancy threshold, results in nearly twice the
compression overhead of the solutions that employ higher values for 8. The solutions for
0 = 0.8 and 6 = 1.0 are very close in terms of compression rate with 6 = 1.0 giving a 0.58%
improvement for the lower sparsity case and a 0.05% improvement for the higher sparsity.
Particularly for the lower sparsity, a slightly lower value for 6 helps reduce the number
of elements in the remainder, which can be beneficial, depending on the overhead of the
encoding scheme used to encode it. Similarly, the lowered occupancy threshold of 8 = 0.8
helps the search algorithm converge towards a solution with fewer and larger groups. This

can help in trading compression performance for reduced runtime overhead.

C.4 Binary GRoOUP MASK

Groups are detected using a greedy search algorithm. A discrete convolution of a binary
group mask over the sparse array representation shows groups of high occupancy. Each
combination of group parameters s, d is represented by a binary mask G that is convolved
over a binary mask of the array M. G will be an array of length s + (s — 1) - d, containing
s ones with s — 1 runs of zeros, each with length d in-between, e.g. GroupMask(4, 1) =
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Algorithm 2: Generation of binary convolution Mask from group parameters

Input:
s Number of group elements w. s € N*

d Distance between group members w. d € N

Data: total length of mask /
Output: binary group mask G

Function GroupMask(s,d):
le—s+(s=1)-(d+1)
G « Array(size=I)

) 1 where imodd=0
Gli] «

0 otherwise

L return G

1010101 or GroupMask(6, 2) = 1001001001001001. Note that there are no trailing zeros,
as those would interfere with finding groups towards the end of the array. The procedure
for generating the group mask is also given in Algorithm 2.

C.5 KEYWORD SPOTTING REFERENCE ARCHITECTURE

The reference architecture for the Keyword Spotting application is derived from Zhang,

Suda, Lai, and Chandra [145], but listed here for convenience.
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Table B.2: Retraining duration for experiments in Figure 3.6

Experiment Baseline  Behavioral HTP Linear Noise
é 4 LeNet5 13.2s 16.3s 14.5s 14.5s 14.0s
< =
'é §“ ResNet8 31.2s 50.3s 37.3s 36.6s 34.4s
=
EB = VGG16 224.0s 1084.0s 429.0s 287.0s 231.0s
é LeNet5 12.5s 15.6s 13.2s 14.0s 13.7s
E&  ResNets 32.65 54.65 36.0s 38.55 36.85
o
i VGG16 213.7s 997.7s 248.6s 271.8s 218.6s

Table B.3: Mean Absolute error deviation after retraining with various methods for experiments

in Figure 3.6

Experiment Baseline  Behavioral HTP Linear Noise
é g LeNet5 1.29e-02 0.00e+00 1.55e-04 7.37e-04 2.36e-02
g =
'é £ ResNet8 3.41e-01 0.00e+00 1.79e-03 1.33e-01 3.75e-01
=
ED = VGG16 1.43e-02 0.00e+00 1.29e-04 4.82e-03 1.48e-02
§ LeNet5 4.14e-01 0.00e+00 1.36e-04 1.67e-01 2.41e-01
;: i’:; ResNet8 4.93e-01 0.00e+00 9.16e-03 2.00e-01 3.94e-01
o
& VGG16 1.82e-01 1.94e-05 3.23e-02 7.50e-02 1.87e-01

Table B.4: Median Single batch inference time in milliseconds for different CNN models and AM

retraining methods as shown in Figure 3.7.

Experiment HTP 8-Bit HTP HTP LUT, TA LUT, Quant.
12-Bit 16-Bit adaPT
AlexNet 17+4 17+4 16+5 90 1682 9
EfficientNetB0 82+18 80+18 79+21 86 4062 45
MobileNetV2 58+13 57+13 56+15 62 3300 31
ResNet18 34+8 33+8 32£10 118 3925 16
ResNet50 103£26 101£26 99+31 272 10110 49
VGG16 126£36 124136 121+43 884 31467 53

Table B.5: Single batch inference time in milliseconds for different 2D Convolution channel counts

as shown in Figure 3.8.

Channels HTP, 8-Bit TorchApprox, LUT TFApprox, LUT
2 1.097+0.303 2.538 1.991
4 1.687+0.475 4.171 2.774
8 2.977+0.852 7.780 5.200
16 5.634+£1.629 17.376 10.854
194 11.292+3.297 47.935 26.159
64 30.001+9.094 152.319 106.572
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Table C.6: Reference Network Architectures

Layer Parameters S M L
1x 2D Conv Channels, Kernel Size, 64, (10,4), (2,2) 172, (10,4), (2,1) 276, (10,4), (2,1)

Stride

— nx 2D DSConv ~ Number of Blocks (n), 4,64, (3,3),(1,1) 4,172,(3,3), (1,1) 5, 276, (3,3), (1,1)
Channels, Kernel Size,
Stride

— 1% 2D AvgPool  Size (2,2) (2,2) (2,2)

— 1xX FC Size (12, 1536) (12, 10320) (12, 16560)
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