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Zusammenfasung 

Mit der rasanten Entwicklung des tiefen Verstärkungslernens hat es im Bereich des autonomen 

Fahrens breite Anwendung gefunden. In dieser Arbeit wird ein durchgängiger Ansatz 

vorgestellt, der auf dem Algorithmus der Proximal Policy Optimization basiert, um autonomes 

Fahren mit mehreren Aufgaben, einschließlich Spurhaltung und Hindernisvermeidung, zu 

erreichen. Um die Herausforderung des autonomen Fahrens mit mehreren Aufgaben zu 

bewältigen, wird eine zweistufige Strategie des verstärkten Lernens sowohl für das Einhalten 

der Fahrspur als auch für das Vermeiden von Hindernissen angewandt und ihre Leistung mit 

der eines normalen verstärkten Lernens verglichen. Die Belohnungsfunktion ist entscheidend 

für das Verstärkungslernen. In dieser Studie wird zunächst eine geeignete Belohnungsfunktion 

durch einen Non-End-to-End-Ansatz ermittelt, da die Non-End-to-End-Methode schneller 

konvergiert. Diese Belohnungsfunktion wird dann verwendet, um die End-to-End-

Spurhalteaufgabe zu trainieren. Für die Hindernisvermeidung schlagen wir drei 

Belohnungsfunktionen vor, die auf unterschiedlichen Prinzipien basieren. Jede 

Belohnungsfunktion wird sowohl mit zweistufigem Verstärkungslernen als auch mit normalem 

Verstärkungslernen evaluiert, und der abschließende Vergleich konzentriert sich auf die 

Hindernisvermeidungsleistung der drei Belohnungsfunktionen unter Verwendung des 

zweistufigen Verstärkungslernansatzes. 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Abstract 

With the rapid development of Deep Reinforcement Learning (DRL), it has been widely 

applied in the field of autonomous driving (AD). This thesis presents an end-to-end approach 

based on the Proximal Policy Optimization (PPO) algorithm to achieve multi-tasks AD, includ-

ing lane keeping and obstacle avoidance. To address the challenge of multi-tasks AD, a two-

stage reinforcement learning (RL) strategy is adopted for both lane keeping and obstacle avoid-

ance tasks, and its performance is compared with a RL baseline. Reward function is critical in 

RL. In this study, a suitable reward function is first identified through a non-end-to-end ap-

proach, as the non-end-to-end method converges faster. This reward function is then used to 

train the end-to-end lane keeping task. For obstacle avoidance, we propose three reward func-

tions based on different principles. Each reward function is evaluated using both two-stage RL 

and normal RL, and the final comparison focuses on the obstacle avoidance performance of the 

three reward functions using the two-stage RL approach. 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

I 

 

Autonomous robot car with Deep Reinforcement Learning 

Contents 

CHAPTER 1  INTRODUCTION ....................................................................................... 1 

1.1 MOTIVATION .......................................................................................................... 1 

1.2 PROBLEM STATEMENT ............................................................................................ 5 

1.3 STRUCTURE OF THE THESIS ..................................................................................... 6 

CHAPTER 2  BACKGROUND ......................................................................................... 7 

2.1 MACHINE LEARNING .............................................................................................. 7 

2.2 DEEP LEARNING ..................................................................................................... 8 

2.2.1 Feedforward Neural Networks ...................................................................... 8 

2.2.2 Convolutional Neural Networks .................................................................... 9 

2.3 DEEP REINFORCEMENT LEARNING ....................................................................... 11 

2.3.1 Markov Decision Process ............................................................................ 11 

2.3.2 Value-Based DRL ........................................................................................ 12 

2.3.3 Policy-Based DRL ....................................................................................... 13 

2.3.4 Proximal Policy Optimization ..................................................................... 14 

CHAPTER 3  METHOD .................................................................................................. 16 

3.1 SIMULATION PLATFORM ....................................................................................... 16 

3.2 PROPOSE METHOD ................................................................................................ 17 

3.3 OBSERVATION SPACE ........................................................................................... 18 

3.3.1 Observation space of Non-End-to-End AD ................................................. 18 

3.3.2 Observation space of End-to-End AD ......................................................... 18 

3.4 ACTION SPACE ..................................................................................................... 19 

3.5 REWARD SHAPING ................................................................................................ 20 

3.5.1 Reward Function for Lane Keeping ............................................................ 20 

3.5.2 Reward Function for Obstacle Avoidance................................................... 21 

3.5.2.1     Reward Function 1 ................................................................................ 21 

3.5.2.2     Reward Function 2 ................................................................................ 24 

3.5.2.3     Reward Function 3 ................................................................................ 25 

3.6 NETWORK ARCHITECTURE ................................................................................... 26 

CHAPTER 4  EXPERIMENTS AND RESULTS .......................................................... 30 



 

II 

 

Autonomous robot car with Deep Reinforcement Learning 

4.1 TRAINING PROCESS .............................................................................................. 30 

4.2 RESULTS ............................................................................................................... 32 

4.2.1 Results of lane-keeping ................................................................................ 32 

4.2.1.1     Comparision for non-nd-to-end and end-to-end ................................... 32 

4.2.1.2     Comparision of different sensitivity coefficients: 𝑘𝑑 and 𝑘𝛼 for end-to-

end............... ................................................................................................................ 33 

4.2.2 Reselts of Obstacle Avoidance ..................................................................... 35 

4.2.2.1     Comparision of Two-Stage RL and RL Methods Using Three Reward 

Functions......................................................................................................................35 

4.2.2.2     Comparision of Three Reward Functions Using  the Two-Stage RL 

Method.................. ....................................................................................................... 37 

CHAPTER 5  EVALUATION ......................................................................................... 38 

5.1 EVALUATION OF LANE-KEEPING PERFORMANCE ................................................... 41 

5.1.1 Evaluation of end-to-end lane-keeping........................................................ 41 

5.1.2 Comparison of non-end-to-end and end-to-end lane-keeping ..................... 44 

5.2 EVALUATION OF OBSTACLE AVOIDANCE PERFORMANCE ...................................... 48 

5.2.1 Evaluation of Reward Function 1 ................................................................ 49 

5.2.2 Evaluation of Reward Function 2 ................................................................ 52 

5.2.3 Evaluation of Reward Function 3 ................................................................ 53 

5.2.3.1     Comparision for two-stage RL and RL ................................................. 53 

2.2.3.2     Train and test reward function 3 on a simple map............... ................ 54 

5.2.4 Comparision of Three Reward Function using Two-Stage RL ................... 56 

CHAPTER 6  CONCLUSION AND OUTLOOK .......................................................... 59 

REFERENCE .................................................................................................................... 61 

 



 

III 

 

Autonomous robot car with Deep Reinforcement Learning 

List of Figures 

Fig.1.1: Flowcharts: Comparision of modular system and end-to-end driving system ......... 3 

Fig.2.1: Feedforward neural network architecture ................................................................ 9 

Fig.2.2: LeNet-5 network architecture ................................................................................ 10 

Fig.2.3: Interaction diagram between the agent and the environment in an MDP  ............. 11 

Fig.2.4: PPO-Clipping Diagram  ......................................................................................... 15 

Fig.3.1: Different maps in Gym Duckietown ...................................................................... 17 

Fig.3.2: Diagram of Vehicle Driving State ......................................................................... 18 

Fig.3.3: (a) Original 640 × 480 𝑖𝑚𝑎𝑔𝑒 as observation space, (b) Scaled 128 × 96 image 

as observation space ............................................................................................................ 19 

Fig.3.4: (a) Obstacle avoidance path of the ego vehicle, (b) Position relationship diagram 

between the ego vehicle and the obstacle ............................................................................ 22 

Fig.3.5: The relationship between the desired steering angle and lateral deviation ............ 23 

Fig.3.6: (a) Safety circles of the ego vehicle and obstacle, (b) The safety circle of the ego 

vehicle intersects with the safety circle of the obstacle ............................................... 24 

Fig.3.7: The diagram illustrating the collision penalty ........................................................ 25 

Fig.3.8: (a) Policy network for end-to-end AD, (b) Value network for end-to-end AD ..... 28 

Fig.4.1: (a) Map for lane-keeping, (b) Map for obstacle avoidance  ................................... 31 

Fig.4.2: Comparison of average rewards for non-end-to-end and end-to-end lane-keeping 

 ............................................................................................................................................. 32 

Fig.4.3: Comparison of average rewards for different kd  .................................................. 33 

Fig.4.4: Comparison of average rewards for different kα  .................................................. 34 

Fig.4.5: Comparison of average rewards for different α0 in Reward Function 1  .............. 35 



 

IV 

 

Autonomous robot car with Deep Reinforcement Learning 

F ig.4.6: (a) Comparison of two-stage RL and RL methods for reward function 1, (b) Com-

parison of  two-stage RL and RL methods for reward function 2, (c) Comparison of two-

stage RL and RL methods for reward function3 ................................................................. 36 

Fig.4.7: Comparison of three reward functions with two-stage RL method  ...................... 37 

Fig.5.1: Maps used for evaluating lane-keeping  ................................................................ 39 

Fig.5.2: Maps used for evaluating obstacle avoidance  ....................................................... 40 

Fig.5.3: The variation of lateral deviation for the non-end-to-end method on Map (a), Map 

(b), and Map (c) ................................................................................................................... 45 

Fig.5.4: The variation of lateral deviation for the end-to-end method on Map (a), Map (b), 

and Map (c) .......................................................................................................................... 46 

Fig.5.5: The variation of orientation deviation for the non-end-to-end method on Map (a), 

Map (b), and Map (c) ........................................................................................................... 47 

Fig.5.6: The variation of orientation deviation for the end-to-end method on Map (a), Map 

(b), and Map (c) ................................................................................................................... 48 

 

 

 

 

 

 

 

 

 

 

 



 

V 

 

Autonomous robot car with Deep Reinforcement Learning 

List of tables 

Table 1: The parameters of the lane-keeping reward function  ........................................... 21 

Table 2: Policy network for non-end-to-end AD ................................................................ 27 

Table 3: Value network for non-end-to-end AD  ................................................................ 27 

Table 4: Hyperparameter for PPO ....................................................................................... 31 

Table 5: Environment parameters for evaluation of lane-keeping ...................................... 41 

Table 6: Test results for different  𝑘𝑑 .................................................................................. 42 

Table 7: Test results for different  𝑘𝛼 .................................................................................. 43 

Table 8: Comparison of the evaluation results between non-end-to-end and end-to-end ap-

proaches ............................................................................................................................... 44 

Table 9: Environment parameters for evaluation of obstacle avoidance ............................. 49 

Table 10: Test results for different  𝛼0 ................................................................................ 50 

Table 11: Test results for obstacle avoidance by using reward function 1.......................... 51 

Table 12: Test results for obstacle avoidance by using reward function 2.......................... 52 

Table 13: Test results for obstacle avoidance by using reward function 3.......................... 53 

Table 14: The results for obstacle avoidance in a straight map........................................... 56 

Table 15: Comparison of three reward functions using two-stage RL ................................ 57 

 

 

 

 



 

VI 

 

Autonomous robot car with Deep Reinforcement Learning 

Symbole 

Symbol Einheit Beschreibung 

𝜋(𝑠)  Policy Function 

𝛾  Discount factor 

𝑎𝑡  Action taken by the agent 

𝑠𝑡  Current state 

𝑟  Reward 

𝐺𝑡  Discounted return 

𝑉𝜋(𝑠)  State value function 

𝑄𝜋(𝑠|𝑎)  Action value function 

𝜋∗  Optimal policy  

𝑄𝜋∗(𝑠, 𝑎)  Optimal action value function  

𝑉𝜋∗(𝑠)  Optimal state value function 

𝜖  Clipping parameter 

𝐴𝜋(𝑠𝑡, 𝑎𝑡)  Advantage function 

α 𝑟𝑎𝑑 Orientation deviation 

𝑑 𝑚 Lateral deviation 

𝑣 𝑚/𝑠 speed 

𝑝𝑎𝑝𝑝𝑟𝑜𝑎𝑐ℎ  Approach penalty 

𝑝  Collision penalty 



 

VII 

 

Autonomous robot car with Deep Reinforcement Learning 

List of abbreviations 

DRL Deep Reinforcement Learning 

AD Autonomous Driving 

RL Reinforcement Learning 

CNN Convolutional Neural Network 

ADSs Autonomous Driving Systems 

PPO Proximal Policy Optimization 

ML Machine Learning 

ReLU Rectified Linear Unit 



 

1 

 

Autonomous robot car with Deep Reinforcement Learning 

Chapter 1  Introduction 

1.1 Motivation 

AD technology, particularly fully AD, is widely regarded as a transformative force in 

the future of transportation systems. The successful implementation of fully autonomous 

vehicles is anticipated to bring profound economic and societal benefits. One of the ad-

vantages of autonomous driving is its ability to enhance road safety. According to a report 

by the National Highway Traffic Safety Administration, 94% of traffic accidents are at-

tributed to human error [1]. By minimizing or even eliminating the need for human inter-

vention, advanced Autonomous Driving Systems (ADSs) are expected to reduce traffic ac-

cidents by as much as 90% [2]. The reduction in accidents not only enhances safety but also 

addresses one of the major contributors to road congestion. Traffic collisions are a leading 

cause of delays and traffic jam, so by decreasing the frequency of accidents, autonomous 

vehicles could substantially improve traffic flow and reduce congestion in urban areas [3]. 

Furthermore, studies suggest that integrating AD with electric vehicle technology could lead 

to a significant reduction in greenhouse gas emissions from the transportation sector. Spe-

cifically, projections indicate that by 2050, the widespread adoption of self-driving electric 

vehicles could lower emissions by up to 34% [4]. Beyond safety and environment benefits, 

AD also presents innovative solutions to urban challenges such as parking shortage. Self-
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parking technology allows vehicles to park in tighter spaces, up to 15% more compact than 

those required for manual parking, by eliminating the need for open areas for passengers to 

exit the vehicle during parking [2] [5]. This technology can optimize land use in densely 

populated urban centers. In light of these benefits, there has been a global surge in research 

to advance self-driving technology. 

Traditional ADSs are typically divided into three components: perception, planning, 

and vehicle control, as illustrated in Fig.1.1[6]. The perception module analyzes and pro-

cesses sensor data to extract environmental information such as road conditions, traffic signs 

and obstacles. The planning module operates on multiple levels, including path planning, 

behavior planning and motion planning. It designs the optimal route from the starting point 

to the destination, while continuously avoiding obstacles and optimizing its planning to en-

sure safety [7]. Finally, the control module executes the planned actions, managing specific 

operations such as acceleration, braking, and steering. In the traditional modular structure of 

ADSs, each module functions as an independent component, often dedicated to specific tasks, 

such as traffic light detection. This design offers advantages in terms of interpretability and 

ease of debugging individual modules. By developing each module separately, the challenge 

of AD is broken down into a series of more manageable problems [8]. However, modular 

systems can introduce excessive complexity within the overall architecture and lead to de-

lays in system response [7]. Additionally, the sequential communication between different 

modules allows errors in one component to propagate downstream, resulting in error accu-

mulation throughout the system [9]. 

In modular pipelines, the most common approach to planning is the use of complex 

rule-based designs [10], where predefined rules and logic govern the control of autonomous 

vehicles. Helbing and Treiber employed a microscopic simulation model to explain the 

mechanisms of traffic congestion, demonstrating the effectiveness of rule-based models in 

simulating complex traffic phenomena [11]. Similarly, Aksjonov and Kyrki proposed a rule-

based decision-making system for managing intersections in mixed-traffic environments, 

coordinating interactions between autonomous vehicles and other road users, such as pedes-

trians and cyclists, through a set of predefined traffic rules and priority management strate-

gies. Their system proved both effective and robust [12]. While rule-based approaches are 

advantageous for their simplicity and ease of implementation, they show limitations in 
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adapting to dynamic and uncertain traffic environments, where real-time changes and com-

plexities make it difficult for predefined rule sets to adapt effectively.  

Compared to traditional rule-based AD, end-to-end driving systems (Fig.1.1) offer sig-

nificant advantages. End-to-end systems use sensor data as input and directly output control 

commands, with all intermediate steps handled by a neural network. One major advantage 

is that end-to-end systems integrate perception, planning, and control into a single model 

that can be trained together. This reduces the need for manually designed modules and in-

terfaces, making the system more efficient and less prone to errors. In addition, the entire 

model is globally optimized for driving, ensuring that all parts work together towards the 

same goal [10]. 

 

 

 

 

 

 

 

 

Fig.1.1: Comparison of modular system and end-to-end driving system [6]. 

End-to-end driving can be divided into two main approaches: imitation learning and 

RL. Imitation learning is a paradigm in which an agent is trained to learn a policy by mim-

icking expert behavior. One widely used approach within imitation learning is behavior clon-

ing. In behavior cloning, an agent is trained through supervised learning on a dataset con-

sisting of trajectories, where each trajectory contains a series of state-action pairs. The goal 

of behavior cloning is to learn a policy function 𝜋(𝑠) from the demonstrated data [13]. Bojar-

ski et al. [14] at NVIDIA leveraged convolutional neural network (CNN) to process visual 

inputs of the road ahead from cameras mounted on vehicles. They extensively trained their 

model on a large dataset of driving videos collected from various environments, and the 
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trained neural network was able to effectively control the car in different driving environ-

ments, realizing real-world, end-to-end AD. However, behavior cloning can only replicate 

expert demonstrations. When faced with new states not encountered in the training data, the 

model may deviate from the desired trajectory, leading to further divergence into unfamiliar 

states, this feedback loop is known as "Covariate Shift" [10]. And the performance of be-

havior cloning heavily depends on the quality and diversity of expert demonstrations. In 

complex tasks, collecting high-quality demonstrations that cover a wide range of scenarios 

is challenging. Moreover, expert mistakes or noisy data can significantly impair the model's 

learning outcomes. 

To address the limitations of the behavior cloning approach in handling complex 

driving scenarios, RL, particularly DRL, has been proposed to enable agents to autono-

mously learn optimal policies through interaction with the environment. DRL combines the 

high-dimensional feature abstraction capabilities of deep learning (DL) with the policy con-

trol strengths of RL, making it suitable for accomplishing end-to-end decision-making tasks 

in AD. Lange et al. [15] proposed a DRL framework based on raw visual input from race-

tracks. The system autonomously extracts features from high-dimensional images and trains 

using deep Q-learning, the model enables simulated vehicles to learn and optimize control 

strategies. This work is considered a pioneering effort in applying DRL to autonomous ve-

hicle control. Kendall et al. [16] employed the Deep Deterministic Policy Gradient (DDPG) 

algorithm to enable a vehicle to learn lane-following tasks using monocular camera input 

within a small number of training episodes. Initial experiments were conducted in the Unreal 

Engine 4 simulator, and the approach was subsequently validated on an electric vehicle in 

real-world conditions. The successful transfer of the learned policy from simulation to reality 

demonstrates the efficacy of the proposed method. Li and Okhrin [17] applied the PPO al-

gorithm in the Gym Duckietown simulator to simultaneously achieve multiple AD sub-tasks, 

including lane keeping and car following. The model was later tested in real-world condi-

tions using a Duckiebot, confirming its ability to transfer from simulation to reality 

(Sim2Real). The successful application of DRL in AD holds significant potential for accel-

erating the realization of fully autonomous vehicles in real-world scenarios. 
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1.2 Problem Statement 

Achieving fully AD requires vehicles to perform a variety of tasks, such as lane keep-

ing, obstacle avoidance, car following, overtaking, as well as other related tasks [18]. Unlike 

training for a single task, the combination of multiple tasks significantly increases the com-

plexity of training an RL agent. The agent requires extensive interactions with the environ-

ment, making the learning process slower and the convergence more difficult. This is a big 

challenge and requires more effective methods to improve training efficiency. 

To address this issue, we adopted a two-stage RL approach. In the first stage, the model 

was trained for lane-keeping, and based on this foundation, obstacle avoidance training was 

subsequently conducted. This approach ensures that by the time obstacle avoidance training 

begins, the vehicle has already acquired lane-keeping capabilities, which simplifies the task 

and results in better training outcomes.   

In RL, the reward function plays a critical role in guiding the agent's behavior. In this 

study, we investigate the influence of different sensitivity coefficients in the reward function 

for the lane keeping task, exploring how changes in these parameters impact the training 

outcomes. Additionally, in the obstacle avoidance task, we propose three distinct reward 

functions, each based on different obstacle avoidance principles, to evaluate and compare 

their final performance. 

A well-trained DRL agent must be capable of adapting to complex environments. It 

should not only perform well on the training maps but also demonstrate robust performance 

in unfamiliar environments, i.e., strong generalization ability is required. In this study, we 

evaluate the generalization capability of the DRL agent by testing it across a variety of di-

verse maps. 

Hence, this research primarily focuses on the following four aspects: 

• Comparing non-end-to-end and end-to-end approaches: We compare the perfor-

mance between end-to-end and non-end-to-end approaches in lane-keeping tasks. 

• Evaluating two-stage RL: We train agents to perform obstacle avoidance using two-

stage RL and compare its performance with agents trained via normal RL. This 
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comparison will demonstrate two-stage RL’s effectiveness in handling multi-task 

learning. 

• Analyzing the impact of different reward functions: For the obstacle avoidance task, 

we design three different reward functions and evaluate their impact on the agents' 

performance in obstacle avoidance scenarios. 

• Testing the generalization ability of DRL agents: We investigate the capability of 

DRL agents to generalize from training map to unfamiliar maps. 

This comprehensive approach investigates key challenges in AD, particularly in multi-

tasks learning, reward function design, and the generalization ability of DRL agent. 

1.3 Structure of the Thesis 

Chapter 1 introduces the safety and environmental benefits of AD, explains the dif-

ferences between traditional AD and end-to-end AD, and provides an overview of the current 

research on end-to-end AD. Chapter 2 presents the theoretical foundation of this study, cov-

ering DL, DRL, and the PPO algorithm used in this research. Chapter 3 introduces the re-

search methodology of this study, including non-end-to-end and end-to-end approaches, the 

simulation platform, the observation and action spaces, the design of the reward function, 

and the neural network structure. Chapter 4 describes the training process, including hard-

ware and software configurations and the setup of experimental parameters, while also pre-

senting the training results. Chapter 5 presents the evaluation of the results for lane-keeping 

and obstacle avoidance. Chapter 6 is a summary of this study and an outlook for future 

research. 
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Chapter 2 Background 

2.1 Machine Learning 

Machine Learning (ML) is a subfield of artificial intelligence that enables computers 

to independently process and learn from data, contrasting with human learning, which relies 

on experiential knowledge. According to Arthur Samuel's definition [19], ML is the field of 

study that gives computers the ability to learn without being explicitly programmed. ML can 

be categorized into three primary types: supervised learning, unsupervised learning, and RL. 

Supervised learning refers to the process of training a model on a labeled dataset, 

where each input is associated with a known target output. By learning the relationship be-

tween the input data and the corresponding output, the model can make predictions on un-

seen data.  

Unsupervised learning, on the other hand, involves training on data without labeled 

outcomes, with the goal of discovering patterns, structures or distributions in the data. 

RL is a decision-making learning process that operates through trial and error. The 

model interacts with an environment and learns the optimal strategy by receiving rewards or 

penalties based on its actions. This approach is widely used in domains such as gaming, 

robotics control and ADSs. 
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2.2 Deep Learning 

DL, a critical subfield of ML, leverages multi-layer neural networks to enable effi-

cient data extraction and transformation. Through the backpropagation algorithm, deep 

learning models can adjust and optimize their internal parameters, thereby enhancing their 

learning capabilities and improving prediction accuracy [20]. One of the key strengths of DL 

lies in its exceptional performance when dealing with high-dimensional data. Feedforward 

Neural Networks (FNNs) are commonly applied to classification and regression tasks, 

whereas Convolutional Neural Networks (CNNs) have achieved significant advancements 

in processing high-dimensional data such as images and videos. Simultaneously, Recurrent 

Neural Networks (RNNs) and their variants have shown unique advantages in handling se-

quential data, such as text and speech. 

In this study, non-end-to-end ADSs primarily utilize Multilayer Perceptrons (MLPs), 

a classical type of FNN. On the other hand, end-to-end ADSs mainly employ CNN to process 

image inputs. Therefore, this work will focus on the detailed introduction of FNNs and 

CNNs. 

2.2.1 Feedforward Neural Networks 

FNNs, also known as MLPs, consists of an input layer, hidden layers, and an output 

layer, with a total number of layers greater than three (Fig. 2.1). Each layer is composed of 

multiple neurons that communicate and compute information through weights, biases, and 

activation functions. Neurons are the fundamental units within a neural network, and each 

neuron is fully connected to all neurons in the preceding layer. They receive inputs from the 

previous layer and perform a linear transformation on these inputs. 

Specifically, each input from the preceding layer is assigned a weight, and the 

weighted inputs are summed together with an additional bias term, forming the result of the 

linear transformation. This result is then processed by a nonlinear activation function. The 

output of the activation function serves as the input for the subsequent layer. The activation 

function allows the model to learn complex nonlinear features, without which the stacked 

linear layers would only represent linear relationships. This process, where input data is 
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passed through the input layer, propagated through the hidden layers, and then passed to the 

output layer, is referred to as forward propagation. 

 

 

 

 

 

 

 

Fig.2.1: Feedforward neural network architecture. 

In order to make the model's output closer to the true output of the samples, it is 

necessary to optimize the weights and biases within the network. Typically, a loss function 

is employed to measure the error between the model's predictions and the true values. A 

common loss function is the Mean Squared Error [21]. By utilizing gradient descent, the loss 

function can be minimized, thereby optimizing the internal parameters of the model. 

2.2.2 Convolutional Neural Networks 

CNNs are primarily designed to process multi-dimensional data and have been suc-

cessfully applied in various domains, including facial recognition [22], object and traffic 

sign detection [23], robotic vision [24], and AD. The typical architecture of a CNN consists 

of convolutional layers, pooling layers (also known as subsampling layers), and fully con-

nected layers. Fig. 2.2 illustrates the CNN architecture of LeNet-5, as proposed by Lecun et 

al [25]. Lecun et al. used a 32×32 pixel grayscale image as input to solve the handwritten 

character classification problem. 
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Fig.2.2: LeNet-5 network architecture [25]. 

The convolutional layer performs convolution operations on the input image using 

convolutional kernels and applies activation functions such as the Rectified Linear Unit 

(ReLU) to introduce non-linearity. This process enables the network to learn complex fea-

tures. One of the distinctive characteristics of CNNs is local connectivity. By employing 

local connectivity, a CNN only connects to a localized region of the input data, allowing it 

to effectively extract local features such as edges, endpoints, and corners. As the depth of 

the network increases, these local features are gradually combined to detect higher-level 

complex patterns. Local connectivity significantly reduces the number of parameters, 

thereby mitigating the risk of overfitting to some degree. Another critical feature is weight 

sharing. The units in a convolutional layer are organized into feature maps, and all units 

within the same feature map share the same filter (i.e., weights), a concept known as weight 

sharing. This greatly reduces the number of parameters, enhancing the efficiency of model 

training. 

Pooling layers are employed to downsample the output of the convolutional layers, 

reducing the resolution of the feature maps. This decreases computational complexity while 

enhancing robustness to translation and distortion. Moreover, pooling layers help accelerate 

computation and mitigate the risk of model overfitting. 

Finally, the fully connected layers transform the features extracted by the convolu-

tional and pooling layers into the final output. Depending on the task, the output of the fully 

connected layers can be class labels for classification tasks, predicted values for regression 

tasks, or other task-specific outcomes. 



 

11 

 

Autonomous robot car with Deep Reinforcement Learning 

2.3 Deep Reinforcement Learning 

This chapter introduces the theoretical foundations of DRL, including Markov Deci-

sion Process (MDP), value-based DRL and policy-based DRL. 

2.3.1 Markov Decision Process 

The MDP is used to mathematically model RL problems. Its core characteristic is 

that the transition probabilities between states and the corresponding rewards depend solely 

on the current state and action, without regard to past states or actions. An MDP typically 

consists of a state space 𝑆, an action space 𝐴, a state transition function 𝑃, a reward func-

tion 𝑅, and a discount factor 𝛾. The primary entity in RL is known as the agent, while the 

environment refers to the system with which the agent interacts. 

 

 

 

 

 

 

Fig. 2.3: Interaction diagram between the agent and the environment in an MDP [26]. 

As illustrated in Fig. 2.3, at time step 𝑡, the agent is in a certain state 𝑠𝑡 within the 

environment. Based on this state, the agent selects an action 𝑎𝑡. Under the influence of the 

state transition function, the agent transitions to the next state  𝑠𝑡+1  with a probability 

𝑃(𝑠𝑡+1|𝑠𝑡, 𝑎𝑡) and receives an immediate reward 𝑟𝑡+1. This process is repeated, and the in-

teraction between the agent and the environment generates a sequence of experiences 

(𝑠1, 𝑎1, 𝑟1, 𝑠2, 𝑎2, 𝑟2, 𝑠3, 𝑎3, 𝑟3, … ), which is referred to as a trajectory. 

When an agent interacts with its environment, the environment responds by generat-

ing a corresponding reward. The sum of the rewards accumulated from the current time step 

to the end of the episode is referred to as the return. However, due to the inherent uncertainty 

of future rewards, it is standard practice to discount them, with the discounted return being 
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formulated in equation (1) [27]. The discount factor, denoted as 𝛾, lies within the range [0,1]. 

A value of  𝛾 approaching 1 emphasizes long-term cumulative rewards, while a value closer 

to 0 focuses on more immediate rewards. 

                𝐺𝑡 = 𝑅𝑡 + 𝛾𝑅𝑡+1 + 𝛾2𝑅𝑡+2 + ··· = ∑ 𝛾𝑘𝑅𝑡+𝑘
∞
𝑘=0                                 (1) 

The goal of RL is to maximize cumulative rewards. However, the inherent random-

ness in the process arises from two sources: the policy function and the state transition func-

tion. As a result, accurately predicting the return for a given state 𝑠 can be challenging. To 

address this complexity, it is more practical to calculate the expected return. The expected 

return for a given state 𝑠 is formally defined as the state value function 𝑉(𝑠) [28]. 

                                𝑉𝜋(𝑠) = 𝐸𝜋[𝐺𝑡|𝑆𝑡 = 𝑠𝑡]                                                   (2) 

In a similar manner, the expected return for taking action 𝑎 in state 𝑠 is described by the 

action value function 𝑄 [28]. 

                           𝑄𝜋(𝑠|𝑎) = 𝐸𝜋[𝐺𝑡|𝑆𝑡 = 𝑠𝑡, 𝐴𝑡 = 𝑎𝑡]                                    (3) 

The state value function reflects the expected return when in a given state under a given 

strategy, and the action value function evaluates the quality of taking a particular action 𝑎 𝑡in 

state 𝑠𝑡. 

RL aims to find an optimal policy. Assuming the optimal policy is 𝜋∗, the Bellman 

optimality equations (4) and (5) can be derived. 

                                            𝑉𝜋∗(𝑠) = 𝑚𝑎𝑥
𝜋

𝑉𝜋(𝑠)                                          (4) 

                                                        𝑄𝜋∗(𝑠, 𝑎) = 𝑚𝑎𝑥
𝜋

𝑄𝜋(𝑠, 𝑎)                                       (5) 

 

2.3.1 Value-Based DRL 

Value-based RL aims to learn a value function, such as 𝑉𝜋(𝑠) or 𝑄𝜋(𝑠, 𝑎) to evaluate 

states or state-action pairs, and subsequently select actions that maximize the expected return 

[29]. For the Q-learning algorithm, a deep neural network can be employed to approximate 

the optimal action-value function 𝑄𝜋∗(𝑠, 𝑎). This is achieved by iteratively updating the neu-

ral network parameters via gradient descent, so that the network's output gradually converges 
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towards 𝑄𝜋∗(𝑠, 𝑎). Deep Q-Network (DQN) incorporates two key mechanisms that enhance 

the stability and efficiency of training. First, the experience replays mechanism [28] ensures 

that data samples are independent and identically distributed. This not only reduces the cor-

relation between consecutive samples but also increases sample efficiency, as individual ex-

periences can be reused multiple times during training. Second, DQN introduces the concept 

of a target network [28], which stabilizes the training process by mitigating fluctuations in 

target values. In addition, value-based RL also includes Double Deep Q-Networks (DDQN), 

DDQN addresses a critical limitation of DQN, namely the overestimation of Q-values. In 

DQN, the same network is used to both select and evaluate actions, which can lead to biased 

Q-value estimates and suboptimal policies. DDQN tackles this issue by using two separate 

neural networks: one network selects the action, while the other evaluates its corresponding 

Q-value. This separation of action selection and value estimation reduces the risk of overes-

timation, allowing DDQN to perform more robustly, particularly in complex environments. 

2.3.2 Policy-Based DRL 

In policy-based DRL, the goal is to learn an optimal policy 𝜋∗(𝑎|s). A deep neural 

network 𝜋(𝑎|s, θ) is used to approximate the policy function 𝜋(𝑎|s), where the neural net-

work 𝜋(𝑎|s, θ) is referred to as the policy network, and 𝜽 represents the network parameters. 

Policy-based DRL mainly includes policy gradient algorithms, actor-critic algorithms, 

TRPO, and PPO algorithms. The policy gradient methods [30] update the parameters of the 

policy network through gradient ascent to maximize cumulative rewards, ultimately obtain-

ing the optimal policy. The Actor-Critic method [31] involves the simultaneous training of 

a policy network and a value network. The policy network interacts with the environment, 

progressively learning to select more optimal actions, while the value network provides feed-

back by evaluating the performance of the policy. The policy network updates its parameters 

using a policy gradient algorithm, where the updates are guided by the value network's as-

sessment of the current policy's effectiveness. The value network, in turn, learns and esti-

mates a value function (such as 𝑉(𝑠) or 𝑄(𝑠, 𝑎)) based on data collected from the policy's 

interaction with the environment, enabling a more precise evaluation of the quality of actions 

taken in a given state. This feedback aids the policy network in more efficiently updating its 

parameters. Schulman et al. [32] introduced the Trust Region Policy Optimization (TRPO) 

algorithm, which constrains policy updates within a trust region to prevent excessive step 
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sizes that could destabilize the learning process. While in conventional policy gradient meth-

ods the step size is primarily controlled by the learning rate, in TRPO, proximity in parameter 

space does not necessarily ensure that the action probability distributions of the new and old 

policies remain close. To address this, TRPO imposes a constraint on the Kullback-Leibler 

(KL) divergence between the new and old policies, ensuring that the difference between 

them stays within a defined range, thus avoiding excessively large updates. 

2.3.3 Proximal Policy Optimization 

While TRPO has demonstrated strong performance across a variety of tasks, its com-

putational complexity presents huge challenges. To overcome these challenges, Schulman 

et al. (2017) [33] introduced an enhanced variant of the TRPO algorithm known as PPO. 

Extensive experiments have demonstrated that PPO not only matches, but frequently sur-

passes the performance of TRPO, while also simplifying the algorithmic implementation. 

PPO primarily exists in two forms: PPO-Penalty and PPO-Clip. This work will focus on the 

latter variant, PPO-Clip, due to its greater stability, which also makes it more suitable for 

our experimental framework. 

PPO-Clip constrains the magnitude of policy updates through a clipping mechanism, 

preventing excessive updates that could lead to policy instability. Its objective function is: 

𝐿𝐶𝐿𝐼𝑃(𝜃) = 𝐸𝑡[𝑚𝑖𝑛 (𝑟𝑡(𝜃)𝐴𝜋(𝑠𝑡, 𝑎𝑡), 𝑐𝑙𝑖𝑝(𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖)𝐴𝜋(𝑠𝑡, 𝑎𝑡))]     (6) 

Where 𝜖 is a hyperparameter, 𝑐𝑙𝑖𝑝(𝑟𝑡(𝜃), 1 − 𝜖, 1 + 𝜖) constrains 𝑟𝑡(𝜃) to stay within the 

bounds of 1 − 𝜖 and 1 + 𝜖, 𝐴𝜋(𝑠𝑡, 𝑎𝑡) is the advantage function, which measures how good 

or bad action 𝑎 is in state 𝑠 compared to the average behavior of the policy 𝜋.  𝑟𝑡(𝜃) is the 

ratio between the new and old policies, and it can be expressed with the following formula: 

                                             𝑟𝑡(𝜃) =
𝜋′(𝑎𝑡|𝑠𝑡)

𝜋(𝑎𝑡|𝑠𝑡)
                                                   (7) 

The red dot in Fig. 2.4 marks the starting point of the policy update, where 𝑟𝑡(𝜃) = 1, indi-

cating that the new policy is identical to the old one at this stage. In the case where 𝐴 > 0, 

meaning the current action outperforms the average, the objective function favors an increase 

in 𝑟𝑡(𝜃). However, the clipping mechanism ensures that 𝑟𝑡(𝜃) does not exceed 1 + 𝜖. Con-

versely, when 𝐴 < 0, the objective function tends to decrease 𝑟𝑡(𝜃), but the clipping mech-

anism similarly constrains 𝑟𝑡(𝜃) from falling below 1 − 𝜖. 
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Fig.2.4: PPO-Clipping Diagram [33]. 
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Chapter 3 Method 

3.1 Simulation Platform 

In our research, we utilize the Gym Duckietown simulation platform, an open-source 

AD simulator developed by a team from Massachusetts Institute of Technology. Duckietown 

provides a simulation environment that closely mimics real-world conditions, offering a va-

riety of maps for training and testing DRL algorithms. As shown in Fig.3.1, the town in-

cludes two-way lanes, traffic lights, pedestrians (Duckies), vehicles (Duckiebots), and ob-

stacles (cones), which researchers can use to complete various tasks such as navigation, ob-

stacle avoidance, car following, and overtaking. 

Duckiebot is equipped with a front-facing camera featuring a 160-degree field of view 

fisheye lens, which is one of its most critical sensors. This wide field of view enables the 

camera to capture more detailed information about the surrounding environment in a single 

frame, making it effective for environmental perception. This enhanced perception is essen-

tial for achieving end-to-end AD, as the system relies heavily on the camera data to navigate 

and make decisions in real-time. 
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Fig.3.1: Different maps in Gym Duckietown(left Fig. Source: [34]). 

3.2 Propose Method 

In this research, we initially train a non-end-to-end AD model to accomplish the lane-

keeping task. The non-end-to-end approach uses a three-dimensional vector that includes the 

vehicle's driving state as input, which is processed by MLPs to compute the control actions 

for the agent’s movement. Using low-dimensional vector inputs accelerates the training pro-

cess, allowing us to experiment with different reward functions and quickly identify the one 

that performs best. 

Our goal is to achieve end-to-end lane-keeping and obstacle avoidance. The end-to-

end approach takes raw images from the front-facing camera as input, extracting features 

using a CNN and then passing them through a fully connected layer to compute the output. 

Compared to the non-end-to-end method, the end-to-end approach has a slower computation 

speed and converges more slowly. We utilize the reward function identified through the non-

end-to-end approach for the end-to-end lane-keeping task. For the obstacle avoidance task, 

we adopt a two-stage RL approach and compare it with the normal RL method. 
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3.3 Observation Space 

3.3.1 Observation space of Non-End-to-End AD 

As mentioned in Section 3.2, the observation space in non-end-to-end AD is repre-

sented by a three-dimensional vector that describes the driving state of the vehicle. Based on 

this state, adjustments can be made to the vehicle's posture to ensure it follows the right lane 

centerline as closely as possible. The three elements of this vector are: the distance of the 

vehicle from the right lane centerline 𝑑, the angle 𝛼 between the vehicle's driving direction 

and the right lane centerline, and the speed 𝑣, as illustrated in Fig. 3.2. 

 

 

 

 

 

 

 

Fig.3.2: Diagram of Vehicle Driving State. 

The total width of the lane is 0.48 meters. When the vehicle is positioned on the 

centerline of the right lane, the lateral deviation 𝑑 = 0; when the vehicle is to the left of the 

centerline, 𝑑 < 0, and when it is to the right, 𝑑 > 0. Therefore, the lateral deviation 𝑑 lies 

within the range [−0.36, 0.12] . The orientation deviation 𝛼  falls within the range 

[−𝜋/2, 𝜋/2]. The vehicle’s maximum speed is 0.63 𝑚/𝑠, so the velocity 𝑣 is constrained to 

the range [0, 0.63]. These three elements are all normalized to the range [-1, 1]. The Obser-

vation of non-end-to-end AD is (𝑑𝑛𝑜𝑟𝑚, 𝛼𝑛𝑜𝑟𝑚, 𝑣𝑛𝑜𝑟𝑚).  

3.3.2 Observation space of End-to-End AD 

In end-to-end AD, we use images captured by the onboard camera as observation 

space. In Gym Duckietown, the raw input image has dimensions of 3 × 640 × 480, which 
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represents an RGB image with three channels. The image has a resolution of 640 pixels in 

width and 480 pixels in height, with pixel values ranging from 0 to 255 for each channel. To 

accelerate the convergence of the training process, the pixel values are normalized to the 

range [0,1]. 

However, the original image size is large, which can slow down the training process 

and make convergence more difficult. Therefore, we downscaled the original image from 

3 × 640 × 480 to 3 × 128 × 96 while maintaining the aspect ratio, as shown in Fig. 3.3. 

This resized image not only preserves the original field of view but also accelerates the con-

vergence process. On the other hand, the resolution is slightly reduced due to the downscal-

ing. 

 

 

 

 

 

 

(a)                                                                     (b) 

Fig3.3: (a) Original  640 × 480 𝑖𝑚𝑎𝑔𝑒 as observation space, (b) Scaled 128 × 96 image 

as observation space. 

3.4 Action Space 

The action space defines the set of all actions an agent can take. In the Gym Duck-

ietown environment, the vehicle's action space is represented by a continuous two-dimen-

sional vector. The first dimension corresponds to the steering angle, normalized to the range 

[-1, 1], where -1 and 1 denote the maximum left and right steering angles, respectively. In 

our research, the task is to ensure the car moves forward along the centerline of the right lane 

while avoiding obstacles. To enable this, we restrict the second dimension of the action space 
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to [0, 1], where 0 indicates the vehicle is stationary, and 1 represents forward movement at 

maximum speed. 

3.5 Reward Shaping 

The reward is a numerical value returned by the environment to the agent after the 

agent performs an action in a given state. In RL, rewards are used to evaluate the quality of 

the agent’s actions. Therefore, designing an appropriate reward function is crucial for 

achieving good RL outcomes. In this section, we will introduce the reward functions used 

for lane-keeping and obstacle avoidance, respectively. 

3.5.1 Reward Function for Lane Keeping 

To accomplish the lane-keeping task, the vehicle should travel along the centerline 

of the right lane. Under ideal conditions, the vehicle’s lateral deviation is zero, its orientation 

deviation is zero, and its speed should closely approach the desired speed. Based on these 

three metrics, we design a reward function as follow: 

(1) Distance Reward: The distance reward function 𝑅𝑑 is designed to encourage the vehicle 

to drive as closely as possible along the centerline of the right lane. The closer the vehicle is 

to the centerline, the higher the reward. 𝑅𝑑 is defined by the following equation: 

                                 𝑅𝑑 = 𝑒−𝑘𝑑·|𝑑|                                             (8) 

Where 𝑑 is lateral deviation, 𝑘𝑑 is a sensitivity parameter that determines how strongly the 

reward is affected by the deviation. 

(2) Orientation Reward: The orientation reward function 𝑅𝛼 encourages the vehicle to align 

its direction of travel with the direction of the right lane centerline. When the orientation 

deviation 𝛼 is zero, the reward 𝑅𝛼 reaches its maximum value. 𝑅𝛼 is defined by the follow-

ing equation: 

                               𝑅𝛼 = 𝑐𝑜𝑠 (𝑘𝛼 · 𝛼)                                       (9) 

Where 𝛼 is orientation deviation, and 𝑘𝛼 is sensitivity. 
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(3) Speed Reward: In our study, the maximum speed of the vehicle is 0.63 m/s, which is also 

the desired speed. Therefore, we encourage the vehicle to get as close as possible to this 

maximum speed. Thus, the speed reward 𝑅 𝑣 is defined as follows: 

                                     𝑅𝑣 = 𝑣                                            (10) 

The overall reward 𝑅 combines the distance reward 𝑅𝑑, orientation reward 𝑅𝛼, and speed 

reward 𝑅𝑣 to guide the vehicle's behavior. The total reward is given by a weighted sum of 

the individual components: 

                       𝑅 = 𝑤𝑑𝑅𝑑 + 𝑤𝛼𝑅𝛼 + 𝑤𝑣𝑅𝑣                        (11) 

Where 𝑤𝑑 , 𝑤𝛼, 𝑤𝑣 are weights that represent the relative importance of different compo-

nents of the reward function. A larger weight value means that the corresponding reward 

component is more important. The weight parameters and sensitivity parameters of the lane-

keeping reward function (11) are shown in Table 1. 

Table 1: The parameters of the lane-keeping reward function. 

 𝑤𝑑 𝑤𝛼 𝑤𝑣 𝑘𝑑 𝑘𝛼 

Value 4 2 4 12 3 

 

In subsequent training, we will further investigate the impact of varying sensitivity 

coefficients on the training outcomes. 

3.5.2 Reward Function for Obstacle Avoidance 

Obstacle avoidance is a fundamental task in AD. To evaluate the capability of DRL 

in solving obstacle avoidance tasks, we have designed three different reward functions for 

comparison. 

3.5.2.1 Reward Function 1 

For the first reward function, we designed a path for obstacle avoidance, as illustrated 

in Fig. 3.4 (a). When the vehicle detects an obstacle ahead in the right lane, it should maneu-

ver into the adjacent left lane to avoid the obstacle, and subsequently return to the right lane 

once it has passed. 
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We define a safety distance of 0.45 meters, referred to as 𝑑𝑠𝑎𝑓𝑒. If the distance be-

tween the ego vehicle and the obstacle is less than 0.45 meters and the obstacle is in the right 

lane, the vehicle will execute the avoidance maneuver. Otherwise, the vehicle will continue 

lane-keeping.  

 

 

 

 

 

 

 

 

                               (a)                                                                              (b) 

Fig.3.4: (a) Obstacle avoidance path of the ego vehicle, (b) Position relationship diagram 

between the ego vehicle and the obstacle. 

First, the vehicle must determine whether the obstacle is in the left or right lane. The 

obstacle could be located anywhere within the right lane, so we consider a extreme case 

where the obstacle is positioned exactly at the leftmost edge of the right lane, i.e., on the lane 

centerline, as shown in Fig. 3.4 (b). Here, the unit vector pointing from the ego vehicle to-

wards the obstacle is denoted as 𝑎⃗, the unit vector along the direction of the right lane cen-

terline is denoted as 𝑏⃗⃗, and the unit vector perpendicular to the lane centerline pointing to 

the right side of the road is denoted as 𝑐. The angle between vectors 𝑎⃗ and 𝑏⃗⃗ is 𝛿, and the 

angle between vectors 𝑎⃗ and 𝑐 is 𝜑. From these definitions, we obtain the following rela-

tionships: 

                                       𝜑 = 𝛿 +
𝜋

2
                                            (12) 

At this point, the vehicle is 0.45 meters away from the obstacle, while the obstacle is 

0.12 meters away from the right lane centerline. Based on simple geometric relations, we 



 

23 

 

Autonomous robot car with Deep Reinforcement Learning 

can determine that 𝛿 = 0.27 𝑟𝑎𝑑 and using Equation (12), we obtain 𝜑 = 1.84 𝑟𝑎𝑑. The 

condition for obstacle avoidance can be expressed as follows: 

                          𝜑 < 1.84 𝑟𝑎𝑑    𝑎𝑛𝑑     𝑑𝑠𝑎𝑓𝑒 < 0.45𝑚                      (13) 

Therefore, if the conditions outlined in (13) are satisfied, it indicates that the distance 

between the ego vehicle and the obstacle is less than the safety distance of 0.45 meters, and 

the obstacle is necessarily located in the right lane, requiring the execution of the obstacle 

avoidance maneuver. 

If the vehicle detects an obstacle ahead while driving in the right lane, it will steer to 

the left with a constant steering angle, denoted as 𝛼0. Once the vehicle enters the left lane, 

𝛼0 begins to change linearly. When the vehicle reaches the centerline of the left lane, 𝛼0 

becomes zero, and the vehicle proceeds along the centerline of the left lane. Here, 𝛼0 is a 

tunable hyperparameter. Fig. 3.5 illustrates the relationship between the desired steering an-

gle 𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑, and the lateral deviation 𝑑. The relationship between 𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑 and 𝑑 can be ex-

pressed as follows: 

𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑 = {

𝛼0

0.12
· 𝑑 + 2𝛼0 ,     − 0.36 ≤ 𝑑 ≤ −0.12

𝛼0 ,                       − 0.12 <  𝑑   ≤ 0.12        
                          (14) 

 

 

 

 

 

 

 

 

Fig.3.5: The relationship between the desired steering angle and lateral deviation. 
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If the actual steering angle 𝛼 is close to the desired steering angle 𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑, a larger 

reward is given; otherwise, a smaller reward is granted. Based on this, the reward function 

for obstacle avoidance 𝑅𝑜𝑏𝑠𝑡𝑎𝑐𝑙𝑒 can be expressed as: 

                              𝑅𝑜𝑏𝑠𝑡𝑎𝑐𝑙𝑒 = 5𝑒−4|𝛼−𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑| + 4𝑣                                    (15) 

By combining Equation (11), (13) and (15), the overall reward function can be ex-

pressed as: 

𝑅1 = {
5𝑒−4|𝛼−𝛼𝑑𝑒𝑠𝑖𝑟𝑒𝑑| + 4𝑣,         𝑖𝑓: 𝜑 < 1.84    𝑎𝑛𝑑    𝑑𝑠𝑎𝑓𝑒 < 0.45

𝑤𝑑𝑅𝑑 + 𝑤𝛼𝑅𝛼 + 𝑤𝑣𝑅𝑣,                                                        𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
     (16) 

3.5.2.2 Reward Function 2 

In this section, we define safety circles for both the ego vehicle and obstacles, allow-

ing the vehicle to detect potential collision risks in advance. If their safety circles do not 

intersect, there is no risk of collision, as illustrated in Fig. 3.6 (a). As the vehicle approaches 

an obstacle, the two safety circles begin to overlap, and the closer the vehicle gets to the 

obstacle, the larger the overlapping area between the two circles becomes, as shown in Fig. 

3.6 (b). 

 

 

 

 

 

 

                 

                     (a)                                                                           (b) 

Fig.3.6: (a) Safety circles of the ego vehicle and obstacle, (b) The safety circle of the ego 

vehicle intersects with the safety circle of the obstacle. 
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In this figure, 𝑝𝑎𝑝𝑝𝑟𝑜𝑎𝑐ℎ represents the approach penalty. 𝑝𝑎𝑝𝑝𝑟𝑜𝑎𝑐ℎ  is a negative 

value, with its absolute value equal to the area of the overlapping portion between the two 

safety circles. Based on lane-keeping considerations, the overall reward function can be ex-

pressed as: 

            𝑅2 = 𝑤𝑑𝑅𝑑 + 𝑤𝛼𝑅𝛼 + 𝑤𝑣𝑅𝑣 + 𝑤𝑝𝑝𝑎𝑝𝑝𝑟𝑜𝑎𝑐ℎ                 (17) 

Where 𝑤𝑝 is weight of approach penalty and is set to 500. 

The radius of the safety circle plays a crucial role in the training performance. If the 

radius of the obstacle's safety circle is too small, the vehicle will only detect the risk of 

collision when it is very close to the obstacle. Conversely, if the radius of the obstacle's 

safety circle is too large, it may interfere with vehicles traveling in the opposite direction in 

the left lane. Considering these factors, we set the radius of the obstacle's safety circle to 

0.12 meters, with its diameter matching the width of the right lane, ensuring that it does not 

affect vehicles in the left lane. In the Gym Duckietown simulator, the default length of the 

Duckiebot is 0.18 meters, and its width is 0.13 meters. We use the length of the Duckiebot 

as the diameter of the ego vehicle's safety circle, as shown in Fig. 3.6 (a). 

3.5.2.3 Reward Function 3  

In this section, we designed a very simple reward function. Based on lane-keeping, 

if a collision occurs during the vehicle's progress, a penalty is applied immediately; other-

wise, no penalty is given, as shown in Fig. 3.7. 

 

 

 

 

 

 

 

Fig.3.7: The diagram illustrating the collision penalty. 
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The overall reward function can be expressed as: 

                        𝑅3 = 𝑤𝑑𝑅𝑑 + 𝑤𝛼𝑅𝛼 + 𝑤𝑣𝑅𝑣 + 𝑝                                              (18) 

Where 𝑝 is collision penalty. If a collision occurs, 𝑝 = −10; otherwise, 𝑝 = 0. 

3.6 Network Architecture 

In our research, we utilize the PPO algorithm to train an agent to perform lane-keeping 

and obstacle avoidance tasks. The PPO algorithm simultaneously trains a policy network 

and a value network. The role of the policy network is to determine the appropriate action 

for the agent to take in the current state based on the input observation space, while the value 

network is responsible for estimating the value of the current state, which refers to the ex-

pected cumulative rewards the agent can obtain from that state. The value network's output 

is used to calculate the advantage function, which evaluates how favorable a particular action 

is relative to the average performance. This advantage function guides the optimization of 

the policy network's parameters, enhancing the agent's decision-making capability. To re-

duce computational overhead, we utilize a shared network architecture for both the policy 

network and the value network, although their outputs are different. 

For non-end-to-end AD, the input observation space is represented as a three-dimen-

sional vector. We employ a two-layer fully connected neural network, with each layer con-

taining 64 neurons, followed by a 𝑡𝑎𝑛ℎ activation function to introduce non-linearity. After 

the shared layers, the policy and value networks generate different outputs: the policy net-

work produces a probability distribution over actions, from which the agent samples to de-

termine the current velocity 𝑣 and steering angle 𝛼. The structure of the policy network is 

shown in Table 2. The value network, on the other hand, outputs the value of the current 

state, which is used to compute the advantage function. This advantage function then guides 

the parameter updates and optimization of the policy network. The structure of the value 

network is shown in Table 3. 
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Table 2: Policy network for non-end-to-end AD. 

Layer Number of Neurons Activation Function Connection Type 

Input Layer 3 - Fully connected 

Hidden Layer 1 64 tanh Fully connected 

Hidden Layer 2 64 tanh Fully connected 

Output Layer 2 - Fully connected 

 

Table 3: Value network for non-end-to-end AD. 

Layer Number of Neurons Activation Function Connection Type 

Input Layer 3 - Fully connected 

Hidden Layer 1 64 tanh Fully connected 

Hidden Layer 2 64 tanh Fully connected 

Output Layer 1 - Fully connected 

 

In end-to-end AD, images captured by an onboard camera are used as input to the 

neural network. We employ a CNN to extract features from the images. The structure of the 

CNN depends on the dimensions of the input images. In our experiments, the image size is 

set to 3×128×96. Through extensive experimentation, we identified a CNN architecture that 

delivers good performance, as shown in Fig. 3.8. 

We utilize a neural network structure composed of three convolutional layers， each 

followed by a ReLU activation function to introduce non-linearity. After the final convolu-

tional layer, the feature maps are flattened into a fully connected layer with 3456 elements. 

This layer is subsequently followed by two additional fully connected layers, which reduce 

the dimensionality to 64 elements. After each fully connected layer, a tanh activation func-

tion is applied. The choice of tanh is motivated by its good performance in shallow networks 

and the need to normalize the output of the actions. 
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                                                                       (a) 

 

 

 

 

 

 

 

 

                                                                        (b) 

Fig.3.8: (a) Policy network for end-to-end AD, (b) Value network for end-to-end AD. 

The policy and value networks utilize the same network architecture, but they pro-

duce distinct outputs. The policy network outputs the agent's velocity and steering angle, 

which are sampled from the predicted policy distribution. On the other hand, the value net-

work generates a scalar output representing an estimation of the long-term reward for the 

current state. Additionally, the output of the value network also serves to supervise the policy 
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network, The scalar output of the value network can be used to calculate the advantage 

function, providing an update direction for the policy network. 
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Chapter 4 Experiments and results 

4.1 Training Process 

First, we employed a non-end-to-end approach to train the lane-keeping task in order 

to identify a suitable reward function. The same reward function was then used to train the 

end-to-end autonomous driving system. To ensure that the best reward function was selected, 

we also conducted training with different sensitivity coefficients for comparison. Subse-

quently, we trained the obstacle-avoidance task using three different reward functions. For 

each reward function, two different methods were applied: two-stage RL and RL. The two-

stage RL method involved continuing the training based on the pre-trained lane-keeping 

model, meaning the agent already possessed lane-keeping capabilities at the start of training. 

In contrast, the normal RL method required the agent to simultaneously learn both lane-

keeping and obstacle-avoidance tasks from the outset. 

In our experiments, we utilize a Python 3.8 environment along with PyTorch 2.0.0 as 

the deep learning framework. For GPU acceleration, we employ CUDA 11.8, running on an 

NVIDIA GeForce RTX 4060 GPU. The interaction frequency between the agent and the 

environment is 30 Hz. This study employs the PPO algorithm from the PyTorch-based RL 

library Stable-Baselines3. The vehicle is placed randomly each time. For non-end-to-end 
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AD, completing 2 million time steps takes approximately 4 hours, while for end-to-end AD, 

it takes around 6 hours. The hyperparameters used during training are presented in Table 4. 

Table 4: Hyperparameter for PPO. 

Hyperparameters Value 

Learning rate 3× 10−4 

Clip range 0.2 

Reward discount factor 0.99 

Batch size 64 

The maximum time steps per episode. 1000 

Maximum time steps 2× 106 

In the training of the lane-keeping task, we use a complex map with eight curves, as 

shown in Fig. 4.1(a). The increased number of curves adds to the training difficulty, partic-

ularly in the case of inner curves, where the vehicle must execute larger steering angles 

within a short period of time, potentially increasing the risk of failure. For the obstacle avoid-

ance task, we place one obstacle on both the inner and outer tracks of the map to ensure that 

the vehicle encounters an obstacle in every episode. The obstacles used in this scenario are 

Duckiebots (vehicles), as illustrated in Fig. 4.1(b). 

 

 

 

 

 

 

                                (a)                                                                              (b) 

Fig.4.1: (a) Map for lane-keeping, (b) Map for obstacle avoidance. 
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4.2 Results 

To verify the stability of the training results, each model was trained seven times. The 

results of all seven training runs are represented as a shaded area in the reward function 

graph, with the median depicted as a solid dark line. The median is used because it mitigates 

the influence of extreme values and provides a better reflection of the central tendency of 

the data. 

4.2.1 Results of lane-keeping 

4.2.1.1 Comparison for non-end-to-end and end-to-end 

The results of both non-end-to-end and end-to-end training for the lane-keeping task 

are presented in Fig. 4.2. 

 

 

 

  

 

 

 

 

Fig.4.2: Comparison of average rewards for non-end-to-end and end-to-end lane-keeping. 

As shown in Fig. 4.2, the average rewards for both the non-end-to-end and end-to-

end methods reach their maximum values almost simultaneously. In each episode, the max-

imum number of steps is 1000, and based on the reward function (11), the theoretical maxi-

mum reward per episode is 8520, as indicated by the dashed line in the figure. The maximum 

average reward for the non-end-to-end method is closer to this theoretical maximum, while 

the maximum average reward for the end-to-end method is lower. The non-end-to-end 

method uses a three-dimensional vector as the observation space, where lateral deviation, 
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orientation deviation, and speed are accurately extracted from the simulator in Gym Duck-

ietown and directly fed into the neural network. In contrast, the end-to-end method uses high-

dimensional image data as input, which requires extensive convolutional computations to 

extract features, increasing the complexity of the task. As a result, the end-to-end method 

experiences more failed episodes during training, leading to a lower average reward. 

4.2.1.2 Comparison of different sensitivity coefficients: 𝒌𝒅 and 𝒌𝜶 for 

end-to-end 

To verify whether the reward function we adopted is optimal, we set different sensi-

tivity coefficients, 𝑘𝑑 and 𝑘𝛼, during the end-to-end training process. For comparison with 

the results obtained using the parameters in Table 1, we additionally trained models with 𝑘𝑑 

set to 9 and 6, and  𝑘𝛼 set to 2 and 1.  

The training results for different values of 𝑘𝑑 are shown in Fig. 4.3. 

 

 

 

 

 

 

 

 

Fig.4.3: Comparison of average rewards for different 𝑘𝑑. 

In Section 3.5.1, the overall reward function is composed of three parts: distance 

reward 𝑅𝑑, orientation reward 𝑅𝛼, and speed reward 𝑅𝑣. Theoretically, the maximum value 

for the distance reward 𝑅𝑑 per time step is 4, the maximum value for the orientation reward 

𝑅𝛼 is 2, and the maximum value for the speed reward 𝑅𝑣 is 2.52. The distance reward carries 

a larger weight in the overall reward and thus has a greater impact on the total reward. In 

equation (8), 𝑘𝑑 appears in the exponent of the distance reward function, giving it significant 
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influence over the distance reward. Therefore, 𝑘𝑑 has a considerable effect on the overall 

reward function. For the same lateral deviation of the vehicle, a higher 𝑘𝑑 results in a much 

smaller distance reward. 

As seen in the figure, the reward curves for different sensitivity coefficients 𝑘𝑑 are 

very similar. When the total reward is close, theoretically, a larger 𝑘𝑑 (i.e., 𝑘𝑑=12) corre-

sponds to the smaller lateral deviation. This leads to the conclusion that 𝑘𝑑 value of 12 or 9 

result in better performance. We will verify this conclusion in the evaluation chapter, Chap-

ter 5. 

The training results for different values of  𝑘𝛼 are shown in Fig. 4.4. 

 

 

 

 

 

 

 

 

Fig.4.4: Comparison of average rewards for different 𝑘𝛼. 

As shown in the Fig. 4.4, the average reward curve is higher when 𝑘𝛼 is set to 2 or 3. 

For the same orientation deviation, a larger 𝑘𝛼 results in a smaller reward. The higher reward 

when 𝑘𝛼 is set to 2 or 3 indicates improved lane-keeping performance. Thus, we can con-

clude that the larger the 𝑘𝛼, the better the lane-keeping ability of the vehicle.  
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4.2.2 Results of obstacle avoidance 

4.2.2.1 Comparison of Two-Stage RL and RL Methods Using Three Re-

ward Functions 

In this section, we conduct training using both two-stage RL and RL methods for 

each reward function described in Section 3.5.2, in order to compare the effects of the two-

stage RL and RL approaches on the training results. 

For reward function 1, we designed an obstacle avoidance path for the vehicle. Given 

that the parameter  𝛼0 can influence the effectiveness of obstacle avoidance, we first con-

ducted training with different values of 𝛼0 (−
𝜋

4
, −

𝜋

3
, and −

5𝜋

12
). Through testing and evalu-

ation, we identified the value of 𝛼0 , which is −
𝜋

3
, that yielded the best training performance. 

This parameter was then used to perform two-stage RL and RL training. 

The training results for different 𝛼0 are presented in Fig. 4.5. 

 

 

 

 

 

 

 

 

Fig.4.5: Comparison of average rewards for different 𝛼0 in Reward Function 1. 

 

For the second reward function, we set a safety radius for both the agent and the 

obstacles, using the intersection area of their safety circles as a penalty. As they get closer, 

the penalty increases. For the third reward function, we apply a fixed penalty directly when 
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the vehicle collides with an obstacle. The results of training using two-stage RL and RL 

methods for the three reward functions are shown in Fig. 4.6. 

 

 

 

 

 

 

                              (a)                                                                               (b) 

 

 

 

 

 

 

                               (c) 

Fig.4.6: (a) Comparison of two-stage RL and RL methods for reward function 1, (b) Com-

parison of two-stage RL and RL methods for reward function 2, (c) Comparison of two-

stage RL and RL methods for reward function 3. 

Fig. 4.6 shows the reward curves obtained from training with the three reward func-

tions exhibiting similar patterns of change. The average reward curve using the RL method 

starts increasing approximately from zero, whereas the curve using the two-stage RL method 

exhibits an initial jump, beginning around 2000. This is because the two-stage RL method 

leverages the experience gained by the agent in the lane-keeping task, where the agent al-

ready has lane-keeping ability at the start of training. As a result, only the obstacle avoidance 

task needs further training, which reduces the overall task complexity and enhances the 
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agent's performance in multi-task learning. For each reward function, the reward curves of 

the two-stage RL and RL methods eventually converge to similar values, indicating that their 

performance on the training map is similar. This is because both methods use the same re-

ward function. 

4.2.2.2 Comparison of Three Reward Functions Using the Two-stage RL 

Method 

In this section, we compare the obstacle avoidance results of the three reward func-

tions, as shown in Fig. 4.7. 

 

 

 

 

 

 

 

 

Fig.4.7: Comparison of three reward functions with two-stage RL method. 

From Fig. 4.7, the results of the three reward functions are close, indicating that their 

performance on the training map is similar. In the two-stage RL method, all their reward 

curves exhibit a start sprung and then almost simultaneously converge to the maximum value.  
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Chapter 5 Evaluation  

To evaluate the results of our DRL model, several key metrics were recorded during 

testing in the simulator. These metrics play a crucial role in assessing the performance and 

effectiveness of the trained model. The primary metrics include survival time, lateral devia-

tion, orientation deviation and speed. In the obstacle avoidance task, the success rate is also 

calculated. 

Survival time refers to the driving time of the vehicle within an episode. The episode 

ends when the vehicle goes off the road, collides with an obstacle, or reaches the maximum 

time steps. Lateral deviation reflects the distance of the vehicle from the centerline of the 

right lane. In Gym Duckietown, when the vehicle is on the left side of the right lane center-

line, the value is negative, and when it is on the right side, the value is positive. To accurately 

assess the vehicle's lane-keeping ability, we calculated the mean of the absolute values of 

lateral deviation over all time steps. Similarly, for orientation deviation, the evaluation is 

also based on the average absolute value of orientation deviation over all time steps. The 

speed is directly calculated as the average speed over all time steps. 

We first evaluated the results on the training maps. To verify the generalization ca-

pability of the DRL results, we conducted tests on two unfamiliar maps for lane-keeping and 

obstacle avoidance, respectively. The maps used to test lane-keeping ability are shown in 

Fig. 5.1. 
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Map (a)                                                     map (b) 

 

 

 

 

 

 

 

                          Map (c) 

Fig.5.1: Maps used for evaluating lane-keeping. 

Map (a) is the map used during training and is also utilized for testing. Map (b) and 

Map (c) are two maps unfamiliar to the agent, used to test the generalization ability of the 

trained model. 

The maps used to assess obstacle avoidance ability are shown in Fig. 5.2. 

 

 



 

40 

 

Autonomous robot car with Deep Reinforcement Learning 

 

 

 

 

 

 

 

 

 

Map (d)                                                              Map (e) 

 

 

 

 

 

 

 

 

                                  Map (f) 

Fig.5.2: Maps used for evaluating obstacle avoidance. 

Map (d) is the one used for training and is also utilized for testing obstacle avoidance, 

Map (e) and Map (f) are new maps used exclusively for testing. 
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5.1 Evaluation of lane-keeping performance 

To evaluate lane-keeping performance, the trained model is tested on three different 

maps: Map (a), Map (b), and Map (c). For each map, five episodes are conducted, and the 

data from these episodes are averaged. The maximum number of time steps per episode is 

set to 1200. Given that the agent interacts with the environment at a frequency of 30Hz, the 

theoretical maximum survival time for a single episode is 40 seconds. At the beginning of 

each episode, the vehicle is randomly placed in a position. The environment parameters set 

for lane-keeping testing are listed in Table 5. 

Table 5: Environment parameters for evaluation of lane-keeping. 

Evaluation Parameters Value 

The number of episodes tested. 5 

The maximum time steps per episode. 1200 

Maximum survival time [𝑠] 40 

Maximum speed [𝑚/𝑠] 0.63 

 

5.1.1 Evaluation of end-to-end lane-keeping 

We test the trained models with different values of the sensitivity parameter 𝑘𝑑 in the 

distance reward, the specific values used are 6, 9, and 12. The outcomes of these tests are 

presented in Table 6. 
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Table 6: Test results for different  𝑘𝑑. 

                                          𝑘𝑑 

Evaluated parameters 

6 9 12 

Survival time [𝑠] 

Map (a) 40.0 25.5 40.0 

Map (b) 24.1 17.4 40.0 

Map (c) 32.0 13.0 32.1 

Lateral Deviation 

[𝑚] 

Map (a) 0.0186 0.0966 0.0191 

Map (b) 0.1422 0.1303 0.0205 

Map (c) 0.0845 0.0329 0.0922 

Orientation  

deviation [° ] 

Map (a) 6.0866 9.8706 5.1152 

Map (b) 15.4256 12.3212 5.0621 

Map (c) 9.5621 8.1311 13.5610 

Speed [𝑚/𝑠] 

Map (a) 0.6286 0.6289 0.6288 

Map (b) 0.6286 0.6289 0.6289 

Map (c) 0.6287 0.6289 0.6285 

 

As shown in Table 6, when 𝑘𝑑 is set to 12, the agent achieves the longest survival 

time across all three maps, while also maintaining a relatively small lateral deviation. Addi-

tionally, when 𝑘𝑑 is assigned three different values, the resulting orientation deviation and 

speed are close. From this, it can be concluded that a larger 𝑘𝑑 value leads to improved lane-

keeping performance. This is because, with a larger 𝑘𝑑, the agent receives smaller rewards 

when deviating from the center of the right lane, thereby encouraging it to stay closer to the 

right lane center. 

The test results for different values of the sensitivity coefficient 𝑘𝛼 in the orientation 

reward are shown in Table 7, with 𝑘𝛼 set to 1, 2, and 3. 
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Table 7: Test results for different  𝑘𝛼. 

                                          𝑘𝛼 

Evaluated parameters 

1 2 3 

Survival time [𝑠] 

Map (a) 40.0 40.0 40.0 

Map (b) 32.0 26.5 40.0 

Map (c) 32.0 32.0 40.0 

Lateral Deviation 

[𝑚] 

Map (a) 0.0238 0.0245 0.0220 

Map (b) 0.0710 0.0250 0.0193 

Map (c) 0.0420 0.1063 0.0203 

Orientation  

deviation [° ] 

Map (a) 5.8159 5.8387 5.4457 

Map (b) 6.8582 6.7519 5.1530 

Map (c) 8.4891 9.0006 6.4135 

Speed [𝑚/𝑠] 

Map (a) 0.6289 0.6269 0.6288 

Map (b) 0.6289 0.6270 0.6288 

Map (c) 0.6289 0.4288 0.6288 

When the sensitivity coefficient 𝑘𝛼 is set to 3, the agent achieves the maximum sur-

vival time of 40 seconds across all three maps. Moreover, compared to the scenarios where 

𝑘𝛼 is set to 1 or 2, the agent exhibits smaller lateral deviation and orientation deviation with 

𝑘𝛼 = 3. Hence, a sensitivity coefficient of 3 enables the agent to achieve better lane-keeping 

performance. 

From the comparison above, it can be concluded that appropriately increasing the 

sensitivity coefficient has a positive impact. By reducing the reward when the agent deviates 

from the desired behavior, the agent is encouraged to take more optimal actions. However, 

the sensitivity coefficient cannot be increased indefinitely. If the coefficient becomes too 

large, the agent will only receive the maximum reward when positioned exactly on the 
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centerline of the right lane. Any slight deviation would result in a sharp decline in reward, 

hindering the agent’s ability to learn effectively. 

5.1.2 Comparison of non-end-to-end and end-to-end lane-keeping 

We apply the sensitivity parameters that optimize the performance of the reward 

function. These parameters are then used to compare the training outcomes of the non-end-

to-end and end-to-end models. The evaluation results are recorded in Table 8. 

Table 8: Comparison of the evaluation results between non-end-to-end and end-to-end ap-

proaches. 

Evaluated parameters Non-end -to-end End-to-end 

Survival time [𝑠] 

Map (a) 40.0 40.0 

Map (b) 40.0 40.0 

Map (c) 40.0 40.0 

Lateral Deviation 

[𝑚] 

Map (a) 0.0077 0.0221 

Map (b) 0.0073 0.0262 

Map (c) 0.0085 0.0199 

Orientation  

deviation [° ] 

Map (a) 1.9691 5.2280 

Map (b) 1.6731 5.1570 

Map (c) 2.3648  5.7175 

Speed [𝑚/𝑠] 

Map (a) 0.6269 0.6289 

Map (b) 0.6265 0.6288 

Map (c) 0.6256 0.6288 

 

In tests conducted on various maps, both the non-end-to-end and end-to-end ap-

proaches achieve a maximum survival time of 40 seconds, with their speeds remaining close 

to the desired speed. However, the non-end-to-end method shows smaller lateral and 
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orientation deviations compared to the end-to-end approach, even though the deviation val-

ues for both methods are relatively minimal. 

The curves showing the variation of lateral deviation over time steps for both non-

end-to-end and end-to-end approaches are presented in Fig. 5.3 and Fig. 5.4. 

 

 

 

 

 

 

 

Map (a)                                                                               Map (b) 

 

 

 

 

 

 

Map (c) 

Fig.5.3: The variation of lateral deviation for the non-end-to-end method on Map (a), Map 

(b), and Map (c). 
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                                   Map (c) 

Fig.5.4: The variation of lateral deviation for the end-to-end method on Map (a), Map (b), 

and Map (c). 

As shown in Fig. 5.3 and 5.4, the agent's position is randomly assigned after each 

environment reset, which may result in a relatively large initial lateral deviation. However, 

the deviations converge to near zero within a few time steps. After convergence, the non-

end-to-end method exhibits smaller lateral deviations across all three maps, which aligns 

with the results presented in Table 8. 
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The curves showing the variation of orientation deviation over time steps are pre-

sented in Fig. 5.5 and Fig. 5.6. 

 

 

 

 

 

 

Map (a)                                                                         Map (b) 

 

 

 

 

 

 

                               Map (c) 

Fig.5.5: The variation of orientation deviation for the non-end-to-end method on Map (a), 

Map (b), and Map (c). 
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                             Map (c) 

Fig.5.6: The variation of orientation deviation for the end-to-end method on Map (a), Map 

(b), and Map (c). 

As illustrated in Fig. 5.5 and 5.6, the non-end-to-end approach exhibits smaller fluc-

tuations in orientation deviation across all three maps compared to the end-to-end method. 

These fluctuations are likely to occur when the vehicle makes turns. However, in most cases, 

the orientation deviation remains minimal, which is consistent with the results shown in Ta-

ble 8. The non-end-to-end approach records the highest average orientation deviation of 

2.3648°, while the end-to-end method shows an orientation deviation greater than 5° on all 

three maps. 

In conclusion, both the non-end-to-end and end-to-end approaches perform well in 

the lane-keeping task, with the non-end-to-end method potentially exhibiting greater stabil-

ity. This is likely due to the non-end-to-end approach utilizing a low-dimensional observa-

tion space, which can be precisely captured within the Gym Duckietown simulator. In con-

trast, the end-to-end method relies on high-dimensional image inputs, requiring more com-

plex computational processing. 

5.2 Evaluation of obstacle avoidance performance 

For the obstacle avoidance task, we design three distinct reward functions. For each 

reward function, we apply two-stage RL and RL methods to compare the effectiveness of 
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these approaches in obstacle avoidance. Finally, we compare the performance of the three 

reward functions when using the two-stage RL method. 

We evaluate the obstacle avoidance performance on Map (d), Map (e), and Map (f), 

conducting 10 episodes for each map. This design ensures that the vehicle encounters more 

obstacles during testing, allowing for a more comprehensive assessment. Each episode con-

sists of 1200 time steps, and at the beginning of each episode, the vehicle is randomly placed 

at a valid position. The theoretical maximum survival time for the vehicle in each episode is 

40 seconds. The environmental parameters during testing are shown in Table 9. 

Table 9: Environment parameters for evaluation of obstacle avoidance. 

Evaluation Parameters Value 

The number of episodes tested. 10 

The maximum time steps per episode. 1200 

Maximum survival time [𝑠] 40 

Maximum speed [𝑚/𝑠] 0.63 

 

5.2.1 Evaluation of Reward Function 1 

First, we test the obstacle avoidance performance of reward function 1 with the hy-

perparameter 𝛼0 set to −
𝜋

4
, −

𝜋

3
, and −

5𝜋

12
, respectively. The purpose of these tests is to iden-

tify the optimal value of 𝛼0 that yields the best performance. The test results for the different 

𝛼0 values are shown in Table 10. 
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Table 10: Test results for different  𝛼0. 

                                          𝛼0 [𝑟𝑎𝑑 ] 

Evaluated parameters 

−𝜋/4 −𝜋/3 −5𝜋/12 

Survival time [𝑠] 

Map (d) 23.5 31.2 36.0 

Map (e) 21.5 26.0 18.9 

Map (f) 27.5 26.6 18.7 

Lateral Deviation 

[𝑚] 

Map (d) 0.1171 0.0476 0.0694 

Map (e) 0.0943 0.0715 0.0505 

Map (f) 0.0668 0.0589 0.1371 

Orientation  

deviation [° ] 

Map (d) 12.0111 7.4759 7.8635 

Map (e) 9.2427 14.5471 8.0029 

Map (f) 8.8608 9.4775 10.8501 

Speed [𝑚/𝑠] 

Map (d) 0.6289 0.6289 0.6289 

Map (e) 0.6289 0.6289 0.6289 

Map (f) 0.6289 0.6289 0.6289 

Success rate of 

obstacle Avoid-

ance [%] 

Map (d) 81.8 92.3 100 

Map (e) 80 100 58.3 

Map (f) 100 100 80 

When 𝛼0 is set to −
5𝜋

12
, it achieves the longest survival time on Map (d), with a 100% 

obstacle avoidance success rate. However, its generalization ability is poor, as it performs 

poorly on Map (e) and Map (f). In contrast, when 𝛼0 is set to −
𝜋

3
, it demonstrates strong 

obstacle avoidance performance across all three maps, with success rates exceeding 92%. 

Moreover, compared to 𝛼0 values of  −
𝜋

4
 and −

5𝜋

12
 the lateral and orientation deviations are 

smaller when 𝛼0 is set to −
𝜋

3
. Therefore, a value of 𝛼0 = −

𝜋

3
 yields the best obstacle avoid-

ance performance. 
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With 𝛼0 set to −
𝜋

3
, we conduct training on reward function 1 using both two-stage 

RL and RL. The test results from these trainings are shown in Table 11. 

Table 11: Test results for obstacle avoidance by using reward function 1. 

Evaluated parameters Two-stage RL RL 

Survival time [𝑠] 

Map (d) 34.5 25.3 

Map (e) 36.0 25.8 

Map (f) 32.1 28.8 

Lateral Deviation 

[𝑚] 

Map (d) 0.0539 0.0323 

Map (e) 0.0392 0.0963 

Map (f) 0.0588 0.0636 

Orientation  

deviation [° ] 

Map (d) 7.8456 6.5926 

Map (e) 7.7359 8.7941 

Map (f) 9.9271 11.7926 

Speed [𝑚/𝑠] 

Map (d) 0.6289 0.6289 

Map (e) 0.6289 0.6289 

Map (f) 0.6289 0.6289 

Success rate of 

obstacle Avoid-

ance [%] 

Map (d) 94.1 69.2 

Map (e) 93.8 84.6 

Map (f) 100 100 

As shown in Table 9, the lateral deviation, orientation deviation, and speed obtained 

using two-stage RL are similar to those from normal RL. However, the agent trained with 

the two-stage RL demonstrates better performance in terms of survival time and obstacle 

avoidance success rate. This indicates that two-stage RL yields superior obstacle avoidance 

performance. The improved results can be attributed to the fact that, by the time the obstacle 
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avoidance task begins, the agent trained with two-stage RL has already mastered lane-keep-

ing, thereby simplifying the task and enhancing overall performance. 

5.2.2 Evaluation of Reward Function 2 

Two-stage RL and RL are trained separately using reward function 2, with the results 

shown in Table 12. 

Table 12: Test results for obstacle avoidance by using reward function 2. 

Evaluated parameters Two-stage RL RL 

Survival time [𝑠] 

Map (d) 40.0 32.1 

Map (e) 24.5 23.4 

Map (f) 29.2 10.9 

Lateral Deviation 

[𝑚] 

Map (d) 0.0412 0.0955 

Map (e) 0.1148 0.0476 

Map (f) 0.0369 0.0573 

Orientation  

deviation [° ] 

Map (d) 6.5371 8.6860 

Map (e) 9.4637 8.1730 

Map (f) 7.5335 9.0565 

Speed [𝑚/𝑠] 

Map (d) 0.6289 0.6289 

Map (e) 0.6289 0.6289 

Map (f) 0.6289 0.6289 

Success rate of 

obstacle Avoid-

ance [%] 

Map (d) 100 100 

Map (e) 78.6 78.6 

Map (f) 76.9 50 

From Table 12, the two-stage RL method achieves a higher survival time than the 

RL method across all three maps and also performs better in terms of lateral deviation, 
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orientation deviation, and obstacle avoidance success rate. The two-stage RL method per-

forms best on the training Map (d), with a slight performance decrease on the unfamiliar 

Maps (e) and (f). In contrast, the RL method shows poor generalization ability on unfamiliar 

maps. Therefore, the overall performance of the two-stage RL method is superior to that of 

the RL method. 

5.2.3 Evaluation of Reward Function 3 

5.2.3.1 Comparison of two-stage RL and RL 

The test results for Reward Function 3 are shown in Table 13. 

Table 13: Test results for obstacle avoidance by using reward function 3. 

Evaluated parameters Two-stage RL RL 

Survival time [𝑠] 

Map (d) 27.9 27.1 

Map (e) 14.8 12.6 

Map (f) 13.5 13.9 

Lateral Deviation 

[𝑚] 

Map (d) 0.0571 0.0713 

Map (e) 0.1023 0.1088 

Map (f) 0.0731 0.0678 

Orientation  

deviation [° ] 

Map (d) 9.8630 8.4854 

Map (e) 9.5012 15.4608 

Map (f) 14.4261 9.6608 

Speed [𝑚/𝑠] 

Map (d) 0.6289 0.6289 

Map (e) 0.6289 0.6289 

Map (f) 0.6289 0.6289 

Map (d) 91.7 92.3 

Map (e) 45.5 50 
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Success rate of 

obstacle Avoid-

ance [%] 

Map (f) 100 20 

As shown in the table, the performance of Reward Function 3 using two-stage RL 

and RL is quite similar. Both methods achieve satisfactory results on Map (d), with obstacle 

avoidance success rates exceeding 90%. However, their performance on the unfamiliar maps, 

Map (e) and Map (f), is poorer, with shorter survival times. There are two potential reasons 

for this: first, the complexity of the maps may impair the vehicle’s ability to maintain its lane 

after avoiding obstacles. Second, the vehicle is equipped with only a single forward-facing 

camera. After detecting an obstacle, the vehicle moves into the left lane to avoid it, but it 

does not know when it is safe to return to the right lane. It may either stay in the left lane for 

an extended period before returning or switch back too soon. If the vehicle returns too soon, 

it may collide with obstacles in the right lane, as it cannot see them, which increases the 

likelihood of failure. 

5.2.3.2 Train and test reward function 3 on a simple map 

In Section 5.2.3.1, we suggested that the poor performance of reward function 3 

might be related to the complexity of the map. To verify this hypothesis, we designed an 

experiment in which we trained the agent using reward function 3 on a simple straight-path 

map, an obstacle was placed on each of the two lanes. The map used is shown in Fig. 5.7. 

 

 

 

 

Fig.5.7: Straight path map for obstacle avoidance. 

In the training process, the vehicle is randomly placed at either the left or right end 

of the lane after each reset, facing the direction of the obstacle. Since a small map is used, 

the maximum number of steps per episode is set to 300, with a total of one million training 

steps. Other parameters are consistent with those used in the previous experiments. The re-

sults are shown in Fig. 5.8. 
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Fig.5.8: The training results in a straight path map. 

A two-stage RL method is adopted here. At the beginning of the training, the average 

reward value is 500, and it converges to around 1500 after approximately 100,000 steps. 

To verify the effectiveness of our experiment, we used the average reward of the 

lane-keeping phase as the baseline. We tested the trained lane-keeping model over 10 epi-

sodes on a straight, obstacle-free map (Fig. 5.9), obtaining an average reward of 2340, as 

indicated by the red dot in Fig. 5.8. The difference between these two rewards mainly stems 

from two factors. First, the reward at the red dot was obtained by performing a pure lane-

keeping task, whereas, in the obstacle avoidance task, the vehicle must move into the left 

lane, thus reducing the reward. Second, the reward at the red dot is from testing the trained 

model, which only involved 10 episodes, all of which were successful. In contrast, the blue 

curve represents the average reward during the training process, where not every episode 

was successful, thereby lowering the average reward. However, the small difference between 

these rewards demonstrates the validity of our experiment. 

 

 

 

 

Fig.5.9: Straight map without obstacles. 
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The training results were tested with the map in Fig. 5.7, with a total of 10 episodes. 

Each episode had a maximum of 300 time steps, and the theoretical maximum survival time 

was 10 seconds. The test results are shown in Table 14. 

Table 14: Test results for obstacle avoidance in a straight map. 

Metrics 
Survival 

time [s] 

Lateral de-

viation [m] 

Orientation de-

viation [°] 
Speed [m/s] 

Success rate of 

obstacle Avoid-

ance [%] 

Value 10 0.0398 6.4056 0.6288 100 

On the simple map, the vehicle performs well and achieves the maximum survival 

time, with a 100% success rate in obstacle avoidance over 10 episodes and small lateral 

deviation and orientation deviation. This confirms that the complexity of the map affects the 

performance of the vehicle, which performs better on simple maps. This result provides a 

new approach for our future research, suggesting that we can start by training tasks in a 

simple environment and gradually increase the complexity, such as adding a curve to a 

straight road, until the final task is accomplished. 

5.2.4 Comparison of Three Reward Functions using Two-Stage RL 

The models trained using the two-stage approach with three different reward func-

tions are tested, and the results are presented in Table 15. 
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Table 15: Comparison of three reward functions using two-stage RL. 

Evaluated parameters 
Reward  

Function 1 

Reward  

Function 2 

Reward  

Function 3 

Survival time [𝑠] 

Map (d) 37.2 32.2 30.2 

Map (e) 30.5 34.4 10.3 

Map (f) 35.5 25.9 6.5 

Lateral Deviation 

[𝑚] 

Map (d) 0.0464 0.0586 0.0490 

Map (e) 0.0529 0.0348 0.0608 

Map (f) 0.0431 0.1024 0.0714 

Orientation  

deviation [° ] 

Map (d) 7.3933 11.0793 5.6141 

Map (e) 6.5032 6.5484 10.6472 

Map (f) 7.7077 9.4049 13.8944 

Speed [𝑚/𝑠] 

Map (d) 0.6289 0.6289 0.6289 

Map (e) 0.6289 0.6289 0.6289 

Map (f) 0.6289 0.6289 0.6289 

Success rate of 

obstacle Avoid-

ance [%] 

Map (d) 100 93.3 86.7 

Map (e) 73.3 93.8 28.6 

Map (f) 93.3 100 50 

As shown in the table, reward function 3 has the poorest obstacle avoidance perfor-

mance, with shorter survival times across all three maps compared to Reward Functions 1 

and 2. On Map (f), the survival time is only 6.5 seconds, while the average orientation devi-

ation reaches 13.8944 degrees, the largest among all the tests. The poor performance can 

likely be attributed to the high complexity of the map and the fact that the vehicle is equipped 

with only one camera, limiting its ability to monitor side areas. In contrast, reward function 
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2 performs better than reward function 3, as the agent can use the safety circle to anticipate 

potential collisions with obstacles and maintain a safe distance. Reward function 1 delivers 

the best performance, showing strong generalization capabilities on Maps (e) and (f). When 

the distance between the vehicle and an obstacle falls below the safety threshold, reward 

function 1 provides a predefined safe avoidance path, making it easier for the agent to learn 

effective obstacle avoidance.  
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Chapter 6 Conclusion and outlook 

This study successfully implemented both lane-keeping and obstacle avoidance tasks. 

First, it compared the performance of non-end-to-end and end-to-end methods in the lane-

keeping task. The results indicate that both methods achieve good lane-keeping performance; 

however, the non-end-to-end method, with its simpler observation space, enables quicker 

convergence, and greater stability in lane-keeping. For the lane-keeping task, appropriately 

increasing the sensitivity coefficient in the reward function increases the penalty when the 

vehicle deviates from the desired position, thereby improving lane-keeping performance. 

In the obstacle avoidance task, the two-stage RL method significantly enhances obstacle 

avoidance performance, especially by demonstrating stronger generalization capability on 

unfamiliar maps compared to normal RL. This provides new inspiration for addressing 

multi-task RL challenges. 

Looking forward, for more complex tasks such as fully AD, we could decompose the 

problem into separate sub-tasks. By progressively completing sub-tasks such as lane-keep-

ing, obstacle avoidance, and traffic light recognition through phased RL, fully AD could be 

achieved step by step. Another approach would be to initially train the tasks in a simpler 

environment (e.g., on a straight road) and then gradually increase the environment's com-

plexity (e.g., adding curves) until the final task is accomplished. Additionally, equipping the 
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vehicle with side cameras could enhance its ability to perceive lateral environments, thereby 

improving the overall success rate of the tasks. 
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