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Abstract

Under the term ultra-reliable low-latency communications (URLLC), the 5th gener-
ation (5G) of cellular networks promises to deliver 99.999 % of sent data packets
within one millisecond. Such ambitious figures are demanded by industrial use cases
with closed-loop motion control, for example. But as of today, no commercially
available wireless system is known to actually meet these requirements. There are
three major limits to reliable wireless communications: (1) sudden loss of signal
power between transmitter and receiver (fading), (2) third-party interference from
other wireless devices, and (3) propagation-related signal distortion independent
of noise and third-party interference. This thesis focuses on problems (1) and (3).
It presents practical insights and latency-friendly solutions to improve reliability
using frequency diversity. First, multi-connectivity with diversity combining on the
physical layer is evaluated for IEEE 802.11 wireless local area networks by means of
Monte-Carlo simulations assuming various fading models. With increasing number
of uncorrelated links, multi-connectivity achieves much lower error rates than a
single link. Joint decoding based on distributed turbo coding is found to outperform
the established combining schemes selection combining and maximum ratio com-
bining when considering receiver imperfections in the presence of doubly-selective
fading. This was not expected from theoretical work and shows the importance
of studies going beyond simplified analytical models. To better understand the
wireless propagation conditions in practice, high-resolution channel measurements
are captured at a Bosch factory hall and analyzed with a focus on reliability. Metallic
surfaces in the environment are found to lead to a small path loss over distance,
but also to severe fading. Fortunately, the coherence bandwidth is small which
promotes the use of frequency diversity. To overcome the low spectral efficiency of
multi-connectivity, schemes for dynamically allocating bandwidth to many users in
real-time are developed and evaluated in Monte-Carlo simulations using the factory
hall measurements. A low-complexity algorithm for channel-aware allocation is
proposed and found to perform very close to a best-case bound. It is shown that
computational complexity and sounding overhead can be reduced with negligible
loss of reliability by increasing subchannel width and channel state update interval
in accordance with coherence bandwidth and time. In conclusion, the insights on
multi-connectivity and the channel-aware allocation algorithm are believed to be
valuable contributions to fulfill the URLLC promise.
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Introduction 1
Reliable wireless networks with low transmission delay enable new use cases in
factory automation (e.g., wireless closed-loop control), autonomous driving (e.g.,
emergency warning) and high-end consumer applications (e.g., cloud-rendered
augmented reality). The reliability of wireless communications can be quantified by
the probability of successfully transmitting some amount of data within a certain
time [1]. On the network level, the amount of data is a packet of certain size, the
transmission delay is called latency, and the success probability is often expressed
by the complementary packet error rate (PER). Providing high reliability and low
latency at the same time is particularly challenging, because tighter delay constraints
preclude the traditional way of mitigating packet loss by retransmissions. This is
why the standardization body international telecommunications union (ITU) defined
its own service class for 5th generation (5G) cellular networks and beyond called
ultra-reliable low-latency communications (URLLC).

Wireless closed-loop control enables collision avoidance and cooperative transport
for mobile robots [2, 3]. Because of the targeted motion speed and accuracy, it
belongs to the most demanding use cases in terms of reliability and latency: one-way
latencies of 0.25–2 ms and PERs of 10−6 down to 10−9 are quoted [4, 2, 3]. Such
specifications turn out to be quite ambitious compared to state-of-the-art wireless
systems. For example, real-world measurements in commercial public 5G networks
conducted in 2020 indicate a median round-trip (two-way) latency of about 30 ms
with outliers taking up to twice as long [5]. Slightly better results have been achieved
in a non-public 5G standalone campus network, with one-way downlink latencies in
the range of 4–10 ms depending on traffic load [6]. Even though the delay in cellular
networks cannot be attributed exclusively to the air interface (the wireless part of
the system), it is clear that much work has to be done to achieve the previously
stated requirements.

In wireless communications, there are three major reasons why a piece of data is
not received correctly: (1) too much loss of signal power between transmitter and
receiver, (2) third-party interference from other wireless devices, and (3) channel-
induced signal distortion independent of noise and third-party interference. The
present work concentrates on problems (1) and (3). Both of them are largely deter-
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Fig. 1.1: Receive power over time on different carrier frequencies while a pedestrian walks
by. Plotted from obstructed line of sight measurements in a factory hall with a
resolution bandwidth of 1 MHz [7].

mined by the physical propagation channel. Multipath propagation due to reflections
from surrounding objects leads to constructive and destructive superposition of radio
waves, causing distortion of the transmitted signal and power level fluctuations
(fading) at the receiver. An exemplary power plot over time of a moving environment
is shown in Fig. 1.1. Short-term power drops of several orders of magnitude (deep
fades) are rare, but they do happen and they usually implicate packet loss. Therefore,
avoiding errors ultimately means to find a way to mitigate the effects of fading.

State-of-the-art wireless standards are designed to prioritize throughput over reli-
ability: while they adapt transmit power, modulation, and coding to account for
long-term changes of signal-to-noise ratio (SNR), they rely on retransmissions to
conceal occasional packet errors. This works out as long as latency or reliability
requirements are moderate, but for applications in need of constant low latency,
retransmissions are not an option. The challenge is hence to maximize the success
probability of initial packet transmissions in the presence of fading.

Increasing the transmit power is of limited use because fading results from the
transmit signal interfering with itself. Besides, higher transmit powers come at the
cost of greatly reduced energy efficiency and additional interference to other wireless
devices. A better approach is to make use of multiple antennas (because fading varies
by location), of multiple frequencies (because fading is also wavelength-dependent),
or preferably both. The idea is that the propagation channel between each pair of
antennas and on each frequency is different (see again Fig. 1.1), so having multiple
of these at hand improves the chance of obtaining a channel that is not in a deep
fade. This concept is called diversity. Since the integration of additional antennas
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and frequencies comes at a cost, it is essential to understand the benefits and limits
of diversity, and to find out how to implement it both effectively in terms of improved
reliabilty and efficiently in terms of required bandwidth.

The present work contributes to the understanding of how to realize URLLC by
developing and evaluating possible solutions using frequency diversity in a hands-on
and pragmatic way.

The remainder of this thesis is organized as follows. Chapter 2 gives a brief overview
on relevant technical background, most importantly on the concept of fading in
wireless channels. Chapter 3 shows how frequency diversity with combining on the
physical layer can be implemented on top of a state-of-the-art wireless system and
investigates challenges in practice arising from receiver imperfections. With one
key learning being that realistic channel models are paramount to assessing system
limitations in practice, an industrial channel measurement campaign is presented
in chapter 4. Chapter 5 extends the study of frequency diversity to the multi-user
perspective and shows how reliability can be realized in a resource-efficient and
hence scalable way. Finally, chapter 6 draws conclusions and provides an outlook to
future research topics.
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Technical Background 2
This chapter briefly introduces relevant concepts of wireless communications. While
it strives to be self-contained, it focuses on what is needed to understand the
following chapters and simplifies where appropriate. It is not intended to replace
dedicated literature on wireless communications. The books by Rappaport [8] and
Molisch [9] are recommended for further reading.

2.1 Introduction

On an abstract level, every problem in wireless communications boils down to the
following: some data is to be sent from one physical location to another, but the way
in between poses all kinds of impediments. The question is then how to convert the
data to a transmit signal on one side and recover the data on the other side.

Before explaining selected concepts of wireless communications in detail, some
basic terms shall be introduced. In most centralized communication systems such
as cellular networks, mobile communicating parties that are traditionally called
users exchange data through an intermediate base station (BS). The path from a
user to the BS is called uplink; the opposite direction is referred to as downlink.
The terms transmitter and receiver have multiple meanings depending on the layer
of abstraction: at the logical level, the transmitter represents the communicating
party where data originates from and the receiver is the intended destination. At the
physical level, any appliance radiating some signal can be called transmitter, and
the receiver refers to the counterpart to recover data from that signal. The physical
path in between is referred to as channel. From a system designer’s perspective,
the channel in practical systems may include physical propagation effects as well
as hardware imperfections in transmitter and receiver. In this work, however, the
hardware is assumed to be ideal, leaving only the propagation channel as source of
error.

5



2.2 Fading

When transmitting high frequency signals with omnidirectional antennas such as
dipoles and monopoles, radio waves spread evenly in all directions perpendicular to
the antenna. Many environments where wireless systems are being used, especially
factory halls, contain surfaces that reflect radio waves, e.g., metallic framing and
walls of reinforced concrete. Such reflectors let radio waves reach the receiver
on different paths. This situation is called multipath propagation. An example
comprising a direct path and one reflection is illustrated in Fig. 2.1.

TX RX

Reflector

Fig. 2.1: Illustration of multipath propagation between transmitter (TX) and receiver (RX)

The time t that a wave takes to travel from transmitter to receiver along a certain
path depends on the path’s length. Consequently, paths of different length as
in the example above cause signals to arrive at different times. The resulting
self-interference leads to variations of receive power depending on the delay and
amplitude of each individual path.

Considering the example of just two equally strong incident waves that are modeled
as sinusoids of same frequency f and amplitude, any time offset ∆t = t1−t0 between
them translates to a phase offset ∆φ = 2πf∆t. Using trigonometric identities, it can
be shown that the sum of two sinusoids yields another sinusoid of same frequency
but different amplitude and phase:

sin(2πft0) + sin(2πft1) = sin(2πft0 + ∆φ) + sin(2πft0)

= 2 cos(∆φ/2) sin(2πft0 + ∆φ/2)
(2.1)

The amplitude is determined by the cosine term which is a function of ∆φ. As
illustrated in Fig. 2.2, ∆φ ≈ π/2 (plus any integer multiple of 2π) causes destructive
interference and thus a loss of signal power.

The phase offset depends on the length difference of the propagation paths. Con-
sequently, the resulting amplitude varies depending on the locations of transmitter
and receiver with respect to the environment. Note that a given time offset between
incident paths translates to different phase offsets depending on the carrier fre-
quency f , which means that the resulting amplitude at the receiver not only varies
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Fig. 2.2: Amplitudes of two sinusoids over time t for edge cases of phase offset ∆φ. Left:
∆φ = 0, purely constructive. Right: ∆φ = π

2 , purely destructive, the sinusoids
cancel each other out.

by location but also by frequency. Moreover, if either transmitter or receiver (or
some reflecting object in the environment) is moving, the length of the propagation
paths may change over time, and so does the resulting amplitude. This variation of
signal strength due to multipath propagation is called fading [8].

In addition to the phase offset, the amount of fading also depends on each path’s
amplitude: the more similar they are, the more severely they may cancel each other
out. When there is a line of sight (LOS) between transmitter and receiver, the
direct path is usually much stronger than any reflected paths so that an out-of-phase
summation does not cause much loss. By contrast, under non line of sight (NLOS)
conditions, all receive paths represent reflections and are more likely to exhibit
similar attenuation, increasing the chance of deeper fading.

In general, it can be said that an environment becomes more challenging in terms
of fading as the number of strong reflectors increases. Such conditions are encoun-
tered, for example, in factory halls with many metallic surfaces. A corresponding
measurement campaign and channel characterization is presented in Chap. 4.

2.3 Basic Channel Model

If a detailed model of the propagation environment is not available, fading can be
understood as a random process that describes how much the transmit signal is
attenuated on its way to the receiver. While attenuation can be compensated by
amplification in the receiver, any noise (such as thermal noise in the analog part of
the radio frontend) gets amplified as well. Hence, not the absolute receive power
but the signal-to-noise ratio (SNR) determines if a receiver is able to successfully
recover the data from the received signal.

2.3 Basic Channel Model 7



This consideration leads to a simple and well-known channel model consisting of
amplitude scaling, phase shift and additive white Gaussian noise (AWGN). It forms
the basis of the channel models considered in Chap. 3 and is depicted in Fig. 2.3.
The left-hand s(t) denotes some transmit signal of duration T as a function of time t

with 0 ≤ t < T . The complex channel coefficient h has magnitude |h| and phase φ,
i.e., h = |h| ejφ. The additive noise n(t) denotes complex white Gaussian noise, i.e.,
n(t) ∼ CN (0, σ2

N) where CN signifies the complex normal distribution and σ2
N is the

noise variance. The receive signal is then given by r(t) = s(t) · h + n(t).

s(t) ⊗ ⊕ r(t)

h n(t)

Fig. 2.3: Linear channel model consisting of a complex weight factor and additive noise.

The channel coefficient h is used to model different kinds of fading. A very com-
mon assumption is that h stays constant over the transmit signal’s duration T and
bandwidth B, and only changes for subsequent transmissions. This assumption is
referred to as flat fading [8] or block fading [10]; the channel is said to be slowly
time-variant or quasi-static [9].

In this basic model, the SNR at the receiver is determined by the transmit signal
power, the channel coefficient and the noise variance. Following the quasi-static
assumption that h stays constant for the transmission duration T , the instantaneous
SNR Γ is given by:

Γ =

1
T

∫ T

t=0
s2(t) h2 dt

1
T

∫ T

t=0
n2(t) dt

= Ptx h2

σ2
N

= Prx

σ2
N

(2.2)

where Ptx denotes the transmit power and Prx denotes the instantaneous receive
power. Finally, the mean SNR Γ represents the long-term average of Γ. The mean
SNR only depends on Ptx and σ2

N, provided that the channel neither amplifies
nor attenuates on average, i.e., E{h} = 1. In Chap. 3, the mean SNR serves as
reference parameter to compare the performance of various physical layer (PHY)
implementations for different fading models. Whenever SNR values are used in
formulas, they are assumed in the linear domain.

8 Chapter 2 Technical Background



2.4 Selectivity and Coherence

As illustrated in Sec. 2.2, an environment with multipath propagation causes the
original signal to be received along with some echoes. If the echoes arrive within
∆t < 1/Brx where Brx is the receiver bandwidth, they cannot be resolved as indi-
vidual paths but simply sum up which has been shown in Sec. 2.2 to cause fading.
However, if echoes arrive over a longer duration ∆t ≥ 1/Brx, and assuming that
the transmit signal’s bandwidth B is about the same as the receiver bandwidth Brx,
this causes the transmitted signal to appear spread in time. The channel’s frequency
response is not flat anymore but is said to become frequency-selective [9]. In this
case, the quasi-static channel assumption quoted in Sec. 2.3 does not hold anymore:
the channel coefficient is not constant within the bandwidth of the transmit signal
and the channel coefficient becomes a function of frequency. Likewise, if the receiver
is moving fast enough that the observed channel changes within the duration of a
transmission, the channel is called time-selective [9] and the channel coefficient h

becomes a function of time. If selectivity occurs in both frequency and time (which is
quite common for vehicular use cases), the channel is called doubly-selective. These
categories of selectivity will be used in Chap. 3 when evaluating the performance
degradation due to fading of different severity.

Channel selectivity is always defined relative to a transmit signal. The signal’s span
in frequency and time is quantified by its bandwidth B and duration T . Likewise,
two metrics called coherence bandwidth Bcoh and coherence time Tcoh have been
defined to express over which frequency and time range the channel coefficient is
assumed to be approximately constant [9]. These metrics are used in Chap. 4 for
statistically evaluating data from a measurement campaign.

2.5 Wireless Technologies for URLLC

Originally, the term URLLC has been coined to express quality of service (QoS)
requirements for cellular networks. By leveraging centralized scheduling of each
user’s transmissions, cellular networks offer a higher degree of determinism than
technologies without such coordination, making them a sensible choice to realize
URLLC. Nevertheless, URLLC requirements are specified from the application’s point
of view and are therefore independent of the wireless technology. There is no
need to limit research on URLLC to cellular networks (and in fact, their complexity
discourages in-depth investigations). When settling on a system model, it is often
possible to either abstract away the wireless technology altogether, or at least choose

2.4 Selectivity and Coherence 9



a technology that is relevant in practice but can also be modeled with reasonable
effort.

For example, IEEE 802.11 wireless local area network (WLAN) can deliver transmis-
sions with notably low average round trip time (RTT) in the order of 1 ms [11]; it
just lacks means to maintain these figures for multiple users and in the presence of
third-party interference and fading. In other words, the contention-based medium
access control (MAC) of current WLAN renders guarantees on latency impossible
as of now, but the best-case performance of WLAN suggests that its PHY is still a
viable foundation for low-latency applications. The relevance of WLAN for URLLC
is further enhanced by recent standardization efforts of IEEE 802.11be task group
(TGbd) (Wi-Fi 7) towards resource reservation for time-sensitive traffic and diversity
in terms of multi-link operation [12].

For these reasons, the following technology and abstraction choices have been made
in this thesis. Chap. 3 compares methods to improve reliability on the PHY and
builds on top of WLAN for simulations. Chap. 4 evaluates channel measurements
using statistical metrics that are technology-agnostic. Chap. 5 proposes MAC-level
solutions for multi-user resource allocation and validates them without the need for
a particular PHY implementation by assuming a simple two-state model based on
the user’s accumulated SNR to determine if a transmission is successful.

The presented choices have been made without loss of generality: even though
quantitative results in terms of absolute numbers are specific to the considered
system setup, the observed trends and underlying qualitative statements hold true as
well for other setups, as pointed out in the respective chapters’ results and summary
sections.

10 Chapter 2 Technical Background



Multi-Connectivity 3
This chapter discusses redundant multi-connectivity (MC) on the physical layer, one
of the two approaches in this thesis to leverage frequency diversity for improved
reliability. The presented simulation framework is an extension of initial work
conducted in the context of the author’s diploma thesis [13].

The following results have already been published in [14, 15, 16]. The author’s
contributions comprise the choice of use cases and fading models, the simulation
framework for MC with an arbitrary number of links in WLAN using joint decoding
with distributed turbo coding, the implementation of midambles for 802.11bd, the idea
and implementation of joint synchronization, and the interpretation of the obtained
simulation results.

3.1 Introduction

As outlined in Chap. 1, achieving high reliability, using a single wireless channel
in the presence of fading, commonly requires a very high mean SNR or some
kind of diversity. Increasing the SNR by raising the transmit power may not be
feasible because of worse energy efficiency, interference with neighboring wireless
systems, and regulatory constraints. While retransmissions are a common way of
implementing diversity in time, they conflict with low latency requirements and
are therefore not considered in the following. On the contrary, making use of
multiple wireless channels (e.g., on different carrier frequencies) simultaneously by
transmitting the same data redundantly (MC) has been shown to improve reliability
in Rayleigh fading channels [17].

While theoretical outage probabilities for MC on the PHY already provide a lower
(optimistic) bound to empirical PERs, it remains unclear how real-world performance
differs from that bound because of unmet assumptions, e.g., regarding the wireless
channel and receiver processing. To this end, the following investigations are based
on extensive PHY simulations using WLAN as a simple but common representative
of state-of-the-art wireless systems using orthogonal frequency division multiplexing
(OFDM) modulation. In addition to Rayleigh block fading (that is constant within the

11



bandwidth and duration of a PHY packet), other fading models that are frequency-
and time-selective need to be addressed. For frequency-selective fading in industrial
environments, models by the IEEE 802.11n task group (TGn) are considered. For
the case of both frequency- and time-selective (doubly-selective) fading as seen in
vehicular ad-hoc communications, models by IEEE 802.11bd task group (TGbd) are
considered. The first goal of this chapter is to quantify the reliability gain of MC in
terms of reduced PER vs. SNR compared to a single link for different channel and
PHY configurations.

The second goal is about the comparison of diversity combining schemes to be used
at a MC receiver. Selection combining (SC) and maximum ratio combining (MRC)
are established schemes whose outage probabilities for Rayleigh fading channels
are well-covered in literature [10, 18, 19]. In addition to these, joint decoding
(JD) based on distributed turbo coding (DTC) is considered as a more elaborate
coding and combining scheme for MC. JD encodes data for each channel individually
and passes information between parallel receiver branches during iterative soft
decoding. While JD has been expected to perform better than MRC and SC, previous
theoretical analysis only considered Rayleigh fading [20], hence leaving the study
of frequency- and time-selective fading channels open to further research. Since
JD adds significant complexity compared to the other combining schemes due to
the need for additional components in transmitter and receiver, it is of particular
interest to understand under which conditions JD significantly outperforms the other
combining schemes, and to what extent. This will be helpful in deciding on the
practical use case of JD.

Further related work can be summarized as follows. In [21], the authors developed
an expression for PERs of OFDM receivers and characterized the impact of frequency-
selective fading for a single channel. In [22], realizations of a stochastic multiple-
input multiple-output (MIMO) channel model have been simulated, the combined
SNR for SC have been determined, and the achievable data rate of such a system
has been calculated. Channel models more complex than Rayleigh fading have been
considered, but imperfections of a complete PHY implementation have not been
taken into account. In [23], the authors provided PER results of a complete PHY
simulation of WLAN in a frequency-selective channel for different system parameters.
They employed up to four links and implemented SC for combining. However, since
the authors did not include results for a well-known reference channel model
such as Rayleigh fading, it is difficult to determine the PER impact of the WLAN
implementation and the channel conditions separately. Besides, results for MRC and
JD are missing in this study. Regarding the targeted fading models, [24] presents
first PER results for an 802.11bd draft in vehicular channels, but only for a single
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link. To the best of the author’s knowledge, there has been no investigation of MC
for 802.11bd, nor of JD in doubly-selective channels.

Complementing the analytical results in [17] and [20], this chapter sheds light
on the reliability of MC under more practical conditions by means of extensive
link-level Monte-Carlo simulations. It considers realistic channel models, but also
provides context by comparing simulation results to analytical outage probabilities
for Rayleigh fading. Packet synchronization and channel estimation are considered
as examples of imperfections in typical receiver implementations, and their impact
on the PER is quantified. In addition to the established combining schemes SC and
MRC, the more recent and promising JD is evaluated as well.

3.2 System Model

First, an applicable high-level network topology is presented and the physical layer
link model is described. The considered schemes for diversity combining are briefly
explained and differences between them are highlighted. This section is completed
by a description of the particular channel coding involved and the chosen WLAN
configuration.

3.2.1 Multi-Connectivity Topology

MC is modeled as transmitting the same data over N physical wireless links indexed
by n = 1, . . . , N . Each link consists of a transmitter chain, a wireless channel and a
receiver chain. All of the transmitter chains form one transmitter unit with multiple
outputs, and the receiver chains form one receiver unit with multiple inputs. The
wireless channels in between are assumed not to interfere with each other1 and to
be statistically uncorrelated (no correlation between their fading processes). The
instantaneous SNRs Γ1,...,N vary for every channel realization according to a fading
model. All links are assumed to share the same mean SNR Γ, i.e., E{Γn} = Γ ∀ n,
implying the same path loss (and distance) for each link.

Regarding practical systems, the non-interference and correlation properties can be
realized without adding latency (except for additional signal processing) by using sep-
arate carrier frequencies, separate antennas, or a combination of both. In frequency,
non-interference is achieved for carrier frequency offsets larger than the transmission

1This assumption can be expressed in the sense of MIMO systems as N × N antenna configuration
with a diagonal channel matrix.
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bandwidth, and fading can be assumed to be uncorrelated for offsets that are much
larger than the coherence bandwidth [8]. In space, uncorrelated fading can be
assumed for antenna spacings much larger than the environment’s decorrelation
distance (in the order of a wavelength), while non-interference additionally requires
signal processing such as space-time block coding (STBC). Separation in frequency
and space can be combined for better decorrelation and hence more diversity. A
possible topology of MC with two transmit antennas and one receive antenna is
illustrated in Fig. 3.1. Such setup could be found for downlink MC using two carrier
frequencies between a multi-antenna BS and a single-antenna mobile device.

Γ1

ΓN

Fig. 3.1: MC topology with N non-interfering wireless links using two transmit antennas
and one receive antenna. The instantaneous SNRs Γ1,...,N are assumed be statisti-
cally independent and to share a common mean SNR Γ.

The transmission of data packets is modeled as follows. A packet is represented
by a vector d of bits ∈ {0, 1} with uniform probability. The same data is fed into
the N transmitter chains2, each producing a transmit signal sn represented by a
vector of complex-valued baseband samples. The transmit signals pass through non-
interfering, statistically independent channels with fading plus noise, yielding the
receive signals r1, ..., rN . On the receiver side, the incoming signals are processed in
parallel and joined for decoding according to a combining scheme, finally obtaining
an estimate d̂ of the original data.

Fig. 3.2 shows the relevant processing blocks in transmitter and receiver. Encod and
Decod refer to channel coding; Map and Demap denote the constellation mapping
between encoded bits and complex-valued symbols mn; Mod and Demod represent
modulation using OFDM. Before any other processing on the receiver side, the
presence of a signal must be detected and the receiver must synchronize to it (Sync).
Channel state information, including the instantaneous SNR Γn, is estimated (Estim)
and used for equalization during demodulation. From this point, the processing
differs according to the chosen combining scheme.

2Although not needed for SC and MRC, separate transmitter chains are assumed for all combining
schemes to obtain a consistent system model. See Sec. 3.2.2 for differences between JD and the
other schemes.
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Fig. 3.2: Transmission model of N parallel links, depicting the considered processing blocks
in transmitter (top) and receiver (bottom), and the combining points of SC, MRC
and JD within the receiver.

3.2.2 Combining Schemes

For SC and MRC, a common point in the receiver chain to combine information is at
the symbol level, between OFDM demodulation and constellation demapping, as
highlighted in Fig. 3.2. If the vectors m̂1, ..., m̂N denote each link’s receive symbols,
the resulting vectors after combining according to SC and MRC can be denoted as
m̂SC and m̂MRC, respectively. SC only selects the symbol vector with the highest
estimated SNR Γ̂n and discards the others, i.e.,

m̂SC = m̂n with n = arg max {Γ̂1, . . . , Γ̂N } . (3.1)

By contrast, MRC makes use of all inputs by taking the SNR-weighted average, i.e.,

m̂MRC = 1
N

N∑
n=1

m̂n Γ̂n . (3.2)

The combined symbol vector is finally fed into the decoder described in Sec. 3.2.3 to
recover an estimate of the original data d.

Note that combining with SC and MRC requires estimates Γ̂n of each link’s instan-
taneous SNR Γn. In case of MRC, the symbols also need to be equalized in terms
of magnitude and phase to achieve coherent combining. It becomes apparent that
correct channel estimation is crucial to actually achieve an effective SNR increase
from combining and thereby higher reliability.

For JD, the symbol vectors are not combined but demapped individually to real-
valued log-likelihood ratios (LLRs), also known as “soft bits”, with each value
representing the probability for that individual bit to equal “0” or “1”. The magnitude
of an LLR value depends on the distance of the corresponding receive symbol after
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equalization to the nearest valid point in the constellation diagram. Therefore, LLR
demapping is heavily relying on correct channel estimation as well. The LLRs from
each link are then joined during iterative decoding as described in the following
Sec. 3.2.3. Note that the average magnitude of a link’s LLR vector is proportional to
the respective link’s SNR and can therefore be used in leu of Γ for SC and MRC.

3.2.3 Distributed Turbo Coding

DTC is a multi-channel extension of turbo channel codes [25]. Originally developed
for relay architectures to join received information from the direct path and the
relayed path, it is used in this work to implement JD. Following the architecture
proposed in [25], two memory-1 convolutional codes are concatenated to avoid
the error floor otherwise common to turbo codes [26]. A non-systematic non-
recursive code with rate 1/2 constitutes the outer code; the inner code is a punctured
systematic-recursive code with effective rate 1. The codes are connected through an
interleaver to make them statistically independent.

Recall that SC and MRC combine prior to decoding, so the same symbols must be
transmitted on each link. On the other hand, JD combines the received data during
iterative decoding, opening the possibility of encoding data differently per link:
the transmitter uses the same processing chain per link as previously illustrated in
Fig. 3.2, but instead of feeding the same coded bits to the mapper, the output of the
encoder is interleaved once more using a unique interleaving pattern for each link.
These interleaving patterns must be known to the receiver to correctly deinterleave
the LLRs in each receiver chain. The BCJR algorithm enables iterative maximum a
posteriori decoding as parallel (distributed) turbo code. Information between links
is exchanged by taking likelihood information on coded bits from other decoders
into account [25]. After a fixed number of iterations, the LLR vectors from all chains
are combined by summation. The right-hand part in Fig. 3.3 shows the connected
BCJR decoders (Soft Dec), the summation in the middle, and the final threshold
decision stage (Hard) turning real-valued soft bits into binary “hard” bits.

It should be noted that DTC only represents one possible realization of JD; similar
schemes exist for low density parity check (LDPC) codes and Polar codes [27, 28].
For meaningful comparison of the three combining schemes, the same coding is also
used for SC and MRC, but using only a single encoder and decoder at transmitter
and receiver, respectively. It completely replaces the default channel coding in the
considered WLAN PHY.
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Fig. 3.3: Combining data from parallel receiver chains during iterative soft decoding.

3.2.4 IEEE 802.11 PHY Configurations

The physical layer part of the simulation framework is built on top of the MATLAB®

WLAN System Toolbox, referred to in the following as Toolbox. All results in this
chapter were obtained with MATLAB® release 2019b. Depending on the considered
use case and channel model, the simulation runs either with IEEE 802.11n or
802.11bd.

IEEE 802.11n

For quasi-static and frequency-selective fading scenarios (Sec. 3.2.5), the Toolbox
has been configured for the “High Throughput” profile (IEEE 802.11n) with 20 MHz
channel bandwidth using a single antenna per transceiver. This configuration
corresponds to an OFDM system with 52 usable subcarriers of which 48 carry data
and four are used as pilots. Each OFDM symbol is 4 µs long, including 0.8 µs cyclic
prefix. The preamble contains signaling information and training fields, including
two symbols for coarse time and frequency synchronization (Short Training Field)
and another two symbols for channel estimation and fine synchronization (Long
Training Field).

Following the specifications of industrial closed-loop control [2], packets are set
to have a payload size of 32 Byte. For maximum reliability, the lowest possible
modulation coding scheme (MCS) in 802.11n has been chosen, corresponding to a
constellation mapping of binary phase shift keying (BPSK) and a code rate of 1/2
which yields an overall rate of 1/2. For the number of iterations in the outer DTC
decoding loop, 20 has been determined empirically as more than sufficient [13]. The
parameters are summarized in Tab. 3.1. For any parameter not listed, the default
Toolbox setting as of release 2019b has been used.
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Regarding receiver imperfections related to time synchronization and channel es-
timation (blocks Sync and Estim in Fig. 3.2), the following applies unless noted
otherwise: (1) time synchronization is assumed ideal, i.e., coarse and fine timing
estimation of the Toolbox are skipped and the correct start of the packet is passed
to subsequent blocks; and (2) the channel is estimated (including noise power)
and used for equalization, but for combining, the fading gains as output from the
channel model of each link are used to get correct relative SNRs per link.

Tab. 3.1: Physical layer parameters for 802.11n simulations

Carrier Frequency 5 GHz Subcarrier Spacing 312.5 kHz

Channel Bandwidth 20 MHz Constellation Mapping BPSK

Payload Size 32 B Code Rate 1/2

IEEE 802.11bd

Since doubly-selective fading (Sec. 3.2.5) is mostly observed at higher speeds
such as in vehicular use cases, the PHY implementation is changed accordingly.
IEEE 802.11bd is expected to supersede IEEE 802.11p, current IEEE standard for
vehicular ad-hoc communications. Since January 2019, the TGbd is working on the
802.11 amendment for next generation vehicle-to-everything (NGV) communica-
tions [29]. 802.11bd aims at improving the reliability in high mobility scenarios,
making it an appropriate fit for the URLLC-focused evaluations in this thesis.

Essentially, the PHY of 802.11bd is the same as 802.11ac in a basic 20 MHz single
antenna configuration that is downclocked by a factor of two [30]. Therefore, the
previously described MC framework for 802.11n has been modified to work with
the “Very High Throughput” profile. Downclocking is easily achieved in simulation
without the need to change the 802.11ac PHY by passing the baseband samples
through a channel model that is parameterized for a bandwidth of only 10 MHz.

Besides, the 802.11ac implementation of the Toolbox has been extended by periodic
insertion of so-called midambles in the form of a VHT-LTF3 every 4, 8, or 16 data
symbols in the packet, see Fig. 3.4.

These midambles are then used by the receiver to update its channel estimate for
each subsequent chunk of data symbols. Referring to the signal processing flowchart
in Fig. 3.2, the blocks Estim, Demod and Demap are run for each chunk of data, the

3The Very High Throughput Long Training Field in 802.11ac comprises a predefined OFDM symbol,
similar to the training fields in the legacy preamble used for channel estimation.
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LTF DATA Chunk N…

Fig. 3.4: 802.11bd frame structure with midambles between 4, 8, or 16 data symbols
proposed in [30]. The prefix “L” refers to the legacy 802.11p preamble fields. The
prefix “R” denotes repeated. NGV fields are new in 802.11bd and represent the
downclocked version of their VHT counterparts defined in 802.11ac.

LLRs of each chunk are collected, and everything is decoded once the last chunk has
been received.

Extending and partly replacing Tab. 3.1, the relevant PHY parameters of the 802.11bd
simulations are given in Tab. 3.2. A code rate of 1/2 and quadrature phase shift key-
ing (QPSK) for constellation mapping corresponds to MCS 1 in 802.11ac and a gross
bitrate of 6 Mbit/s for 802.11p/bd. The chosen MCS and payload size represent a
typical configuration for vehicular cooperative awareness messages (CAMs) [31].

Tab. 3.2: Physical layer parameters for 802.11bd simulations

Carrier Frequency 5.9 GHz Subcarrier Spacing 156.25 kHz

Channel Bandwidth 10 MHz Constellation Mapping QPSK

Payload Size 300 B Code Rate 1/2

3.2.5 Channel Model

Different channel models have been employed to ensure comparability to other
studies on the one hand and to cover systematic errors in the considered WLAN im-
plementations on the other. Each channel model consists of a (potentially frequency-
and time-variant) gain according to a fading model and AWGN (see Chap. 2). To
obtain independent fading realizations, a separate generator instance of the chosen
fading model is created for each link and reset for every transmission of a new
packet. In the following, the chosen fading models are presented in ascending
complexity.

Quasi-Static Fading

Rayleigh fading is used as baseline model because it is well-covered in literature, it
is often used for analytical work due to its favorable mathematical properties, and it
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represents ideal NLOS conditions that coincide with lower SNR in reality and are
hence seen as the most challenging.

It is implemented such that the channel gain (and hence the instantaneous SNR)
does not vary over frequency within the considered channel bandwidth and remains
constant for the duration of a packet transmission. The kind of fading is neither
frequency- nor time-selective.

This implementation of Rayleigh fading is available as model “A” in the set of TGn
models that is part of the Toolbox.

Frequency-Selective Fading

Initial systematic errors in the receiver are expected from a channel with frequency-
selective fading. The other TGn models in the Toolbox implement a tapped delay line
where the magnitude of each tap has Rayleigh fading behavior. The superposition
of delayed fading processes causes a varying channel gain within the channel
bandwidth; the fading is said to be frequency-selective (see Sec. 2.4).

TGn model “F” represents an indoor environment with a large open space. This is
considered appropriate to target industrial applications that are typically located in
factory halls.

Doubly-Selective Fading

Further performance impairments are expected for channel gain variations in both
frequency and time. In [32], Alexander et al. analyze extensive field trials with
vehicular channel soundings for different LOS and NLOS scenarios. The highway
NLOS scenario is the most challenging one and therefore poses the most interesting
case of doubly-selective fading. A statistical emulation of this scenario is available in
[33] and has been validated in [24].

The model is similar to the previously discussed TGn models and consists of four
taps: one constant direct path and three Rayleigh fading taps with individual relative
gain, delay and Doppler frequency. The corresponding power delay profile is shown
in Tab. 3.3.

For a carrier frequency of 5.9 GHz, the maximum Doppler of 886 Hz corresponds
to relative speeds up to 45 m/s (162 km/h). Note that these relative speeds are
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Tab. 3.3: Highway NLOS power delay profile [33]

Gain [dB] 0 -2 -5 -7

Delay [ns] 0 200 433 700

Doppler [Hz] 0 689 -492 886

appropriate to represent highways in the U.S. but can be surpassed in many cases,
e.g., on freeways, especially in Germany.

3.3 Results

Ensuing the structure of the previous section on fading models, the following
simulation results are presented with ascending model complexity.

3.3.1 Quasi-Static Rayleigh Fading

In order to validate the 802.11n-based MC simulation framework, the performance
in terms of PER versus SNR is first evaluated under optimal conditions, i.e., in
quasi-static Rayleigh fading, and with accurate SNR knowledge available to the
combining schemes and perfect synchronization in time and frequency.

Framework Validation

At first, the simulated PERs are compared to analytical outage probabilities (OPs) of
the considered combining schemes for validation. OP expressions for SC, MRC and
JD are given in equations (11), (18), (28) of [17].

Fig. 3.5 shows said OPs for rate 1/2 (see Tab. 3.1) and the simulated PERs as function
of the mean SNR Γ per link, both for a single link and for MC with two links. The
gap of 5–7 dB between the PER and OP curves is due to limitations of the considered
implementation, in particular the channel coding and the suboptimal equalization
at lower SNR due to noise in the preamble fields used for channel estimation.
Nevertheless, for high SNR, the curves have the same slope, indicating that the
imperfections only cause an effective SNR loss but have no effect on the diversity
gain. It can be seen that the simulation framework is able to leverage the diversity
from multiple links for all of the combining schemes. Confirming theoretical results
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Fig. 3.5: Theoretical outage probabilities (OP) versus simulated packet error rates (PER)
for N = 1, 2 links.

in [17], MC achieves a lower PER per SNR compared to a single link, and the PER
reduction increases with SNR. The three combining schemes perform similarly, while
JD slightly outperforms MRC, and both outperform SC.

Although the numerical results are off by about 5 dB from their analytical counter-
parts, it is shown that the implementation of MC in the simulation framework is
effective and yields the expected diversity gain. The difference becomes larger for a
PER greater than 10−2, but high error rates are irrelevant for URLLC. Accordingly,
the framework is considered sufficiently validated.

Transmit Power Saving

So far, results have been plotted over the SNR per link Γ, independent of the number
of links. This implies that adding more links means increasing the overall transmitted
power in the system and hence the SNR, which leads to better performance regardless
of any diversity combining. While adding links means adding power is a valid
assumption in practice, an unbiased comparison of MC with a single link in terms of
PER per SNR requires to split the available transmit power across all links so that
adding a link does not increase the total power in the system. This requirement can
be expressed equivalently as keeping the system SNR Γsys constant for any number
of links and decreasing the SNR per link accordingly, i.e, Γsys = N · Γ.
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Fig. 3.6: PERs of a single link versus MC in Rayleigh fading for the case of sharing the
available transmit power between links.

Fig. 3.6 shows PER results in Rayleigh fading for N = 1, 2, 4. The simulation results
for N = 1, 2 are the same as before in Fig. 3.5, but shifted in positive direction along
the SNR axis by the number of links in dB. For example, the shift for N = 2 amounts
to 10 · log10(2) dB ≈ 3 dB.

The gain of multiple links becomes apparent for high SNR as (1) the PER reduction
for a given SNR, and (2) the SNR reduction ∆Γ for a given PER. Assuming constant
noise power at the receiver, the SNR reduction is equivalent to a transmit power
reduction and shows that MC can actually save power in high SNR scenarios instead
of requiring more power for additional links. Some readings are presented in
Tab. 3.4. For instance, JD using four links allows for a 10.6 dB lower transmit power
while retaining a PER of 1%.

Tab. 3.4: Transmit power savings of MC compared to a single link

PER N ∆ΓSC ∆ΓMRC ∆ΓJD

10−2 2 −7.0 dB −7.5 dB −7.7 dB

10−2 3 −8.6 dB −9.5 dB −9.7 dB

10−2 4 −9.1 dB −10.3 dB −10.6 dB
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However, for MC to actually improve reliability, the SNR per link must at least reach
the point where the error correction in the decoder is working.4 This point is shifting
towards lower SNR as the number of links is increased because the SNR per link
decreases. This is why for low system SNR, MC performs worse than a single link.

SNR Estimation for Combining

Knowledge of each link’s instantaneous SNR, which the considered combining
schemes rely on, has been assumed to be known so far (Sec. 3.2.4). In real-world
receivers however, as well as in the Toolbox being used, the noise power (that
is inversely proportional to the SNR) can only be estimated from training data
in the preamble. Since the preamble is overhead to the actual data, there is a
trade-off between keeping the preamble short and obtaining sufficiently accurate
estimates [34]. While an in-depth investigation of this trade-off is out of scope of
this work, the extreme case of having no estimate available at all will be considered
to highlight differences between the combining schemes in terms of their reliance
on SNR estimates.

Fig. 3.7 shows what happens if the reported instantaneous SNR per link is always and
for each link set to 1. Without SNR knowledge, SC is not applicable because there is
no criterion to select; it is therefore not shown in this plot. MRC becomes equal gain
combining [10] which causes a slight effective SNR degradation of less than 1 dB
but maintains the diversity gain because it still makes use of all links. Interestingly,
JD is almost not affected by missing SNR weighting. While SC and MRC combine the
received symbols at once in an irreversible way, JD maintains separate LLR vectors
per link and combines them iteratively. The important difference is that in each
iteration of BCJR decoding, the LLR magnitude is increased for reliable bits and
decreased for undecided ones. At the end of the first BCJR iteration, the soft bits
have already been scaled before any combining takes place. This LLR scaling makes
prior weighting by SNR unnecessary.

It can be concluded that MRC and especially JD offer superior combining perfor-
mance if SNR estimates per link are inaccurate. If JD is used in conjunction with
constellation mappings that do not carry information in the signal’s magnitude (e.g.,
BPSK and QPSK), noise power estimation can even be omitted entirely because it is
neither needed for equalization nor combining. This might enable the use of shorter
preambles, thereby reducing overhead for short packets.

4This point i found in a PER-SNR plot approximately by following the curve from top left to bottom
right and stopping where the slope does not get any steeper.
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Fig. 3.7: PERs of N = 1, 2, 3 links reveal the minimal impact of unavailable SNR estimates
on the combining schemes MRC and JD.

3.3.2 Frequency-Selective Fading: Large Indoor Scenario

Time Synchronization

Likewise dependent on preamble design, time synchronization is a major concern
for WLAN receivers in frequency-selective channels [35]. So far, packet detection
and time synchronization (processing block Sync in Fig. 3.2) have been assumed
ideal in the simulation by skipping the corresponding Toolbox functions and passing
the packet’s baseband samples correctly aligned to the subsequent processing blocks.
Consequently, the question arises if and under which circumstances reliability suffers
from imperfect synchronization, and how MC can help in such cases.

To this end, the aforementioned functions are enabled in the simulation. For the
previously shown frequency-flat Rayleigh fading model, there is no impact on the
performance. However, for the frequency-selective TGn model “F” (Sec. 3.2.5), the
simulation reveals considerable impact: Fig. 3.8 shows PER results for N = 1, 2 links,
both for ideal (error-free) synchronization and for realistic synchronization using
the Toolbox functions. The curves for the realistic case show a pronounced error
floor, i.e., a lower PER limit that is approached asymptotically but cannot be passed
for increasing SNR. The power delay profile of the fading model (Sec. 3.2.5) causes
significant distortion of the preamble up to a point where the first stage of coarse
synchronization fails to detect the presence of a packet. Since packet detection runs
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Fig. 3.8: PER graphs show the performance bottleneck of suboptimal synchronization in
frequency-selective fading. Dashed lines show the performance for ideal (error-
free) synchronization.

before any other processing, any systematic failures limit the achievable performance
of the whole receiver chain. Since the channel’s power delay profile is independent
of the SNR, events of excessive preamble distortion continue to occur regardless of
increased SNR and produce the evident error floor.

Fortunately, the results show that the performance bottleneck can be mitigated
with MC. Since only some channel realizations cause packet detection failures and
channels of different links are uncorrelated, any additional link increases the chance
of success. As detection per link are independent random processes, the combined
error probability simply corresponds to the product of the individual probabilities.
The results in Fig. 3.8 confirm that the error floor scales with the power of N . For
instance, the single link exposes an error floor at approximately 5.7% while for
N = 2 links, it is lowered to about (5.7%)2 ≈ 0.32%. As packet detection is done
before combining, this effect is independent of the chosen combining scheme. In
fact, for higher SNR, the performance of different combining schemes converges as
faulty packet detection remains as the most prominent source of error.

Even though this error floor is specific to the implementation of packet detection in
the considered Toolbox and could be avoided in practice, it provides a good example
of how systematic errors can happen in real-world systems because of unforeseen
conditions at the time of design, and how employing fully redundant receiver chains
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helps to mitigate such errors.5 In that sense, the presented findings provide an
argument for using MC in wireless systems exposed to adverse channel conditions. It
is worth to note that the PER improvement by MC is achieved without modifying the
packet preamble format nor the receiver structure. Since adherence to the standard
allows for better component reuse in real-world deployments, MC may provide a
cost-effective option to improve reliability in existing infrastructure.

Intra-Link Diversity

Besides exposing the bottleneck of packet detection, the results in Fig. 3.8 convey
additional findings on MC in frequency-selective fading. Looking at the dashed
curves for ideal synchronization, three things can be noted: (1) the PER performance
for a given SNR is better than for Rayleigh fading (shown in previous sections); (2)
the improvement is especially noticeable for the single link curve which has almost
the same slope as the curves for MC; and (3) the performance gap between JD and
MRC is more pronounced. Although TGn model “F” features several taps which
contribute receive power, this does not result in a higher average SNR because all
gains are normalized such that the fading model neither amplifies nor attenuates on
average. The PER improvement regarding (1) and (2) comes entirely from additional
frequency diversity within the bandwidth of a link (in the following referred to as
intra-link diversity). In other words, the receive power at different OFDM subcarriers
is not the same anymore but varies according to correlated fading realizations. This
is why the single link curve achieves a steeper slope already that is similar to the
curves for two links and even steeper than the results for two links in Rayleigh fading
(compare e.g., Fig. 3.6). Since each subcarrier is demapped on its own (in case of
BPSK, each subcarrier just contains one coded bit), frequency selectivity leads to
variations of SNR within the LLR vector of a link. While MRC combines the LLRs
of different links at once based on the time-instantaneous frequency-averaged SNR
per link, JD is able to combine LLRs individually and thereby make better use of
information from subcarriers with good SNR and suppress those with bad SNR. This
result suggests that the use of JD over MRC becomes more advantageous as channel
selectivity increases and intra-link diversity can be exploited. In the following,
channels with higher selectivity (smaller coherence bandwidth) are considered to
see if this claim can be supported.

5Further investigations of time synchronization in MC systems are provided in Sec. 3.4 and [16].
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3.3.3 Doubly-Selective Fading: Vehicular Highway Scenario

From the previous results, it remains open if the gain of JD over MRC scales with
fading selectivity. Therefore, it seems appropriate to consider vehicular scenarios
as additional use case of ultra-reliable communications. The following simulations
use the 802.11bd PHY instead of 802.11n and slightly different parameters as
described in Tab. 3.2 in Sec. 3.2.4. As in Sec. 3.3.2, packet detection and fine time
synchronization are not idealized but performed as in real-world hardware.

Midamble-Aided Channel Estimation

Before evaluating MC in doubly-selective fading, the impact of an important 802.11bd-
specific PHY feature is investigated for a single link: midamble-aided channel esti-
mation (Sec. 3.2.4).

To assess the effective time selectivity of the channel with respect to the wireless
system, the channel’s coherence time needs to be compared to the packet dura-
tion, or more precisely, to the duration that the channel is assumed static after
estimation. The channel’s coherence time Tcoh can be roughly estimated from
the fading model’s maximum Doppler frequency fd,max (see Tab. 3.3) according
to Tcoh ≈ 0.423/fd,max = 477 µs [8]. A 300 Byte payload transmitted with half-rate
QPSK (overall rate of 1 data bit per symbol) on 52 data subcarriers per OFDM symbol
spans across ⌈ 300 × 8 / 52 ⌉ = 47 symbols. For the 802.11bd symbol duration of 8 µs,
this yields a transmission duration of 47 × 8 µs = 376 µs. Since this duration lies in
the order of the coherence time, a state-of-the-art preamble-based estimate of the
channel is expected to become outdated over the course of a packet.

The results in Fig. 3.9 support this conjecture: for the case without midambles
(denoted as infinite midamble periodicity M = ∞), an error floor becomes apparent
as flattening of the curve. The error floor indicates a systematic error independent
of the SNR, similar to the synchronization issue of 802.11n in frequency-selective
fading observed in the previous section. However, updating the channel estimate
periodically using midambles substantially improves the performance in terms of
lower PERs. One midamble every 16 data symbols (M = 16) already lowers the error
floor substantially, and with a midamble every four symbols (M = 4) no sign of an
error floor remains within the evaluated SNR/PER region. A midamble periodicity
of four is the lowest proposed for 802.11bd [30] and will be used throughout the
following evaluations where midambles are enabled.
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Fig. 3.9: Single link PERs in highway NLOS channel with doubly-selective fading for the
case of no midambles (M = ∞) and periodic midambles (M = 16, 4).

Multi-Connectivity Without and With Midambles

Having investigated a single link, PER results for MC with two and four links are
presented in Fig. 3.10. Since midambles were found to have a major impact on
reliability, the case without midambles is discussed first. Both MRC and JD achieve
much lower PERs at a given SNR than a single link. However, for medium to
high SNR, incorrect equalization due to outdated channel estimation becomes the
dominating source of error. Since it is a systematic error independent of the average
SNR, it produces an error floor comparable to the one seen in Sec. 3.3.2. MC does
lower the error floor significantly because those cases where the channel realizations
differ so much within the packet that equalization and decoding fail are less likely
to affect multiple independent links at once. For example, at 10 dB SNR, MRC
improves the PER by about one order of magnitude for N = 2 and by more than two
orders for N = 4; JD even gains more than one and about four orders of magnitude,
respectively. This is the same kind of probabilistic improvement as in Sec. 3.3.2.
While MC limits the impact of outdated channel estimation, it does not solve the
problem which is why the curves still flatten for higher SNR, both for two and four
links.

Looking at the plot with midambles enabled, all configurations improve compared
to the case without midambles. This is expected from the single link results. Inter-
estingly, the single link curve declines about as fast as the MC curves, regardless
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of the number of links. This may seem surprising compared to PERs and outage
probabilities in Rayleigh fading (Sec. 3.3.1) where MC curves are steeper than that
of a single link. The reason for the single link performing better than expected is
the channel’s time selectivity: the receiver experiences changing fading realizations
within the duration of a packet. What has been an impairment without midambles
turns into additional time diversity if the channel estimate is kept up-to-date. As in
3.3.2, this diversity is implicitly exploited through interleaving the encoded data
over the packet and hence yields a steeper slope than the results for non-selective
Rayleigh fading.

Comparing the two combining schemes in detail, it can be seen that JD performs
significantly better than MRC, firstly in terms of lower PER for any given SNR, and
secondly in terms of PER decrease per SNR increase (steeper slope of the curve).
This is the case with and without midambles. As in Sec. 3.3.2, the difference between
the two is attributed once again to the bit-wise weighting and combining of JD.
While MRC applies the same weight to all LLRs of a link according to its average
SNR, JD takes into account varying SNR per bit. This is especially important in
frequency- and time-selective fading where the SNR varies within the bandwidth
and the duration of a packet. To address at least the latter to some extent, an
improved implementation of MRC for 802.11bd using midambles could use the
updated channel estimates to weight and combine the data chunk by chunk.
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Fig. 3.10: PERs for a single link and MC with N = 2, 4 links in highway NLOS channel
with doubly-selective fading using MRC or JD for combining. Top: M = ∞ (no
midambles). Bottom: M = 4.
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3.4 Time Synchronization

3.4.1 An Overlooked Challenge?

Before concluding the presented results, the author would like to come back to a
topic that has only been discussed in passing so far: packet detection and fine time
synchronization at the receiver. Synchronization is prerequisite for any downstream
processing in the receiver chain (see Fig. 3.3). If the correct start of a packet cannot
be determined or if a packet’s presence cannot be detected at all, the data is lost to
the receiver. For brevity, the term synchronization will be used hereafter to refer to
both packet detection and fine time synchronization.

As shown in Sec. 3.3.2, a frequency-selective channel may distort a packet’s preamble
up to a point where synchronization fails and becomes a performance bottleneck.
Frequency selectivity is determined by the propagation environment and occurs
independently of the SNR. This can lead to the unfortunate situation where a
link with high instantaneous SNR would enable accurate channel estimation and
equalization as well as successful decoding, but the adverse channel realization
renders synchronization impossible and hence prevents reception of the packet
altogether. Note that for packet formats with fixed-length preambles, e.g., for WLAN,
the ratio between the energy in the preamble part and the energy per information
bit in the data part is not constant but changes with the MCS of the data part. As
the MCS is lowered, the length of the data part and accordingly the energy per
information bit increases, but the preamble is left unchanged. This means that
situations where synchronization fails and decoding theoretically succeeds become
more likely for a low MCS setting, which is highly relevant to URLLC because a
low MCS is preferred to ensure high reliability on the PHY. Synchronization can be
improved by using longer preambles [34], but this also increases the overhead of
each transmission which is not ideal.

Previously in this chapter, different methods to combine redundant transmissions for
decoding have been investigated, and the comparison showed that incorporating all
available links performs much better than keeping the links separated (see Sec. 3.3).
Could the same logic be applied to synchronization?
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3.4.2 Joint Synchronization

The following results have already been published in [16]; the paragraphs below aim to
summarize and relate the results to the previous sections.

Method

In the context of MC with redundant transmissions on separate channels (as defined
in 3.2), the term joint synchronization (JS)6 shall be declared to name methods for
improving synchronization to individual packet transmissions on each link with the
help of the respective other links. The trivial approach is to wait for one receiver to
synchronize and share the determined start time with the others. This is sufficient if
the packets on each link arrive at the same time7, which is reasonable to assume
if all transmissions originate from the same physical unit and the channel can be
accessed on all links simultaneously. However, if frequency diversity is to be paired
with spatial diversity to mitigate shadowing from obstacles in the propagation path,
multiple antennas must be used and they need to be placed several meters apart,
depending on the propagation environment and the expected size of obstacles. This
kind of large-scale spatial diversity is referred to as macro-diversity [9]. As the
distance between antennas is increased and the analog signal loss on the way to
the antennas becomes unreasonable, it makes sense to deploy multiple BS and
let them transmit and receive simultaneously. However, ensuring synchronized
transmissions in the downlink can be quite challenging in practice because of jitter
in the backhaul network [37], the lack of global positioning system (GPS)8 coverage
indoors, and most dominantly, because of channel access constraints. Any wireless
technology operating in shared spectrum and adhering to carrier sense multiple
access (CSMA) (e.g., WLAN) experiences unpredictable delays when waiting for a
transmit opportunity, ranging from tens of microseconds up to several milliseconds
depending on channel congestion [38].

As illustrated in Fig. 3.11, the receiver must account for delays between signals
arriving from different transmitters. It is evident that the trivial approach of assuming
the same packet start is not applicable to macro-diversity deployments or in general

6The wording “joint synchronization” has also been used for methods which seem similar but are
not related, e.g., performing synchronization in time and channel estimation at once instead of
sequentially [36]. Because of the analogy to JD, this name is considered appropriate anyway.

7For OFDM-based WLAN considered in this chapter, time offsets in the order of a microsecond already
impact reliability [16]. Inter-symbol interference occurs if the packet offset plus the delay of the
longest propagation path of significant magnitude exceeds the cyclic prefix length.

8GPS provides not only location but also high-resolution time information and is commonly used for
sub-microsecond clock synchronization in cellular networks.
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d → s1

d → sN

r1(t0 + ∆t1), ..., rN (t0 + ∆tN ) → d̂

Fig. 3.11: Downlink of macro-diversity MC: N distributed transmitters produce individual
transmit signals sn from the same data d and try to send them at time t0, but the
receive signals rn arrive with different delays ∆tn (n = 1, . . . , N).
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Fig. 3.12: A simplified receiver flowchart to illustrate the idea of JS: if the first link fails
at synchronization while the second link manages to synchronize but fails to
complete because of bit errors after decoding, the imperfect decoder output can
be used to synchronize the first link and perform joint decoding.

if the links do not have simultaneous channel access. Instead, given large buffers to
capture the raw incoming signals on each link for later processing, a more elaborate
method for JS can be realized as follows.

Whenever at least one packet on any link can be successfully synchronized to, the
idea is to use information from the packet’s data part to facilitate synchronization on
other links. After demodulation and equalization of a synchronized packet, decoding
is attempted. If decoding succeeds, the receiver is done and there is no need to look
into another link. If decoding fails because of unresolvable bit errors, most likely
there are still correct bits in the output. The imperfect estimate of the original data
bits may be used to synthesize (generate) corresponding transmit waveforms as
expected on the other link. These waveforms then serve as a preamble-like known
sequence to be used in cross-correlation with the buffer contents of the remaining
links, possibly yielding the correct packet start and completing synchronization. The
newly synchronized packet is combined with the previous packet, thereby increasing
the chance of error-free decoding.
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The process is illustrated exemplarily for two links in Fig. 3.12. For a generalized
setup with more an arbitrary number of links, this can be developed into an iterative
Turbo-style algorithm similar to JD:

1. Try preamble-based synchronization as usual for each link independently

2. If at least one link has been synchronized, try to jointly decode the packet(s)
to obtain an estimate d̂ of the original data

3. If at least one link has been synchronized, do for each unsynchronized link:

a) Synthesize the expected waveform ŝn from d̂ according to the link-specific
transmit parameters (e.g., the interleaving pattern for DTC)

b) Synchronize by cross-correlating the waveform ŝ with the link’s input
buffer samples rn

4. If step 3b has been executed since step 2 and synchronized at least one
additional link, go back to step 2

5. Return the most recent data estimate d̂

The conditions in steps 3 and 4 guarantee that the algorithm ends after a maximum
of N executions of step 2. While JD is cited in step 2, other combining schemes such
as MRC can be used as well. Since the packet start is not directly assumed from
another link but determined by cross-correlation, this approach tolerates arbitrary
time offsets between packets as long as the delayed packets fit in the buffer.

Results

Both the trivial and the iterative correlation-based method of JS have been numeri-
cally evaluated by extending the WLAN simulation framework introduced in Sec. 3.2.
The same parameters and frequency-selective channel model as for Sec. 3.3.2 have
been used.

JS does not change how the first link is synchronized, but significantly increases
chances to get the remaining links. This behavior is easy to grasp by looking
at Fig. 3.13. Instead of showing PERs over SNR, a histogram of the amount of
successfully synchronized links is given for each SNR value. The state-of-the-art
performance without JS is shown in the left plot: as the SNR is increased, more
links are able to synchronize. Since synchronization is run independently per link,
any count between none and all links may occur. By contrast, with JS enabled in
the right plot, if at least one link gets synchronized, the others are as well. JS is
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so effective for the considered setup that cases between none and all links did not
occur at all; it can be seen that the probabilities of 0 and 4 add up to 1.0. Note that
this behavior already represents the achievable optimum for the presented methods:
initial synchronization is not changed and hence the probability of not synchronizing
any link remains the same, but if any link succeeds at synchronizing, JS makes sure
that the others do as well. As shown in the previous sections, additional links for
MRC or JD greatly increase chances of successfully decoding a given packet and
hence improve overall reliability.
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Fig. 3.13: Empirical probability distribution functions (PDFs) of the number of successfully
synchronized links nsync out of N = 4 total links for different SNRs without time
offsets between packets (∆t1,...,N = 0). With JS (right), the cases nsync = 1, 2, 3
never occurred and were hence omitted for readability.
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The JS results in Fig. 3.13 were obtained for the trivial method and the case with
no time offsets between packets (i.e., ∆t1,...,N = 0). For this case, both presented
methods have been found to perform exactly the same, which means that the
iterative method is able to achieve optimal performance as well and that the step
3b of the algorithm is very reliable in practice. However, as time offsets increase
beyond the cyclic prefix duration (by default 0.8 µs in 802.11a/g/n/ac), each link
must be synchronized individually [16]. This is where the iterative method becomes
interesting.
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Fig. 3.14: Packet error rates for N = 2, 4 links, either using no JS at all, the trivial method,
or the iterative correlation-based method. Packet arrival times are Gaussian
distributed with standard deviation σ∆t = 0.8 µs.

PER results for Gaussian distributed packet arrival times (i.e., ∆t1,...,N ∼ N (0, σ∆t))
are shown in Fig. 3.14. First of all, the results quantify the reliability improvement of
JS over the state-of-the-art performance of MC without JS: for example, with 4 links
at an average SNR per link of 6 dB, the PER is lowered by a full order of magnitude.
Comparing trivial and iterative JS, the performance of the trivial method starts to
deteriorate because the timing information of one link is less applicable to another.
The trivial method still achieves some gain because the considered time offsets are
small. For σ∆t ≥ 3 µs, the gain of trivial JS is completely lost and the iterative
method becomes mandatory [16]. However, the presented iterative algorithm is
expensive in terms of signal processing, especially if the waveform for the entire data
part of the packet must be synthesized (step 3a) and used for correlation (step 3b).
Fortunately, synthesis and correlation can be significantly reduced to only 3 OFDM
symbols worth 240 samples without loss of reliability [16]. This is 1.5× larger than
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the original 160 samples for fine time synchronization in the standard preamble but
much smaller than the complete data part of a typical packet9.

It can be concluded that joint synchronization of parallel receiver chains does
improve reliability for MC setups with imperfectly synchronized transmitters. As
soon as one receiver chain successfully synchronizes to a packet, the other chains
get synchronized as well. Although the time to wait for delayed packets and the
signal processing of the iterative synchronization algorithm will cause additional
delay in the receiver, it is worth noting that such delay is expected to be an order of
magnitude smaller than the time needed to solicit and conduct a retransmission of
this packet. Regarding deployment, the proposed methods are only implemented in
the receiver and do not require changes to Existing standards and protocols which
makes it easy to integrate.

The presented results highlight the importance of also considering packet detection
and fine time synchronization when tuning the PHY for maximum reliability. The
findings provide an indication of what is possible regarding synchronization with
redundant transmissions and serve as motivation for further investigations. For
example, instead of performing initial synchronization independent per receiver
chain, could the iterative JS approach be extended to the initial stage by combining
cross-correlations per chain to obtain a joint maximum and hence timing estimate?
In addition, if all transmissions are received using a single wide radio frontend
(instead of separate oscillators and downconverters per link), the thoughts of trivial
JS could also be applied to frequency offsets: if initial coarse time synchronization
and carrier frequency offset (CFO) correction should fail for some links, the fact that
all links will experience the same frequency offset can be exploited such that the
offset determined for any of the links can be applied to the others.

3.5 Summary

It has been shown that frequency diversity on the PHY in terms of MC using the
combining schemes SC, MRC and JD can be successfully implemented with WLAN
to improve reliability in fading channels. In quasi-static Rayleigh block fading, the
particular implementation has a performance penalty in terms of an SNR offset for a
given PER as compared to theoretical outage probabilities, but it still achieves the
expected diversity gain for all of the three combining schemes. It has been found

9For example, a payload of 32 B encoded at rate 1/2 yields 512 code bits which, for BPSK constellation
mapping and 48 data subcarriers per OFDM symbol, map to 11 OFDM symbols.
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that JD with DTC tolerates missing SNR estimates as opposed to the other combining
schemes, an advantage not known from theoretical work before. Whereas MRC and
SC require the SNR per link to be known and to be constant within the bandwidth
and duration of a packet, the iterative BCJR decoder architecture of DTC also gives
JD a considerable advantage in situations where the SNR per bit varies. This is
why JD outperforms the other combining schemes for frequency- and time-selective
fading. Packet synchronization and channel estimation have been identified as
potential bottlenecks to achieve low PERs in selective fading. Such systematic errors
are not bound to noise but to particular channel realizations. MC cannot avoid the
buildup of an error floor, but lower it considerably with every additional link down
to a point where the system can be considered usable again. JS proves as effective
receiver-side method to ensure that packets on all links pass synchronization and
are hence available for diversity combining and decoding, which improves overall
reliability.

It can be concluded that MC is a viable approach to realize URLLC because it
improves reliability without increasing latency. JD with DTC is more complex to
implement than MRC and SC but pays off when dealing with selective fading and
receiver imperfections.

Despite its benefits, MC has the disadvantage of multiplying bandwidth requirements
and therefore may not scale to a large number of wireless devices. A more efficient
approach to leverage frequency diversity is presented in Chap. 5.

On a higher level, the results for different fading models have shown that the same
PHY can behave substantially different as the environment changes, and that the
advantage of a particular feature may not stand out unless it’s evaluated under
more realistic conditions which may extend beyond what’s possible analytically. To
find out how a system performs in the real world, the first step is to understand
the wireless propagation conditions, which happens to be the subject of the next
chapter.
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Channel Characterization 4
Link-level simulations have shown that frequency diversity in fading channels can
improve reliability by multiple orders of magnitude, and that systematic errors can
only be avoided in physical layer design if the channel characteristics are known
beforehand. Channel models used in simulations rely on measurements that capture
the behavior of the targeted environment in frequency and time. This chapter
describes a suitable channel measurement setup to evaluate industrial URLLC, then
proceeds to analyze the obtained data, and finally draws practical conclusions for
system design.

4.1 Introduction

The wireless channel state in frequency and time can be measured in several ways,
but in order to assess the performance of URLLC where short-lived outages already
present major issues, the following criteria are of special interest: resolution, variety
of large-scale conditions, and reproducibility. Understanding the channel’s coherence
in frequency and space (or equivalently for moving transceivers, in time) requires
measurements that provide sufficient resolution in these dimensions. Resolution
is assumed to be sufficient if the spacing between sampling points is significantly
smaller than the coherence bandwidth in frequency, and than the decorrelation
distance in space. These correlation properties depend on the propagation envi-
ronment which makes it difficult to define sufficient sampling rates beforehand.
However, the decorrelation distance can be roughly lower-bounded as half of the
carrier wavelength as suggested by Molisch [10]; this value will be used in the
following to classify measurement campaigns. In addition to resolution, the amount
and kind of covered area is another important feature. Large-scale conditions such
as distance-dependent path loss and shadowing from obstacles change as users move
around. Capturing data over a larger area, at best without interruption, is key to
gaining a representative set of channel realizations, including small-scale deep fades.
Although not being a prerequisite for the captured data to be used in simulations,
automated positioning and triggering helps to ensure reproducibility and allows
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for quantitative comparison of environmental changes such as the placement of
obstacles.

Focusing on factory halls as typical environment of industrial URLLC, publicly
documented measurement campaigns in such places do exist but fall short in some of
the aforementioned criteria. For example, Wassie et al [39] performed measurements
at multiple locations with different large-scale conditions in both dense and open
space factory environments, but the distance between measurement locations is
much larger than a wavelength and therefore too large to assess spatial correlation.
On the contrary, Zelenbaba et al [40] made use of automated positioning, measured
instantaneously over a bandwidth of 150 MHz, and captured snapshots every 2 ms
while moving the receive antenna at a velocity of 1 m/s in parallel to the transmitter
and by steps of half the wavelength towards the transmitter. While the data is more
than suitable to assess spatial correlation, it only captures a relatively small area of
1.9 m by 0.92 m and therefore has limited validity for the environment as a whole. A
comprehensive list of other relevant campaigns can be found in [41].

4.2 Automated Mobile Channel Sounding

The measurement campaign described in this section was part of Friedrich Burmeister’s
diploma thesis for which the author served as supervisor, and has been published
in [41].

To address open questions of existing data, a new measurement campaign has been
arranged at a factory hall at Robert Bosch GmbH in Hildesheim, Germany (Fig. 4.1).
As outlined in the following, the measurement setup satisfies the aforementioned
criteria for URLLC design and evaluation.

It consists of two universal software radio peripherals (USRPs) of type NI USRP-2974,
a laptop and an automated guided vehicle (AGV) of type Götting KATE (Fig. 4.2).
One USRP serves as stationary transmitter, the other represents a mobile receiver
and is mounted on top of the AGV. The AGV moves along a rectangular track of
about 20 m at a constant speed of 1 m/s, with the distance between transmitter and
receiver ranging from about 1 to 6 m.

A Zadoff-Chu (ZC) sequence of 512 samples (where the last sample is a repetition
of the first to reach a power of two length) serves as constant amplitude zero
autocorrelation waveform and is transmitted with an in-phase and quadrature-phase
(IQ) sampling rate of 100 MS/s. Transmission happens in the industrial campus
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Fig. 4.1: Measurement environment in factory hall at Robert Bosch GmbH in Hildesheim,
Germany. Abundant metallic structures and walls make for strong reflections.

Fig. 4.2: Left: corridor of metallic walls for artificial NLOS conditions. Right: AGV
with lithium battery (red), inverter (grey on bottom shelf), USRP-2974
(grey/blue on top shelf), acceleration sensor (in wooden box) and control laptop.
Photos: Friedrich Burmeister
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frequency band at 3.7–3.8 GHz with 3.75 GHz center frequency. At an interval 1 ms,
that bandwidth is sampled instantaneously by the receiving USRP and a snapshot
is recorded for a duration of 100 µs (10, 000 IQ samples) containing 19 complete
ZC sequences. At a speed of 1 m/s, the chosen time interval of 1 ms corresponds
to a spatial resolution of 1 mm. This is about two orders of magnitude smaller
than the mean wavelength of λ = c/fc = 80 mm (fc = 3.75 GHz) and ensures
that any channel state transition over time is captured smoothly. Data acquisition
is synchronized to the start of the AGV’s movement using an acceleration sensor
and runs for a fixed duration of 20 s. During the measurement, no cables are
needed between the USRPs which allows the AGV to move without obstruction.
This is possible because the chosen transmit waveform allows sample-accurate
synchronization relative to the first multipath component of the channel’s power
delay profile (first local maximum in the snapshot) afterwards by cross-correlation.
As described in [41], for each snapshot, the CFO is corrected and the measured
sequences in that snapshot are averaged into one chunk of 512 samples to suppress
noise. Finally, the power spectrum of a snapshot is obtained by squaring the averaged
samples, computing a 512-point fast Fourier transform (FFT) and converting the
frequency-domain samples to dB.

After capturing data of the empty test area for reference, metal walls have been
placed in various formations to achieve controlled NLOS conditions and represent
common obstacle scenarios as described in [41]. Every scenario comprises ten
iterations of the AGV along the track, each recorded as separate measurement round.
The remainder of this work focuses on the “machines” scenario shown in Fig. 4.3
because of its varying LOS conditions.
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Fig. 4.3: Map of the original measurement track in a factory hall [41]. Metallic walls in the
center (blue lines) cause varying LOS conditions.
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4.3 Evaluation and Statistical Analysis

4.3.1 Overview

The measured data is now to be examined, with the aim to understand the considered
factory environment’s challenges and opportunities with respect to reliability and
diversity.

A three-dimensional (3D) plot of the receive power spectrum over the duration
of one measurement round is shown in Fig. 4.4. As expected for this amount of
bandwidth and traveled distance, power varies significantly over frequency and time.
The receive power is highest at the start and end of the round when the receiver is
closest to the transmitter (see scenario map in Fig. 4.3). At about 7–10 s and 11–14 s,
the LOS between transmitter and receiver is blocked by the metallic walls, causing
some attenuation (shadowing) and more deep fades. The narrow gap between
the obstacles is visible as brief recurrence of LOS conditions with increased receive
power. A detailed analysis on what is happening in various parts of the measurement
is provided in the following subsections.

Fig. 4.4: Time-frequency receive power plot from the “machines” scenario. The time during
which the AGV was in NLOS conditions is visible in the center as areas with lower
average power.

Taking a closer look at the 3D plot quickly reveals two imperfections of the mea-
surement setup: (1) as most receivers, the USRP blocks the center of the receive
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bandwidth which corresponds to direct current (DC) in baseband, and (2) the anti-
aliasing lowpass filter in front of the analog-to-digital converter (ADC) is not ideal
but cuts into the wanted bandwidth and attenuates the outer frequencies. To avoid
systematic errors in the subsequent analysis and later investigations, the DC carrier
as well as the lowest and highest 11 MHz of the spectrum are removed.

4.3.2 Shadowing and Reflections

Interestingly, the amount of attenuation during NLOS conditions seems to be only
minor. This finding is reinforced by the power over time plot in Fig. 4.5.

Fig. 4.5: Receive power over time from the “machines” scenario, with DC and outer fre-
quencies removed. The curve at the top shows the sum power over the whole
considered bandwidth, while the curves below are examples of narrower channels.

Considering the range of distances to the transmitter and varying LOS conditions,
it can be said that the wideband power (the sum over the whole measurement
bandwidth) changes very little over time. Only 1% of the time it falls below
−58.6 dBm, just 7.7 dB below the time average of −50.9 dBm. Moreover, for smaller
subsets of the spectrum around the center frequency (lower curves in Fig. 4.5), the
shadowing from obstacles in terms of power loss is actually negligible compared to
the much bigger variations due to multipath-induced fading. This suggests that there
are many large reflecting surfaces in the environment which contribute a significant
share of receive power, even under LOS conditions. Looking around the test area
in the investigated factory hall (see Fig. 4.1), a lot of metallic structures stand out
indeed, e.g., walls on the sides, crossbars, and the metal roof. This clearly sets the
factory environment apart from open space and outdoor scenarios where the LOS
component, if present, is more dominant with respect to reflections.
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4.3.3 Path Loss

The previous exemplary observations on power level attenuation can be generalized
to the whole measurement area by fitting a path loss model. Large-scale attenuation
over distance is commonly modeled as log-distance path loss, e.g., by Goldsmith [10],
according to Eq. 4.1:

PL(d) = PL(d0) + 10γ log10

(
d

d0

)
(4.1)

PL(d) is the average path loss in dB at distance d, PL(d0) is the path loss in dB at the
reference distance d0 < d, and γ denotes the path loss exponent. γ is a distinctive
parameter of the propagation environment commonly used in comparisons. It can be
determined from measurements by regression. The available data contains receive
power levels Prx(t) over time t. Since trajectory and speed of the AGV are known,
the data can be mapped to locations along the track and subsequently to distances d

between transmitter and receiver to obtain Prx(d). Given that the path loss is defined
in log domain as difference between transmit and receive power PL = Ptx − Prx,
Eq. 4.1 from above can be equivalently formulated as function of Prx(d):

Ptx − Prx(d) = Ptx − Prx(d0) + 10γ log10

(
d

d0

)
Prx(d) = Prx(d0) − 10γ log10

(
d

d0

) (4.2)

As can be seen from Fig. 4.5, the receive power varies significantly due to large
reflectors, even the sum level of the complete bandwidth that already presents a
frequency-domain average. In lieu of a power measurement Prx(d) that is averaged
in space or time for a given distance, the measurement contains plenty of power
levels at different distances. These yield an overdetermined system of equations
with γ and Prx(d0) unknown which can be solved using the non-linear model fitting
function of MATLAB®. The function performs iterative least-squares fitting and
requires initial values for each parameter: the reference distance d0 has been set to
the lowest occurring distance of 1.7 m, Prx(d0) is initialized with the first measured
power in the data set to roughly start in the proper range, and γ has been set to the
free-space value of 2.

For the “machines” scenario, the fitted logarithmic model on top of the input data is
shown in Fig. 4.6a. Since a single path loss exponent cannot represent the varying
LOS conditions within the scenario but represents an average, the fitting for the
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same trajectory without obstacles (“empty” scenario) is provided for comparison in
Fig. 4.6b. The fitted path loss exponents of both scenarios are smaller than the free-
space value of 2, which means that some of energy radiated in directions other than
the receiver’s is not absorbed but reflected and eventually reaches the receiver. This
result confirms the conjecture in Sec. 4.3.2 that shadowing from obstacles has little
effect on the average receive power level because of strong reflections. As expected,
the “empty” scenario with uninterrupted LOS has a lower path loss exponent. The
obtained estimates along with the 95 % confidence intervals are listed in Tab. 4.1.
Note that the confidence intervals only express the residual error of representing the
given data and do not include the variance of the data itself. Yet, the larger intervals
for the “machines” scenario can be attributed to the partial NLOS conditions that
increase power level variance for some distances and are more difficult to represent
with a single logarithmic curve.

Tab. 4.1: Path loss parameters at 3.75 GHz carrier frequency

Scenario Prx(d0) γ

Machines −44.4 ± 0.08 dBm 1.8 ± 0.02

Empty −45.5 ± 0.07 dBm 1.4 ± 0.01
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(a)

(b)

Fig. 4.6: Receive power over distance, (a) with obstacles (“machines” scenario) and (b)
without (“empty”). Blue crosses mark individual measurements at the given
distance. The red line shows the fitted logarithmic model.
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4.3.4 Amplitude Distributions

Having analyzed large-scale attenuation in terms of path loss, the small-scale fading
and its relation to varying large-scale conditions is assessed in terms of amplitude
distributions. Although not being used for subsequent investigations in this work,
the results are provided for reference as they facilitate comparisons with other
measurement campaigns and channel models.

Correlation between channel states is not of interest at this point; each time-
frequency sample of the measured data is treated as independent narrowband
channel realization. Since common mathematical fading models are defined in
terms of amplitude distributions instead of powers, the logarithmic squared levels
are converted back to linear scale. No further normalization is applied and the mean
is intentionally not removed. Even though the distributions are collected over data
with different path loss and hence changing mean SNR, note that the change in path
loss is very small compared to the overall variation of amplitude (compare Fig. 4.5
and Fig. 4.6).

Three data sets out of the “machines” scenario (see Sec. 4.2) are considered: (1)
NLOS conditions only, (2) LOS conditions only, and (3) the whole measurement
round. Selected analytical fading distributions are fitted to the data using iterative
least-squares estimation. Results are shown in Fig. 4.7.

The empirical distributions differ visibly per area. As expected, small amplitudes
are more likely to occur in the NLOS area than in the LOS area. The empirical
distribution of the NLOS area is rather narrow with a mean close to zero, compared
to the LOS one which is farther spread around a higher mean. The empirical
distributions in the NLOS and LOS areas look remarkably similar to Rayleigh and
Rice distributions [8], respectively. Distribution fitting shows indeed a tight fit of
the analytical fading models. Considering the physical assumption behind Rayleigh-
distributed fading, i.e., receiving an infinite number of radio waves with the same
power level (a scenario that is unlikely to be encountered in reality), the good fit
is noteworthy and confirms once again the finding of previous sections that the
environment contains a significant amount of strong reflectors. The same conclusion
can be drawn from the Rice distribution parameters ν and σ obtained for the LOS
region. The ratio K = ν2/(2σ2) is known as Ricean factor and describes the ratio
between the deterministic power of the direct path and the combined power from
all the other paths. For the given data in the selected LOS region, a value of 0.39
(−4 dB) is obtained, meaning that the direct path is weaker than the sum of the
others.
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(a)

(b)

(c)

Fig. 4.7: Amplitude distributions for different areas (time ranges) in the “machines” sce-
nario. Blue areas represent histograms of measured data, line plots on top show
fitted distributions for comparison. (a) NLOS conditions at 7–10 s. (b) LOS
conditions at 1–4 s. (c) Whole round.
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The Rayleigh and Rice distributions are small-scale fading models that assume
the general propagation characteristics (large-scale conditions) to remain static.
Consequently, attempting to fit these distributions to the data of the whole round
including varying large-scale conditions proves to be not as successful. The shape of
the empirical distribution lies somewhere in between those of the selected LOS and
NLOS regions. As expected, neither the Rayleigh, Rice nor the Nakagami distribution
fits the data well because it contains a mix of conditions.

The results confirm the highly reflective properties of the environment by comparing
amplitude distributions to analytical models. They further illustrate the relation
between large-scale conditions and small-scale fading statistics. The differences
between LOS and NLOS suggest that varying LOS conditions should always be
considered when planning a measurement campaign.

4.3.5 Coherence

Recalling from Chap. 2, multipath fading is specific to frequency and location (or
time for moving devices). Coherence metrics describe how much the frequency or
location (time) needs to change until the channel changes to some degree. Such
information is highly relevant in system design. For example, considering a situation
where a device experiences a deep fade at its current frequency and location, the
coherence bandwidth indicates the minimum system bandwidth needed to mitigate a
fade by frequency diversity. However, as the channel changes smoothly in frequency
and time, the particular values of such metrics depend a lot on the definition of how
much the channel is allowed to change and still be regarded as coherent.

According to Molisch [9], the coherence bandwidth Bcoh is defined as the required
frequency offset ∆f for the correlation coefficient ρ between them to be below a
certain threshold. Let RH(t, ∆f) denote the channel’s frequency correlation function
at some point time t, then Bcoh can be calculated as follows:

Bcoh(t) = 1
2

(
arg max

∆f>0

( |RH(t, ∆f)|
RH(t, 0) = ρ

)
− arg min

∆f<0

( |RH(t, ∆f)|
RH(t, 0) = ρ

))
(4.3)

The operators arg max and arg min specify the maximum and minimum argument
that satisfies the condition which is relevant for non-monotonic functions such as
empirical data. If for increasing ∆f , |RH(∆f)|/RH(0) falls below, rises above and
falls below ρ again, the min and max operators effectively make Bcoh the bandwidth
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outside which the correlation threshold is not exceeded anymore. Eq. 4.3 thereby
follows the definition in [9] but does not assume t = 0; instead it shows that Bcoh is
actually a function of t since large-scale conditions can change.

In lieu of a similar definition for the coherence time in [9], the definition from
above is proposed to be applied respectively to the time domain: the coherence time
Tcoh then represents the time offset ∆t for ρ to be below a certain threshold. With
RH(∆t, f) as the channel’s time correlation function at a given frequency f :

Tcoh(f) = 1
2

(
arg max

∆t>0

( |RH(∆t, f)|
RH(0, f) = ρ

)
− arg min

∆t<0

( |RH(∆t, f)|
RH(0, f) = ρ

))
(4.4)

In the following, the coherence bandwidth is computed for each data snapshot,
i.e., for every millisecond of the measurement. Its progression over time is shown
exemplarily in Fig. 4.8 for the “machines” scenario and a correlation threshold
ρ = 0.9. A moving average over 100 snapshots (100 ms) is plotted on top for
better readability of the large-scale trend. The averaged curve shows that Bcoh

follows the large-scale conditions. This is expected, because the interference from
multipath propagation increases with respect to the LOS component for larger
distances between transmitter and receiver. This adds variance to the channel’s
frequency response and in turn yields a smaller Bcoh. In fact, Bcoh is lowest in the
NLOS parts of the scenario at 7–10 s and 11–14 s; the short return of LOS is clearly
visible in between.

As mentioned before, the obtained values for coherence bandwidth and time largely
depend on the chosen correlation threshold ρ. Fig. 4.9 shows the mean coherence
bandwidth Bcoh and mean coherence time T coh (averaged over the whole mea-
surement time and bandwidth, respectively) for different thresholds ρ. It can be
seen that higher thresholds lead to a smaller range of frequencies considered as
coherent. This is expected from the definition in Eq. 4.3, but it is worth noting that
the difference between, e.g., ρ = 0.4 and ρ = 0.9, is as big as an order of magnitude
for Bcoh and even two orders of magnitude for T coh. Plotted on a semi-logarithmic
scale, the data points show approximately linear behavior which suggests a negative
exponential dependency on ρ.

Note that the coherence time Tcoh depends on the velocity v of the moving receiver
and the frequency f ; their relation can be expressed more formally in terms of the
Doppler frequency [9]. Since the measurement bandwidth B is small compared
to the center frequency f , the relative change of f across the bandwidth is not
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Fig. 4.8: Coherence bandwidth over time for ρ = 0.9 in the “machines” scenario. The thin
blue line marks raw values for every snapshot, the thick red line represents a
100 ms moving average of the raw values.

significant and the calculated coherence time is essentially the same, i.e., Tcoh(f) =
Tcoh ∀ f . Hence, the plot of Tcoh over frequency is omitted.

Coming back to studying the effects on Bcoh over time, it can be seen that ρ not only
changes the mean but also the variance of Bcoh. Fig. 4.10 shows moving averages for
different thresholds. The plot shows that the variance of Bcoh increases when going
from ρ = 0.9 towards ρ = 0.5, and that it decreases again for ρ < 0.5. Obviously,
Bcoh is capped at 78.1 MHz which is the bandwidth of the filtered measurement data
(see Sec. 4.2). The fact that Bcoh responds less to location changes for medium and
low thresholds suggests that these thresholds may be of limited use for describing
the environment’s propagation characteristics. In the end, choosing ρ means to
define which amount of correlation between two frequencies is considered relevant,
and this depends on the application.1

1For example, in Chap. 5, the same measurement data as discussed here is used to determine the
required resolution of a frequency grid for diversity-based resource allocation. Results show that
performance is impacted if frequency resources are larger than approximately 2 MHz. Comparing
this to the data in Fig. 4.9 and Fig. 4.10, ρ = 0.9 seems appropriate for this specific problem.
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Fig. 4.9: Mean coherence bandwidth and time versus correlation threshold.

Fig. 4.10: Coherence bandwidth over time (location) for different correlation thresholds.
For better readability, only 100 ms moving averages are shown.
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4.4 Summary

In this chapter, resolution criteria for channel sounding to assess the performance
of URLLC have been defined and a suitable mobile measurement setup has been
presented. This setup has been used to record data in a Bosch factory hall, which
has then been analyzed both qualitatively and quantitatively. A large number of
strong reflecting surfaces is characteristic to the factory environment. This leads
to small path loss exponents in the range of 1.4 without to 1.8 with obstacles,
respectively, and a low Ricean factor in LOS conditions of −4 dB, indicating that
the direct propagation path contributes less power than the sum of all reflections.
The coherence bandwidth for a correlation threshold of ρ = 0.9 is in the order of
1–2 MHz, which is small compared to common system bandwidths (e.g., 80 MHz
for 802.11ac and 100 MHz for 5G). In contrast to other industrial measurement
campaigns, for which similar path loss exponents and coherence bandwidths have
been observed, the presented data is unique in its high temporal resolution and
bandwidth, which enables it to be used directly in simulations as source of correlated
channel states without the need for further modeling.

From a URLLC perspective, the availability of strong reflectors and the hence ob-
served low path loss are actually good news: despite heavy fading of individual
parts of the spectrum, there is always some part providing a decent link. If the good
parts can be identified for each user, a very high SNR (and thus very low PER) can
be maintained at all times without the need for excessive transmit power, even in
case of shadowing behind obstacles. A solution to the spectrum allocation problem
is proposed in the next chapter.
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Subchannel Allocation 5
In Chap. 3, MC using parallel transmitter and receiver chains for redundant trans-
mission on different channels has been established as an effective way of improving
reliability by exploiting frequency diversity. It has the added benefit of mitigating
channel-related systematic errors from receiver imperfections but comes at the cost
of requiring a multiple of the original bandwidth. This does not scale well for a
network with many users if radio spectrum is limited. For multi-user scenarios, it
is therefore desirable to find a more resource-efficient way of exploiting diversity.
Instead of wasting resources by blindly transmitting on multiple channels, wouldn’t
it be possible to find and only use channels that are in good condition?

The following results have been accepted for publication in [42]. The author’s contri-
butions comprise the modeling, the framework for measurement-backend system-level
simulations, the idea and implementation of the allocation algorithms, and the inter-
pretation of the obtained simulation results.

5.1 Introduction

Consider an industrial automation use case with an assembly line consisting of
multiple remote-controlled mobile robots. Each robot periodically reports sensor
data to a centralized controller and receives control signals in return, forming a
closed loop. Assuming that the robots work jointly on a task which requires each of
them to stay operational and connected, it follows that any communication outage
at any robot causes a failure of the task. This scenario translates to the following
objective: for each robot, the channel quality of its allocated radio resources must
satisfy at all times the requirements of the wireless communication system for
correctly transmitting the given data within a certain time (e.g., the duration of a
control cycle). The reliability of the assembly line is hence limited by the robot with
the worst channel conditions. This implies that an allocation of radio resources is
optimal if it maximizes the channel quality of the weakest user.

In communication networks, the optimality criterion of maximizing the minimum
data rate is formally known as max-min fairness or max-min allocation [43]. Most of
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the work on bandwidth sharing relates to wired networks and assumes each physical
link to have a constant capacity. By contrast, the physical frequency resources in a
wireless network are subject to fading and hence varying channel capacity. This is
why resource allocation for wireless communication requires different algorithms.

The described factory use case is fundamentally different from typical broadband
applications where the resource allocator will, broadly speaking, try to maximize
average system throughput, which means to avoid spending resources on users in
bad channel conditions and hence accepting individual outages. Few works have
been published on resource allocation according to the max-min criterion. Also,
having stated max-min as optimization goal, it is not trivial to find an allocation
which fulfills that goal. For instance, the authors in [44] choose a slightly different
goal and resort to game theory to find fair allocations in a multi-user multi-carrier
system. In [45], Traßl et al. propose an algorithm to find the optimal max-min
allocation, but it is only evaluated for small numbers of users and resources. Personal
correspondence with the main author revealed that the algorithm would not scale to
the system size considered hereafter because of computational complexity. Besides,
the authors assume Rayleigh fading with no correlation between the resources, which
is rather unlikely in practice according to the measurements in Chap. 4. The goal of
this chapter is hence to find a computationally feasible algorithm that follows the
max-min criterion, and to compare its performance to simpler baseline algorithms
using the channel data described in Chap. 4.

5.2 System Model

5.2.1 Wireless Topology

A set of users (e.g., mobile robots) U = {1, 2, . . . , U} shall be served by one BS. A
basic single-input single-output (SISO) antenna configuration is assumed. The BS
and each user shall be able to use all of the system bandwidth Bsys instantaneously
for transmission or reception.

The system bandwidth Bsys is divided into a set of orthogonal subchannels Rsys =
{1, 2, . . . , Rsys} of equal width BSC such that Rsys = Bsys/BSC with Rsys ∈ N and
Bsys, BSC ∈ R. Each of these subchannels represents an allocatable resource and can
be used for communication between one user and the BS for the duration of a time
slot of length Tslot ∈ R.
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The resulting resource grid is illustrated in Fig. 5.1. In order to exploit the most
diversity and to achieve deterministic latency per user, the allocation is constrained
to the frequency domain (i.e., subchannels). This implies that all users must be
served within one time slot; there is no multiplexing of users over time.

5.2.2 Resource Allocation

The set of subchannels allocated to user u at time t is denoted as Ruser(u, t) with
u ∈ U and t = k · Tslot, k ∈ N0. An allocation consists of exclusively mapping one or
more subchannels to every user, i.e., Ruser(u, t) ⊂ Rsys ∀ u, t. For now, it is assumed
that every user is allocated the same number of subchannels Ruser ≤ Rsys/U . Note
that a user’s set of subchannels can be non-contiguous in frequency.

channel state information (CSI) in terms of SNR of each subchannel at every user
is assumed to be known to the BS, where Γ(r, u, t) denotes the instantaneous SNR
of the r-th subchannel as observed by user u at time t. The CSI is then used for
centralized allocation of subchannels for use at time t + ∆talloc, where ∆talloc will
be called the allocation delay.

Since spectral efficiency is a key motivation for this investigation, only the case of
full system load is considered. This means that all subchannels in the system are
allocated to users such that Ruser = Rsys/U . The combined allocated bandwidth per
user is given by Buser = BSC · Ruser.

An algorithm which maps subchannels to users will be called allocator. Recall that
the goal of this chapter is to investigate allocators for URLLC. Instead of maximizing
the sum throughput in the system, the optimal allocation should minimize the prob-
ability that any user experiences a communications-related outage. This objective
corresponds to what is formally known as max-min criterion, which is achieved by
maximizing the SNR of the user with the worst channel conditions [45], that is,
maximizing the minimum SNR in the system.

5.2.3 Discrete Outage Definition

Link-level simulations of wireless transmissions between fixed endpoints commonly
yield an empirical outage probability (average packet error rate) for a certain channel
model and mean SNR. However, to facilitate system-level simulations, outage events
are discretized by introducing an SNR threshold Γmin under which the receiver is
assumed to be in outage. This is similar to the notion of receiver sensitivity. Γmin
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Fig. 5.1: Users are only multiplexed frequency and not in time to minimize latency. The

allocation problem within a time slot then consists of exclusively mapping a
number of subchannels to every user. [42]

then refers to the sum of SNRs of the subchannels allocated to a user: the u-th user
is declared to have an individual outage if

∑
r Γ(r, u, t) < Γmin. If there are one or

more individual outages within a given time slot, this is declared a system outage,
which will simply be referred to as outage in the following. Given this definition,
the reliability of allocators is evaluated in terms of empirical outage probability
(the share of time slots with a system outage) and outage duration (product of the
number of consecutive time slots in system outage and the duration of a time slot).

5.3 Simulation Framework

5.3.1 Measurement-Based Channel Emulation

If the system bandwidth Bsys is much smaller than the carrier frequency, it is
reasonable to assume that a user experiences the same path loss (average SNR)
on all subchannels at one instance in time. Differences in the instantaneous SNRs
per subchannel originate from multipath propagation conditions, which in turn
vary over time depending on the movement of users. It is essential to reproduce
temporal correlations in the channel state to determine the duration of outages.
Likewise, any investigation of the required granularity of the resource grid (i.e.,
the subchannel width BSC) requires the channel model to reproduce correlations
in frequency. As a user moves through the propagation environment, the SNR
distributions per subchannel as well as their correlations in time and frequency may
change, e.g., depending on varying LOS conditions. Furthermore, the average SNR
over the system bandwidth Bsys changes as a whole depending on the path loss
and hence the distance between a user and the BS. In order to obtain simulation
results that are relevant to real-world applications, a channel model is needed that
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reproduces all of these effects for every user (location) and subchannel. Instead of
turning to a complicated model with a multitude of parameters that are difficult to
choose and justify, the channel data from Chap. 4 can be used.

To recall, the measurements were performed in the industrial campus network band
at 3.7–3.8 GHz using an AGV. Channel impulse responses of 512 samples length
were captured along a fixed track at an interval of 1 ms over a duration of 20 s.
As the measurements start at a predefined location and the speed of the AGV is
known to be 1 m/s, each point in time can be mapped to a location on the track.
By computing the discrete power spectrum for each impulse response, location-
dependent frequency responses are obtained. Since discrete outage events occur
based on simple threshold comparison, only the magnitude is kept and the phase
is discarded. The measurements’ frequency resolution (given by the number of
samples (bins) per channel response) determines the smallest resolvable subchannel
width, i.e., BSC,min = 100 MHz/512 ≈ 0.2 MHz. Larger subchannels are formed by
grouping several bins: the width is an integer multiple of BSC,min and the combined
power equals the sum of the individual powers.

Since the SNR per subchannel is proportional to the measured receive power, and
assuming constant noise power for all subchannels, it is not necessary to estimate the
noise power and the actual SNR because each allocation only depends on differences
between SNRs. It is therefore legitimate to use non-normalized receive powers in
place of SNRs. For this reason, outage thresholds based on receive power will be
used interchangeably with the SNR threshold Γmin introduced previously, and will
simply be referred to as outage threshold.

As explained in Sec. 4.3, the DC bin and the outermost bins are distorted for hardware
reasons and need to be removed from the data. Since the investigation of different
subchannel widths will require a bin count that is integer-divisible, 56 bins at the low
end, the DC bin and 55 bins at the high end are discarded in total which yields 400
bins corresponding to Bsys ≈ 78.1 MHz of usable system bandwidth. Furthermore,
the first second of the data is discarded which is when the AGV was accelerating,
which leaves 19 s captured at constant speed.

The channel between a user and the BS, as well as its progression over time, is
then emulated by playing back the measured channel frequency responses. Users at
different locations can be modeled by using channel data from different points in
time as described in the following.
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5.3.2 Multi-User Scenario with Mobility

A multi-user scenario is considered comprising U closely spaced AGVs following the
same track as the AGV in the measurements. This scenario is illustrated in Fig. 5.2.
Experiments in [41] have shown that repeated measurements along the track are
highly correlated, which means that channel realizations can be assumed to be
constant per location as long as the environment does not change. Thus, the same
data set can be used to emulate the channel states of all AGVs. For convenience, the
simulation time is divided by the same time interval as the measurements such that
each channel response in the data corresponds to a user state in the simulation.
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Fig. 5.2: Map of the original measurement track in a factory hall [41], overlaid with a
row of simulated mobile users (red dots). Each position corresponds to a time
instance in the measured channel data. Metallic walls in the center (blue lines)
cause varying LOS conditions. [42]

The AGVs shall move with a common speed of 1 m/s, which makes a millisecond
time offset in the data equivalent to a millimeter track offset in the simulation.
Maintaining a distance ∆s of 0.9 m between each other along the track, the AGVs’
channel realizations are spaced by 900 ms in the data. At the beginning of the
simulation, the first AGV is placed at the start of the track which corresponds to the
first millisecond of data. The second AGV is placed 0.9 m = 900 ms in front of the
first, and so on. In each subsequent millisecond of the simulation, every AGV moves
1 mm further and its respective channel state corresponds to the next millisecond
in the data. When an AGV reaches the end of the track, it wraps around to the
beginning. The duration of the simulation is set equal to the duration of the original
measurement round such that each AGV passes all possible channel states in the data
while traveling a complete round. Even though individual channel states appear
multiple times in the simulation (because a given location on the track is passed by

62 Chapter 5 Subchannel Allocation



all AGVs), this is not a limitation on the system level: the combination of concurrent
channel states varies throughout the simulation, which means that the allocator
under test encounters different system states anyway and the optimal allocation
based on each user’s channel state can still be different in each time step.

5.3.3 Resource Allocation & Evaluation

The allocation period is chosen to be equal to the simulation and data time interval,
i.e., Tslot = 1 ms. Assuming that the users (the AGVs) make use of each allocation
period to exchange data with the BS, this communication cycle time agrees well with
typical values of industrial closed-loop control applications [2]. Putting together
the introduced model and scenario, each time step in the simulation consists of the
following tasks:

1. Calculate each user’s position along the track based on the current simulation
time (Sec. 5.3.2)

2. Retrieve channel state of each user depending on their position (Sec. 5.3.2)

3. Allocate subchannels to users according to a yet to be specified algorithm
(Sec. 5.4)

4. Determine and save outage state of each user (Sec. 5.2.3)

After the targeted simulation duration has elapsed (Sec. 5.3.2), the empirical outage
probability and maximum outage duration of the system are computed (Sec. 5.2.3).

5.4 Allocation Algorithms

Finding an analytical solution to the max-min criterion is difficult because the
max and min operations are non-linear. On the other hand, finding the optimum
by exhaustive search, i.e., by evaluating all possible allocations, quickly becomes
infeasible in terms of computational complexity.
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5.4.1 Complexity of the Allocation Problem

Mapping Ruser subchannels to U users given a pool of Rsys subchannels corresponds
to drawing Rsys for the first user, another Rsys for the second user, etc., without put
back. The number of possibilities is given by

U−1∏
i=0

(
Rsys − i

Ruser

)
=

U−1∏
i=0

(Rsys − i)!
Ruser! (Rsys − i − Ruser)!

. (5.1)

The factorial in the nominator indicates that the cost of exhaustive search explodes
for reasonable values of Rsys. And indeed, for a seemingly innocent setup of
Rsys = 10, U = 10, and Ruser = Rsys/U = 1, there are 3.6 · 106 possible allocations
already. For Rsys = 400 and U = 10, there are over 10550 possibilities. There is
hence a need for an algorithm that comes close to the optimal allocation but requires
much less computation than exhaustive search. The reasoning behind designing a
channel-aware low-complexity allocation algorithm is described in the following,
and an algorithm is proposed that is later evaluated for different configurations.

5.4.2 Algorithm Based on Preference Lists

Recall that the optimal allocation according to the max-min criterion shall maximize
the SNR of the weakest user in the system (Sec. 5.2.2). However, the weakest user
with respect to the current time slot is identified by the SNR of their associated
subchannels, which in turn depends on the allocation. This circular dependency
suggests to employ an iterative algorithm where subchannels are allocated one by
one: in each iteration, the weakest user is determined anew and gets their preferred
subchannel allocated. Since a user’s set of allocated subchannels is only built as the
algorithm progresses, a metric to identify the weakest user per iteration should not
depend on said allocation.

Given the current SNRs Γ(r, u, t) for all subchannels r ∈ Rsys of every user u ∈ U ,
a user’s preferred subchannels may be kept track of by sorting them descending
by SNR as illustrated in the first two steps on the left in Fig. 5.3. The resulting
list is called the user’s preference list [46] and is denoted as Pu,t,i where i is the
current iteration in the algorithm with i = 0, 1, . . . , (Ruser U − 1). Each user’s list
represents a reordered subset of Rsys. It starts with the same number of elements
as Rsys at i = 0 and gets smaller in each iteration as subchannels are allocated. A
list’s elements are hence indexed by p = 1, 2, . . . , Rsys − i. The SNR seen by user u

at time t on the subchannel at position p is denoted in such list as ΓP(p). The Ruser
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top entries of a user’s preference list contain the best-case allocation for that user
(ignoring other users) and therefore provide a good hint on the user’s outcome after
allocation. Thus, it is proposed to calculate a quality Q per user based on the SNRs
of some of the subchannels in the current preference list.

Finding the optimal function to derive Q is out of scope for this work; instead, three
reasonable options will be discussed to get an idea of the problem. A very simple
approach is to only look at the first entry in the list (the user’s preferred subchannel),
which is expressed as Qsingle = ΓP(1). However, as subchannel SNRs are subject
to fading with decreasing correlation the further they are separated in frequency,
a single SNR value is not representative of the user’s overall conditions. It seems
reasonable to look at a number of L < Rsys − i entries at the top of the list where L

will be called the allocation lookahead. L probably needs tuning in practice; for now
it is chosen to equal the number of subchannels per user Ruser. Qwindow =

∑L
p ΓP(p)

is suggested as a metric to incorporate L entries with equal weight. To emphasize
steeper gradients (that is, if subchannels further down the list have a much lower
SNR), Qgradient = ΓP(1) · ΓP(L) is proposed because a product is more sensitive to
value differences than a sum.

The user with the lowest Q is considered the weakest and gets its preferred subchan-
nel (top entry in the list) allocated. This subchannel index is then removed from
every user’s preference list to prevent allocating the same resource to more than
one user, and the next iteration begins with calculating new Q for each user. If a
preference list is shorter than the lookahead L, the latter is truncated to the length
of the list. If a user has been allocated Ruser subchannels, the user is considered
complete and excluded from subsequent iterations. The algorithm is finished when
all users are complete. A flowchart of the whole algorithm is depicted in Fig. 5.3.

Note that this algorithm is guaranteed to end after exactly Ruser U iterations. Com-
pared to exhaustive search, this is 5 orders of magnitude smaller for Ruser = 1 and
U = 10, and over 500 orders smaller for Ruser = 40 and U = 10.

5.4.3 Baseline Algorithms

In order to assess the outage performance of the above iterative algorithm based
on preference lists, a selection of baseline algorithms for comparison. As outlined
before, finding the optimal allocation in the sense of max-min by exhaustive search
is infeasible. Instead, an optimistic lower bound on outage rate and duration can
be obtained by taking the aforementioned algorithm and ignoring competition by
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Fig. 5.3: Algorithm for allocating subchannels to users based on preference lists, to be run
every time slot. SNRs per subchannel and user are assumed to be known. Three
quality metrics Q computed from a preference list are considered. [42]

always allocating the top Ruser subchannels in a user’s preference list to that user.
This implies that a subchannel can be allocated to multiple users, but concurrent
transmissions on the same subchannel would cause unwanted interference and are
likely to cause outages, which is why this allocator will be called BestImpossible.

The above algorithms rely on SNR knowledge about every subchannel at every user,
which incurs overhead in a practical system due to additional channel sounding or
signaling. Consequently, the achievable performance without channel awareness
is of interest, too. Since the users in the AGV scenario move at a speed that is low
with respect to the carrier frequency (see Sec. 5.3.1), SNR values of consecutive time
slots are strongly correlated. This is especially relevant if a subchannel experiences
an SNR below the outage threshold Γmin because it is likely that the SNR remains
below that threshold in the following time slot. Hence, switching subchannels
will reduce the duration of outages compared to a static allocation, even without
SNR knowledge of the other subchannels. Hopping to different frequencies in a
pseudo-random fashion is known from Bluetooth, for example, where it is also used
to improve reliability. This strategy is implemented in simulation by taking the set of
all subchannels Rsys, shuffling it to get a random permutation, and allocating Ruser

entries from that permutation to each user. This ensures that each user’s allocation
is a random draw from the available subchannels while no subchannel is allocated
more than once. This algorithm will be referred to as RandomHopping.

Finally, these dynamic allocators shall be compared to static allocations that do not
change over time. StaticConsecutive allocates subchannels consecutively without
rearrangement starting with the first subchannel for the first user, such that the
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allocation for user u at time t is given by Ruser(u, t) = {Ruser (u − 1), Ruser (u − 1) +
1, Ruser (u − 1) + 2, . . . , Ruser u}. This corresponds to the traditional way of user
multiplexing in frequency where a user’s bandwidth Buser is not split. By contrast,
StaticInterleaved interleaves the users’ bandwidth by assigning the subchannels
Ruser(u, t) = {u, u + U, u + 2U, . . . , u + (Ruser − 1) U}. This exploits more diversity
than the consecutive strategy by distributing and thereby decorrelating each user’s
subchannels in frequency. All considered allocators are summarized in Tab. 5.1.

Tab. 5.1: Overview of subchannel allocation algorithms

Allocator Time-Varying Channel-Aware

StaticConsecutive no no

StaticInterleaved no no

RandomHopping yes no

PrefSingle yes yes

PrefWindow yes yes

PrefGradient yes yes

5.5 Results

The analysis is started with the smallest possible subchannel width (see Sec. 5.3.1).
While this configuration represents the maximum number of subchannels in the
system and hence the highest algorithmic complexity, it also offers the most degrees
of freedom to optimize the allocation and maximize reliability. As stated in Sec. 5.2.2,
only the full system load case is considered. Besides maximizing the spectral
efficiency, it represents the most challenging allocation scenario as users are more
likely to compete for the same subchannels. The maximum user count is limited
by the physical scenario described in Sec. 5.3.2. Assuming a close but physically
feasible spacing of 0.9 m between AGVs, 21 users would fit on this track, which is
rounded down to 20 to get equal integer subchannel counts per user. A summary of
common simulation parameters is given in Tab. 5.2.

As explained in Sec. 5.3.1, receive power and SNR are interchangeable when it comes
to allocation. In the following, we provide readings of an outage threshold in terms
of power spectral density instead of the previously defined SNR threshold Γmin. The
power spectral densities reflect the actual powers from the measurements and are
normalized to the user bandwidth Buser for better comparability. The absolute values
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of power spectral density (and SNR) are not relevant to the evaluation and will
only be used when referring to certain parts in the plots. A lower outage threshold
corresponds to better channel conditions, or equivalently, to a receiver configuration
(e.g., in terms of modulation and coding) with lower sensitivity level.

Tab. 5.2: System-level simulation parameters

Carrier Frequency fc 3.75 GHz

System Bandwidth Bsys 78.1 MHz

Subchannel Width BSC 0.195 MHz

Total Subchannels Rsys 400

Number of Users U 20

Subchannels per User Ruser 20

Bandwidth per User Buser 3.91 MHz

5.5.1 Comparison of Allocators

First, the allocators introduced in Sec. 5.4 are compared by their achieved reliability
in terms of maximum outage rate and maximum outage duration. The maximum
outage rate corresponds to the average outage rate of the weakest user. The maxi-
mum outage duration is the longest outage event regardless of the user. By regarding
only the maxima, the allocators are assessed by the worst case performance they
cause for any user in the simulation. This complements the connected robotics use
case described in Sec. 5.1 where a failure of any device causes a system failure and
needs to be avoided.

Fig. 5.4 shows outage rates and durations for different outage thresholds and alloca-
tors. The plots show that the way of allocating subchannels to users has significant
impact on the system’s reliability. The curve of StaticConsecutive marks the baseline
performance of static user multiplexing in frequency. By distributing each user’s
bandwidth over the system bandwidth (StaticInterleaved), frequency diversity is
leveraged: here, a user’s subchannels are spaced by BSC U ≈ 4 MHz which is in the
order of the coherence bandwidth of this scenario (see Sec. 4.3.5). The diversity
gain becomes visible as steeper slope in the curve and yields a much reduced outage
rate by more than two orders of magnitude for −140 dBm/Hz. The third allocation
scheme without need for channel knowledge is RandomHopping, which offers a
similar performance as StaticInterleaved. RandomHopping performs slightly worse
however because of cases where randomly allocated subchannels in bad condition
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Fig. 5.4: Comparison of allocators by maximum outage rate (top) and maximum outage
duration (bottom) versus outage power density threshold. [42]

happen to be closer to each other in frequency and are hence more correlated than
with StaticInterleaved. On the other hand, looking at the duration of outages, Ran-
domHopping performs better than StaticInterleaved because changing subchannels
between time slots reduces the chance of consecutive outages and therefore the
maximum outage duration. This is because an allocation time slot is short compared
to the channel’s correlation time due to the low speed of 1 m/s and the moderate
carrier frequency of 3.75 GHz.

All of the considered channel-aware allocators perform much better in terms of
outage rate and outage duration. For example, at an outage rate in the range of
10−3 to 10−2, channel-aware allocation tolerates a 4–6 dB higher outage threshold
than StaticInterleaved and RandomHopping. Down to an outage rate of about 10−3,
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all of the allocators based on preference lists are fairly close to the (infeasible)
lower bound marked by BestImpossible. For a lower outage rate and threshold,
PrefSingle and PrefWindow run into an error floor (outage rate decreases less for
decreasing threshold) at a threshold of about −138 dBm while PrefGradient stays
closer to BestImpossible. It can be concluded that the quality metric Q for assessing
which user is the weakest during allocation (Sec. 5.4.2) becomes more important for
the very low range of outage rate and duration that is typical for URLLC use cases.
In other words, suboptimal allocations have a higher performance impact when
users depend on all of their allocated subchannels to reach the required threshold.
Interestingly, PrefWindow doesn’t perform much better than PrefSingle even though
it uses the same range of subchannels (lookahead L) as PrefGradient. Moreover,
PrefWindow incorporates SNRs from all subchannels in this range while PrefGradient
only looks at the first and L-th subchannel. This suggests that subchannels further
down the preference list are more important, especially for low outage rates. It
can be concluded that allocations may improve if the weakest user is determined
using more than the single top subchannel of the preference list, but only if the
considered subchannels’ SNRs are weighted properly. Finding the optimal function
for the quality metric Q is left for further research.

5.5.2 Impact of Subchannel Width

To keep the complexity as low as possible, it is interesting to look at the trade-off
between increased subchannel width and the potential loss of reliability due to
less fine-grained allocation. Subchannels wider than a single measured frequency
bin (Sec. 5.3.1) are modeled by grouping several bins together which results in a
grid of fewer resources. A new subchannel’s SNR is then given by the sum of the
grouped bins’ SNRs. Possible subchannel widths have to be integer multiples of
BSC,min to avoid the need for interpolation between bins. For instance, the system
bandwidth can be divided into subchannels of BSC = 4 BSC,min ≈ 0.8 MHz, resulting
in Rsys = 400/4 = 100 and Ruser = 40/4 = 10. Since Ruser also has to be integer, the
set of possible subchannel widths is limited. Note that this particular investigation is
done for a reduced number of users U = 5 to be able to evaluate a higher maximum
subchannel width.

A performance comparison of the baseline allocators StaticInterleaved and Ran-
domHopping, as well as the channel-aware allocator PrefGradient, is shown in
Fig. 5.5. Each subplot shows outage rate and duration, respectively, over subchannel
width. The curves in each subplot correspond to different outage thresholds Γmin.
For all allocators, the maximum outage rate starts to slowly deteriorate at about
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(a) Allocator: StaticInterleaved
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(b) Allocator: RandomHopping
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(c) Allocator: PrefGradient

Fig. 5.5: Maximum outage rate and maximum outage duration vs. subchannel width for
outage thresholds −137 to −133 dBm/Hz (curves from bottom to top), compared
for different allocators at U = 5. [42]
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0.8 MHz and rises quickly from about 4 MHz and above. Not surprisingly, these
values are in the order of magnitude of the coherence bandwidth in this scenario
(Sec. 4.3.5). While this trend is visible as well for the maximum outage duration of
StaticInterleaved and PrefGradient, the reverse is true for RandomHopping: larger
subchannels average out narrow deep fades and the risk of hitting bad resources
consecutively is actually reduced. It can further be seen that the performance impact
is bigger for lower outage thresholds, or more specifically, for lower outage rates
and durations. Low performance applications can get away with coarse allocation
and reduced complexity, but for achieving the best possible reliability, a critical
value for the allowable subchannel width depending on the environment’s coherence
bandwidth must not be surpassed. For this particular scenario, a subchannel width
of 0.8 MHz reduces the number of system resources by a factor of four as compared
to the initial width of 0.2 MHz without loss of reliability.

5.5.3 Impact of Allocation Delay

So far, the channel-aware allocators had up-to-date CSI in terms of SNR at every
system subchannel and for each user available. This means that the time between
CSI acquisition and allocation, in the following referred to as allocation delay ∆talloc

(Sec. 5.2.2), is zero. However, in a real-world system, CSI needs to be obtained first
by collecting channel estimates. Since communication between a single user and the
BS only uses some of the system subchannels at a time, information about the other
subchannels probably requires additional airtime to transmit sounding reference
signals. While the design of an efficient scheme to obtain CSI at the BS is out of
scope of this work, such design would benefit from knowing the required CSI update
interval ∆tCSIupdate to avoid sacrificing reliability due to bad subchannel allocation
based on outdated information.

To this end, the simulation is adapted such that SNR data per subchannel and user
are kept constant for the duration of ∆tCSIupdate before being updated to the current
data. This implies a linearly growing allocation delay ∆talloc ∈ [0, ∆tCSIupdate) that is
reset to zero after ∆tCSIupdate.

The results for allocator PrefGradient are shown in Fig. 5.6. Similar to the impact
of increased subchannel width, bigger update intervals have greater impact on low
outage rates, that is, for high reliability applications. At an outage rate of about
3 · 10−4, performance does not suffer for an update interval up to 10 ms, which is
approximately the coherence time of this environment. Whereas for 3 · 10−5, already
4 ms incur a visible albeit small loss of reliability. Regarding the duration of outages,
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Fig. 5.6: Maximum outage rate and maximum outage duration vs. channel state update
interval for outage thresholds −136 to −133 dBm/Hz (curves from bottom to top)
for allocator PrefGradient. [42]

the turning points in terms of update interval are the same, but operating points at
higher values (lower reliability) are affected as well. This is because the allocation is
not changed in time while the currently selected subchannels are fading. Of course,
a subchannel may also improve in SNR over time and thereby compensate others
that fade. This is why for an averaged metric like the outage rate, the impact is
less visible (compare with the performance of the Static* allocators in Sec. 5.5.1).
However, the duration plots show only the maxima of the outage durations in a
simulation which puts rare events of longer outages into focus.

Channel-unaware allocators such as RandomHopping do not rely on CSI and are
therefore not affected by increased update intervals. In cases when CSI cannot be
kept up to date, it might be tempting to fall back to such an allocator to keep outage
durations low. Comparing the results in Fig. 5.6 to Fig. 5.4 for an outage threshold
of −133 dBm/Hz (top curve in Fig. 5.6), RandomHopping is at a maximum outage
duration of 0.6 s. That value is only exceeded by PrefGradient for update intervals
greater than 400 ms. However, at that point, RandomHopping is already at a high
outage rate of 3 · 10−1 which is not a relevant operating point of URLLC. It can be
concluded that channel-aware allocators suffer from outdated CSI, but they still
outperform channel-unaware allocators for typical URLLC performance targets.

5.6 Summary

When several users with low-latency requirements need to be served, it is favorable
to multiplex users in frequency instead of time in order to exploit diversity. Compared
to the traditional way of sharing spectrum between users by allocating contiguous
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chunks of bandwidth, the investigations in this chapter have shown that clever
allocation of non-contiguous subchannels can improve reliability significantly. For
instance, simply spreading a user’s subchannels evenly over the available system
bandwidth leverages frequency diversity and achieves much lower maximum outage
rates and durations.

Better results can be attained if CSI is known in terms of SNR per subchannel and
user, which enables the use of channel-aware allocation. Considering that fading
varies by frequency and location, and that two users will never be exactly at the
same location, it is reasonable to assume that different users are unlikely to prefer
the same subchannels at the same time. An optimistic best-case performance bound
is given by the allocation that grants each user their preferred subchannels, without
taking into account collisions because of some subchannels being allocated to more
than one user. Assuming that no user in the system is allowed to have an outage,
there must also be an allocation which maximizes the SNR of the weakest user.
However, the complexity of finding the optimal allocation by exhaustive search
becomes infeasible for relevant numbers of subchannels and users, which calls for
close-to-optimal solutions of lower complexity. A straightforward algorithm based on
preference lists is proposed. Compared to the channel-unaware allocation schemes,
outage rates and especially outage durations are improved by more than one order
of magnitude because subchannels with low SNR at a given user’s position are
avoided in the allocation. It is worth noting that one variant of this algorithm comes
exceptionally close to the optimistic best-case performance bound.

When increasing the subchannel width (that is, dividing the system bandwidth into
less resources to reduce allocation complexity), performance is not affected until it
reaches the order of the 0.9 coherence bandwidth. Beyond that point, outage rate
and outage duration quickly rise. In practice, the subchannel width should be kept
well below the expected coherence bandwidth. A similar relation can be seen for the
CSI update interval: increased intervals reduce channel sounding overhead and are
thus favorable, but when going beyond the coherence time, especially the duration
of outages rises quickly. Since the coherence time is a function of velocity, different
update intervals per user could be considered depending on the user’s maximum
velocity. In case CSI update interval and subchannel width are a bit larger than
indicated by the coherence metrics, the channel-aware allocators still outperform
the channel-unaware ones.
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Conclusion 6
The buzzword URLLC promises wireless communication systems that are able to
deliver 99.999 % of the data packets within one millisecond. Applications with
such requirements already exist in industrial factory automation, for example, but
the established wireless standards (including 5G Release 15) are unable to meet
this demand so far. Reflecting objects in the environment lead to multipath prop-
agation which causes the received signal power to fade. Fading poses a major
challenge to reliable wireless communications, but fortunately, it varies by location
and frequency.

In Chap. 3, frequency diversity in terms of PHY-level MC has been evaluated for
WLAN using Monte-Carlo simulations. Multiple links with uncorrelated fading yield
a diversity gain that lets MC outperform a single link in terms of lower error rates
for high SNRs, even if the transmit power per link is lower than that of the single
link. Considering possible real-world imperfections such as bad synchronization in
the presence of frequency-selective fading, systematic errors in the receiver cause
outages that are independent of the SNR. By using parallel receiver branches, MC
can effectively mitigate such error floors and improve the reliability of existing
implementations in a backwards-compatible way. Comparing DTC-based JD with
the established diversity combining schemes SC and MRC, a significant advantage of
JD emerged for the case of imperfect channel estimation that was not known from
theoretical work before. In case of unavailable SNR estimates per link, SC becomes
unusable and MRC incurs a penalty while JD remains unaffected. Similarly, if the
SNR per bit varies throughout the packet (for example, because of outdated channel
estimates in time-selective fading), JD outperforms MRC significantly, and the gap
becomes larger as the number of links increases. It can be concluded that MC on
the PHY is an effective measure to improving reliability, and that the additional
complexity of methods like JD and JS pays off in challenging propagation environ-
ments. Besides, the massive differences in performance depending on the considered
receiver functions and fading models have shown the downside of common idealized
system models. This finding underlines the importance of understanding the wireless
conditions of the targeted use case.
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In Chap. 4, high-resolution channel measurements captured on an AGV in a factory
hall have been evaluated. The place represents a typical environment for industrial
applications and shows two key features: the small path loss over distance is
beneficial in terms of lowering transmit powers, but the low Ricean factor under
LOS conditions indicates heavy fading. Both can be attributed to the large number of
metallic surfaces acting as strong reflectors. However, since the coherence bandwidth
is low compared to usual system bandwidths of recent WLAN and 5G deployments,
the environment is well suited to exploit frequency diversity.

The investigations of MC in Chap. 3 focused on the single-user perspective without
questioning the spectral efficiency of blindly transmitting the same data on multiple
links. In Chap. 5, resource allocation schemes have been studied that allow to share
the available system bandwidth among multiple users in a way that exploits diversity
and maximizes reliability. Instead of relying on synthesized fading, the Monte-Carlo
simulations make use of real-world channel data described in Chap. 4. Given that
the bandwidth per user can be split into non-contiguous subchannels, spreading
each user’s subchannels evenly over the available spectrum decorrelates the fading
per subchannel and hence reduces both the rate and duration of outages. If the
SNR of each subchannel in the system is known for every user, reliability can be
further improved using channel-aware allocation. Assuming that all users are equally
important and a failure is declared if at least one user is in outage, the objective is
to maximize the SNR of the weakest user. Since it is very unlikely that two users
experience the same fading and hence prefer the same subchannels, it should be
possible to find an allocation that fulfills the aforementioned optimization goal.
Finding the optimal solution by exhaustive search is not an option because of the
huge number of possibilities. Therefore, a suboptimal but simple algorithm based on
preference lists has been proposed. The algorithm performs significantly better than
any static allocation scheme or randomly changing subchannels and comes very
close to an optimistic best-case performance bound. Regarding the trade-off between
allocation accuracy and efficiency of implementation, two parameters can be tuned
considering the wireless channel conditions. The subchannel width can be increased
up to the order of the coherence bandwidth to reduce the number of subchannels
to allocate and hence the runtime of the algorithm. Similarly, the interval between
SNR updates can be increased up to the order of the coherence time to reduce the
overhead from channel sounding. It can be concluded that the proposed algorithm
for channel-aware subchannel allocation is a powerful tool for exploiting frequency
diversity and improving reliability for multiple users in a resource-efficient way.
Having been validated using real-world channel data and being able to scale in
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complexity as needed, the algorithm seems to be a good candidate for integration
into a wireless solution that is finally able to provide URLLC.

Open Topics

While the results of this thesis provide plenty of insights for use in practice, many
questions are left for future research. It follows a list of selected open topics, sorted
descending by relatedness:

1. Re-evaluation of MC (and JD in particular) for the measured channel data

2. Link-level comparison of MC and channel-aware subchannel allocation

3. Evaluation of MC and channel-aware subchannel allocation for links and users
with different mean SNR, respectively

4. For improving reliability in environments with multipath propagation:

a) Comparison of frequency diversity with antenna diversity

b) Comparison of diversity techniques in general with beamforming

In case the application tolerates some packet errors, the spectral efficiency of multi-
user resource allocation can be improved if the number of resources (and hence
the diversity) available to a given user is only increased after a previous outage.
By combining the state-aware resource allocation of Scheuvens et al. [47] with
the channel-aware allocation presented in Chap. 5, many more interesting open
questions are to be addressed.
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