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Abstract 

In the realm of Artificial Intelligence, Large Language Models (LLMs) have recently emerged 
as a new technology, rapidly gaining prominence across various domains due to their 
impressive capabilities. This paper investigates key concepts, potentials and obstacles 
associated with integrating LLMs into the product development process. The initial focus lies 
on clarifying the underlying mechanisms and capabilities of LLMs to provide a clear and 
practical understanding. Building upon this foundation, the exploration shifts to the 
potential applications of LLMs in product development. An assessment matrix evaluates the 
capabilities of LLMs with regards to engineering challenges, highlighting how these models 
could potentially improve key aspects of the development process. Additionally, the 
obstacles associated with implementation in a product development context are addressed. 
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1 Introduction and Motivation 

The recent advancements in Large Language Models (LLMs), based on the transformer 

architecture and often characterized by hundreds of billions of parameters, have 

significantly reshaped the field of natural language processing (Bommasani et al., 

2021). These models mark a paradigm shift towards the widespread adoption of 

generative AI. LLMs leverage deep neural networks to learn features within large text 

datasets, enabling them to process and generate human-like text, making them 

adaptable to a wide range of downstream tasks (Kar et al., 2023).  

While previous research has explored their impact in healthcare (Yu et al., 2023) and 

education (Bahroun et al., 2023), LLMs also hold potential for addressing challenges in 

product development. They are not only proficient in analysing unstructured data but 

also capable of generating novel solutions and insights based on patterns learned 

from their training data. This capability is valuable in modern engineering, where 

increasingly complex and data-intensive challenges are prevalent (Quan et al., 2023). 

2 State of the Art of Large Language Models 

The 'Attention is All You Need' paper by Vaswani et al. (2017) introduced the 

transformer architecture and thereby laid the foundational framework for modern 
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LLMs. Figure 1 illustrates the text generation process, highlighting the architecture’s 

role in processing an input sequence and generating the final text output. 

Figure 1: Generation Process and Transformer Architecture after Vaswani et al., 2017 

Tokenization converts raw text into discrete tokens, like words or sub-words, using a 

tokenizer dictionary, and assigns each a unique integer. These integers are fed into an 

embedding layer, which maps tokens to vector representations, while positional 

encoding preserves the positional information of each token in the sequence. 

The encoder block uses the self-attention mechanism to learn contextual relationships 

between tokens. Each attention head of the multi-head attention network analyses 

different linguistic features simultaneously, enhancing language understanding. 

Outputs are then processed through a feed-forward network before being passed to 

the decoder's multi-head attention network. 

The decoder generates output text sequences and mirrors the encoder in its network 

structure. The outputs from a final feed-forward network pass through a linear layer 

whereby the linear layer outputs a vector of raw prediction scores whose size matches 

the number of tokens in the tokenizer dictionary. The final softmax layer normalizes 

the scores into probabilities whereby various sampling techniques can be used to 

select a token from the given probability distribution. Operating autoregressively, the 

model adds previously generated tokens to the decoder's input until an end token is 

predicted. The recursive process ensures a coherent, context-relevant output 

sequence. During training, the decoder's first multi-headed attention network masks 
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future tokens, preventing their influence on the current prediction. Although the 

original transformer architecture includes both an encoder and decoder, LLMs can 

also be designed using only an encoder- or decoder structure (T. Wang et al., 2022). 

Figure 2 illustrates the LLM lifecycle from Data Collection up to LLM Utilization. 

Figure 2: LLM Lifecycle 

Data Collection involves gathering an expansive dataset, ranging from general sources 

– like web pages, conversation logs, books – to more specialized sources such as code, 

scientific literature, or multilingual texts (Zhao et al., 2023). Data Pre-Processing refines 

the training data by filtering out low quality content, removing duplicates, anonymizing 

sensitive information, and tokenizing text (Zhao et al., 2023). LLM Configuration entails 

defining the model’s architecture, also influencing the choice of Pre-Training Objective, 

such as autoregressive token prediction for decoder-only models (T. Wang et al., 2022). 

Pre-Training Optimization involves applying scaling laws to balance model size, dataset 

volume, and available compute budget (Kaplan et al., 2020; Muennighoff et al., 2023). 

The result is a pre-trained LLM, adaptable through further training on specialized data 

or instruction tuning for specific tasks to enhance domain-specific performance in the 

LLM Adaptation stage (Chung et al., 2022). Adaptation also involves aligning LLMs with 

human values, targeting traits such as honesty, harmlessness, and helpfulness, often 

through reinforcement learning from human feedback (Ouyang et al., 2022). Beyond 

human based evaluation several benchmarks can be used for LLM Evaluation such as 

ROUGE (Lin, 2004) and BLEU (Papineni et al., 2002) for text summarization and text 

translation respectively, as well as larger multitask benchmarks (A. Wang et al., 2019). 

Finally, during LLM Utilization, users engage with the LLM through techniques such as 

In-context Learning or Chain-of-Thought prompting to optimize the quality of outputs 

and solve a variety of tasks (Wei et al., 2022). 

3 Research Question and Research Approach 

To provide a comprehensive understanding of the potential role of LLMs in product 

development, this study is structured around the following research question: 

RQ: Which current challenges in the product development process can be 

supported by Large Language Models? 

Addressing the research question, a threefold methodological approach is employed:  

1.  Identification of the capabilities of LLMs from literature. 
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2.  Identification of the current challenges in product development from literature. 

3.  Evaluation of the potential of LLMs for the given challenges using a matrix 
assessment. 

The first step encompassed reviewing the current literature on LLMs to extract their 

fundamental features and capabilities. For this, information contained in number of 

extensive surveys on generative AI and LLMs (Cao et al., 2023; Yang et al., 2023; Zhang 

et al., 2023; Zhao et al., 2023; Zhou et al., 2023) was analysed and collated to provide 

an overview of the fundamental aspects presented in Chapter 4.1. 

The second step focused on identifying the current most important challenges in 

product development. The selection process for relevant literature included screening 

a broad range of papers, with a specific focus on systematic reviews and surveys 

published within the last three years. These criteria lead to the selection of 5 recent 

publications (Lee & Ahmed-Kristensen, 2023; Quan et al., 2023; Sankowski et al., 2021; 

Stöhr et al., 2023; Zimmermann et al., 2021) which were subsequently analysed to 

extract the most significant challenges in product development. The insights from this 

analysis are presented in Chapter 4.2. 

Finally, the study employed a matrix assessment to evaluate the potential of each LLM 

capability to solve the individual challenges in product development. Each of the three 

main authors independently rated on a scale from 1 – no potential, to 4 – high potential. 

Subsequently the degree of agreement was assessed in order to resolve any significant 

discrepancies, thereby ensuring accuracy and consensus. The rating of potential 

considered both the possible benefits as well as the ease of implementation. For each 

potential – challenge combination a score was determined as the mean value of the 

three separate ratings. The evaluation and its results are presented and discussed in 

Chapter 4.3. 

4 Results 

4.1 Capabilities of Large Language Models 

Figure 3 illustrates the capabilities and interaction possibilities of LLMs. The “Usage” 

section on the left represents the users ability to dynamically engage with the LLM, 

characterized by an evolving exchange leading to iterative advancements. Each 

interaction provides an opportunity for the LLM to perform certain tasks.  

The central rectangle represents the possible tasks that can be executed by LLMs: Text 

Generation (TG), for generating contextually coherent text; Text Summarization (TS), to 

extract essential points from longer texts; Machine Translation (MT), for translating text 

from one language to another while preserving the original meaning; Information 

Retrieval (IR), to search and retrieve relevant information from various data sources; 
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Code Generation (CG) for generating computer code and Invoke Actions (IA) to trigger 

functions in external applications based on user input. 

The rectangle on the right represents the information sources LLMs can utilize as 

inputs to aid in generating outputs. Possible information sources may be user input, 

knowledge learned from training data, information on the web or also external 

documents using information retrieval techniques such as retrieval augmented 

generation, “RAG” (Lewis et al., 2020). 

Figure 3: Capabilities of LLMs, visual representation adapted from DeepLearning.AI, 2023 

4.2 Current Challenges in Product Development 

The basis for the identification of current challenges in product development are 5 

recent surveys and reviews that summarize the challenges in different phases of the 

product development process. In the analysis of these publications 22 challenges were 

identified and divided into 5 categories (see Table 1). 

Table 1: Summary of the identified challenges in product development 

Category ID Challenge content Source 

Requirements 

Engineering 

1.1 Decision making in requirements definition 1,2 

1.2 Prioritizing requirements 1 

1.3 Understanding dependencies & relationships between requirements 1,3 

1.4 Transformation of information into requirements 1,2,3 

1.5 Scenario planning for modelling alternative futures in requirements 

stage 

5 

Communication 

& 

Collaboration 

2.1 Internal communication 1,4 

2.2 Integration of suppliers and partners 5 

2.3 Customer relations 5 

2.4 Developer-Marketer communication regarding customer needs 5 
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2.5 Differences in domain specific terminology 4 

Strategic 

Decision 

Making 

3.1 Planning, execution, and evaluation of concept assessments 2 

3.2 Feasibility analysis of concepts 2,3 

3.3 Decide on product function and attributes based on market analysis 2,3 

3.4 Enable design decisions for sustainability 2,3 

Design & 

Concept-

ualization 

4.1 Creation of product models (CAD, mock-ups) 2 

4.2 Creation of early concept designs (sketches, simple mock-ups) 2 

4.3 Generation of new solutions, concepts, or ideas 2,3 

4.4 Modular design of product 5 

Documentation 

& 

Knowledge 

Management 

5.1 Documentation in product development 1 

5.2 Understanding of available information 1,3 

5.3 Capturing and making knowledge available 5 

5.4 Lack of domain-specific knowledge of non-domain experts 4 

Source Key: 1 - (Sankowski et al., 2021), 2 - (Quan et al., 2023) , 3 - (Lee & Ahmed-Kristensen, 2023),  

4 - (Stöhr et al., 2023), 5 - (Zimmermann et al., 2021) 

 

In Requirements Engineering challenges include scenario planning, transforming 

information into requirements, understanding their dependencies and relationships, 

and prioritizing and decision-making during definition.  

Another challenge category is Communication & Collaboration in which the focus lies on 

the efficient communication between different stakeholders and domains and how to 

facilitate their successful collaboration.  

Strategic Decision Making presents further challenges in the definition of product 

functions and attributes based on market analysis, the analysis of the feasibility of 

concepts and finally the planning, execution and evaluation of concept assessments 

for example in design reviews or user studies.  

In Design and Conceptualization challenges are the creation of early concept designs 

like sketches up to more evolved product models like CAD-models and digital mock-

ups. The generation of new solutions, concepts and ideas for novel problem definitions 

and the increasing modular design of products are further challenges of this category.  

Finally, Documentation & Knowledge Management presents challenges in understanding 

information in the development process as well as capturing and making knowledge 

available for experts as well as non-domain experts. The documentation of decisions, 

processes, results and explanations generated during development is also challenging. 

4.3 Matrix Assessment 

Table 2 presents the authors assessment of the potential of LLMs for addressing 

specific challenges identified in product development. 

Table 2: Assessment matrix of LLM capabilities and prod. dev. challenges  
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LLM Capability (1 – No Potential; 1-2 – Low Potential; 2-3 – Medium Potential; 3-4 – 

High Potential) 

Challenge ID TG TS MT IR CG IA 

1.1 2,67 3,33 1,00 3,33 1,00 1,67 

1.2 1,67 3,33 1,00 3,00 1,00 1,33 

1.3 2,00 3,33 1,00 3,33 1,33 1,67 

1.4 3,67 3,00 1,67 3,67 1,33 1,33 

1.5 3,67 2,33 1,00 3,00 1,00 2,00 

1 - mean 2,73 3,07 1,13 3,27 1,13 1,60 

2.1 2,67 3,00 3,33 4,00 1,00 2,00 

2.2 3,00 2,67 2,67 3,67 1,33 1,67 

2.3 3,33 3,67 3,67 3,00 1,33 2,33 

2.4 3,00 3,33 2,00 3,00 1,00 1,33 

2.5 3,67 3,67 1,33 3,67 1,67 1,00 

2 - mean 3,13 3,27 2,60 3,47 1,27 1,67 

3.1 3,00 2,67 1,33 2,67 2,33 2,33 

3.2 2,67 3,00 1,00 3,33 1,67 1,33 

3.3 2,67 2,67 1,00 3,67 1,00 1,00 

3.4 3,33 3,33 1,33 3,67 1,00 2,33 

3 - mean 2,92 2,92 1,17 3,33 1,50 1,75 

4.1 2,00 1,00 1,00 2,00 3,33 3,33 

4.2 2,33 2,00 1,00 2,67 2,67 3,00 

4.3 3,67 2,00 1,00 2,67 2,67 2,00 

4.4 2,67 2,33 1,00 2,67 2,33 2,00 

4 - mean 2,67 1,83 1,00 2,50 2,75 2,58 

5.1 4,00 3,67 3,67 4,00 3,67 3,00 

5.2 2,33 4,00 3,00 3,67 1,67 1,00 

5.3 3,00 3,67 2,67 4,00 1,67 1,33 

5.4 3,67 3,33 1,33 4,00 2,00 1,33 

5 - mean 3,25 3,67 2,67 3,92 2,25 1,67 

mean - 

overall 
2,94 2,97 1,73 3,30 1,73 1,83 

IDs as in Table 1 

The matrix assessment shows that the application possibilities for Machine Translation 

(MT), Code Generation (CG) and Invoke Actions (IA) are considered to be low to non-

existent for Requirements Engineering. The most promising LLM capabilities in this 

category are Information Retrieval (IR), followed by Text Summarization (TS) and Text 

generation (TG). The challenge with the highest potential in this category is 1.4 – 

Transformation of information into requirements. Generally, the capability to retrieve 

and summarize information is promising in Requirements Engineering, while the lack of 

logical reasoning is an obstacle in understanding, decision making and prioritization in 

requirements definition. 
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In analysing the applicability of LLMs for Communication & Collaboration, IR and TS 

emerge as the most effective. TG follows closely whereas CG and IA have limited 

applicability in this area. MT scores relatively high in three of the five challenges, 

highlighting the ability of multilingual LLMs in automizing the translation of technical 

documents. Overall, LLMs exhibit promising capabilities in supporting communication 

and collaboration within product development, particularly through enhancing 

information accessibility, clarity of communication, and summarizing key information. 

This can lead to more efficient and effective collaboration across diverse and 

multidisciplinary teams. 

Since Strategic Decision Making is ideally based on information the IR capability of LLMs 

has the highest potential within this category. TG and TS are also rated with medium 

potential with high scores for the challenge of enabling design decisions for 

sustainability. Since requirements for sustainability are often defined qualitatively as 

plain text with engineering aspects rather fuzzy included. TG and TS might serve as 

tools for tailoring requirements for sustainability to specific design concepts. 

For Design and Conceptualization no LLM capability was rated above a medium 

potential with CG scoring the highest average score of 2,75. Nevertheless there are 

some challenge specific high ratings. TG shows high potential for the generation of 

new solutions, concepts, or ideas with prompts generating creative concepts through 

connecting formerly not related topics. CG and IA are considered as having high 

potential for the generation of product models mainly through new ways of interacting 

with modelling tools and data management systems and thus making them more 

accessible and user-friendly. 

In the context of Documentation and Knowledge Management the matrix highlights the 

potential of IR which holds the highest average score, indicating its crucial role in 

managing and accessing information. TS follows closely, underscoring its value in 

distilling complex information while TG also plays a significant role. MT shows 

moderate effectiveness, while CG and IA exhibit limited applicability. However, the 

potential of IA in automating updates in documentation, particularly when integrated 

with external systems like Product Data Management, should not be overlooked. 

Similarly, CG can enhance understanding and transparency by generating descriptive 

comments for existing code. In summary, the capabilities of LLMs offer promising 

avenues for automating and enhancing various aspects of engineering documentation 

or also enabling access to specific knowledge across different domains. 
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5 Obstacles for LLM Implementation in Product Development  

In product development, the adoption of LLMs presents both opportunities and 

challenges. Considering the above findings this chapter introduces select obstacles 

that must be navigated for successful implementation. 

Domain Knowledge Integration: LLMs encapsulate vast information in their parameters 

leading to broadly knowledgeable AI systems (Roberts et al., 2020), however updating 

knowledge or adding domain specific information for engineering problems requires 

retraining, an expensive and technically demanding process. Furthermore, unlearning 

outdated information is not trivial (Chen et al., 2023). To partly address this, LLMs can 

utilize RAG to access an external, editable document base for real-time knowledge 

retrieval (Lewis et al., 2020). However, formatting this knowledge for machine 

interpretation remains a challenge (Chen et al., 2023). 

Logical Reasoning: LLMs struggle with reliable logical reasoning, as found by Xu et al. 

(2023). They perform well in deductive reasoning but often fail in inductive reasoning, 

sometimes appearing to guess the right answer rather than truly reasoning. However, 

inductive reasoning is important in product development. While LLMs can improve 

logical reasoning through complex multi-step prompt techniques (Sun et al., 2023), 

these methods may not be practical for real-world deployment, such as in product 

development where reliable and reproducible logical conclusions are crucial. 

Model Explainability for Decision Making: Transparency is essential for building trust in 

AI and managing errors (Guidotti et al., 2018; Schwartz et al., 2023), and users prefer 

transparent AI systems (Haller, 2022; Jarvinen, 2020). However, the opaque nature of 

LLMs limits understanding of their internal workings (Guidotti et al., 2018; Lapuschkin 

et al., 2019), impeding their real-world deployment where interpretability is key for 

trust and acceptance (Lapuschkin et al., 2019; Mylonas et al., 2023). The conclusions of 

a study by Drori & Te’eni (2024) indicate that while AI enhances human productivity, it 

also presents risks, as automated systems may overlook errors. Consequently, it's 

advisable to implement monitoring and self-regulation in LLMs, enabling explainability 

in their decision making. Explainability is also impacted by the low reproducibility of 

results. Jiang et al. (2022) observed that LLMs' non-deterministic nature, yielding varied 

responses to identical prompts, frustrated users and complicated prompt debugging.  

Privacy of Large Language Models: LLMs encode lots of facts and information in their 

weights and can retrieve these facts, which is a desirable ability. However, this is a risk 

if proprietary and sensitive data is used for training (Pan et al., 2020). This 

phenomenon is commonly referred to as unintended memorization (Carlini et al., 

2018) and can lead to a language model leaking unaltered training data to the user. 

When training LLMs on confidential product data within a company that maintains 

various levels of confidentiality, it is advised to exercise the utmost caution.  
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Technical Challenges: LLMs require extensive storage capacity due to their parameter 

sizes. For example, GPT-3 with its 175 billion parameters requires over 300GB of 

storage just for its parameters and dozens or hundreds of GPUs for training and fine-

tuning (Ding et al., 2023; Villalobos et al., 2022). To manage this, distributed systems or 

inference techniques are used, but these can be complex to set up and maintain and 

increase deployment costs. 

6 Conclusion and Outlook 

Our research investigated the possibilities of integrating LLMs into various phases of 

the product development process, specifically targeting prevalent challenges in this 

domain. A matrix assessment was utilized to systematically evaluate the capabilities of 

LLMs with regards to the specific challenges which led to the identification of several 

key applications. Additionally, possible obstacles for the effective implementation of 

LLMs in product development were presented. 

While our theoretical exploration of using LLMs in product development has revealed 

areas of high potential, the full extent of their practical utility remains to be established. 

To bridge this gap, future work will focus on investigating more specific use cases in 

collaboration with an industry partner. This approach will enable a deeper and more 

nuanced understanding of how LLMs can be effectively implemented in real-world 

product development processes. 
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