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Abstract. Relational Web tables, embedded in HTML or published on
data platforms, have become an important resource for many applica-
tions, including question answering or entity augmentation. To utilize
the data, we require some understanding of what the tables are about.
Previous research on recovering Web table semantics has largely focused
on simple tables, which only describe a single semantic concept. However,
there is also a significant number of de-normalized multi-concept tables
on the Web. Treating these as single-concept tables results in many incor-
rect relations being extracted. In this paper, we propose a normalization
approach to decompose multi-concept tables into smaller single-concept
tables. First, we identify columns that represent keys or identifiers of
entities. Then, we utilize the table schema as well as intrinsic data cor-
relations to identify concept boundaries and split the tables accordingly.
Experimental results on real Web tables show that our approach is fea-
sible and effectively identifies semantic concepts.

Keywords: Web tables - Conceptualization - Normalization - Semantics

1 Motivation

The Web has developed into a comprehensive resource not only for unstruc-
tured or semi-structured data, but also for relational data. Millions of relational
tables embedded in HTML pages or published in the course of Open Data/Open
Government initiatives provide extensive information on entities and their rela-
tionships from almost every domain. To fully utilize this data in applications
such as question answering or entity augmentation, we need to understand the
content of these tables. However, when the data is published on the Web, there
is generally no conceptual model or formal description provided from which we
can derive the semantics. Automatically recovering the semantics of Web tables
has attracted some attention in the research community, leading to a number
of approaches, which map the tables to large ontologies or knowledge bases to
identify the most likely concepts described in the data. However, most of these
approaches, as well as other applications which make use of Web tables, are based
on a single concept assumption. Motivated by the fact that many HTML tables
on the Web are small, they follow the simplifying assumption that each table cov-
ers only a single semantic concept. However, there are also a substantial number
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City Mayor Elevation(m) | Country | Area (km?) | Population (Mio.)
London B. Johnson 35 England 130,395 53
N. u. Hassan 38 England 130,395 53
Dublin 0. Quinn - Ireland 70,273 4.59
Berlin K. Wowereit 34 Germany 357,021 80.5
Clty Paris B. Delanoé 35 Flalnce 551,695 63.4
i
Name Mayor Elevation(m)| Country |...... . \ Country
London B. Johnson 35 England Name | Area(km?) | Population (Mio.)

N. u. Hassan 38 England =™ England 130,395 53

Dublin 0. Quinn - Ireland Ireland 70,273 459
Berin K. Wowereit 34 Germany Germany 357,021 80.5
Paris B. Delanoé 35 France France 551,695 63.4

Fig. 1. Example of a multi-concept table, with two corresponding single-concept tables.

of much larger and more complex tables on the Web, especially on Open Data
platforms. These tables often describe multiple concepts as well as the relation-
ships between them. Figurel shows an example of such a multi-concept table.
It is easy to see that treating this table as a single-concept table will lead to
incorrect information being taken from the data, for instance that the columns
area and population are attributes of cities instead of countries. Also, matching
this de-normalized schema to concepts and attributes in a knowledge base to
understand its semantics is much more complex and possibly inconclusive.

In this paper, we propose a semantic normalization approach to identify
concept boundaries in these wide, multi-concept tables, and split them into mul-
tiple single-concept tables, which can then be processed as before. Semantic
normalization, which has the objective to identify concepts and relationships
in the tables [11], is closely related to traditional normalization techniques in
relational databases. However, in contrast, semantic normalization is a heuristic
approach to support table understanding and does not necessarily provide the
same formal guarantees.

Outline and Contributions. The remaining paper is organized as follows:
in Sect.2, we formally define the problem that is addressed by our approach.
In Sect. 3, we analyze the unique challenges that arise when dealing with het-
erogeneous public datasets from the Web as well as their implications on the
semantic normalization task. We then present our approach in detail in Sect. 4.
An experimental evaluation on real-world data follows in Sect.5. Finally, we
present related work in Sect.6 and conclude this paper with a short summary
and outlook to future work in Sect. 7.

2 Problem Statement

Relational tables on the Web provide structured information on entities and
their relationships in the form of attributes. Entities that are instances of the
same semantic concept (i.e. have the same type, such as city or country) are
grouped and described by the same attributes. In general, the description of
concepts and their relationships in tables can be very versatile and complex.
However, most Web table applications, such as entity augmentation [13,14] and
fact search [12], focus predominantly on simple concepts and binary relations.
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A simple concept is described by a single key column K, which is called the entity
column and contains names or other identifiers of the entities, and a number of
additional attribute columns A;, which contain property values [10,13]. A binary
relation is a relation that holds between two columns. These binary relations can
be Entity-Attribute Binary (EAB) relations [13], that hold between the key and
an attribute of the same concept, for instance the relation (Country, Area) in
Fig. 1. They can also be Entity-Entity Binary (EEB) relations, that hold between
two concepts represented by their keys, for instance (City, Country). Based on
these assumptions, we can derive the following definitions for single-concept and
multi-concept tables:

Definition 1 (Single-concept Relation). Let R be a relation with attributes
Ai,...,An. Then R corresponds to a single-concept relation Rc,, if every A; € R
s a valid attribute of the same semantic concept C; and there is a non-transitive
functional dependency K — A (forming a binary relation) between the entity
column K and each attribute A; # K.

Definition 2 (Multi-concept Relation). A relation R corresponds to a multi-
concept relation, if it can be described as the result of a join (or multiple joins)
between several single-concept relations. Multi-concept relations contain multiple
entity columns K; and each column that is not an entity column, is an attribute
of exactly one of the concepts defined by the entity columns.

Following the notion in [11], our overall goal, semantic normalization of Web
tables is then defined as follows:

Definition 3 (Semantic Normalization). The objective of semantic normal-
ization s the detection and separation of individual semantic concepts C; con-
tained in a relation R. Multi-concept relations are split into multiple single-
concept relations Ro, C R, one for each concept. Single-concept relations remain
unchanged.

3 Characteristics of Web Tables

As outlined in the previous section, we are interested in semantically mean-
ingful binary relations in tables. Public datasets, such as Web and Open Data
tables, pose unique challenges for the identification of these relations. In the tra-
ditional DBMS environment, functional dependencies (FDs) are an integral part
of schema design to ensure the integrity of the data. They are derived from the
application logic or provided by domain experts. For public datasets, we usually
do not have access to this information and can only try to infer FDs directly from
the data, which leads to both, meaningful and coincidental FDs. Coincidental
functional dependencies are caused by the distribution of values in the table and
do not reflect semantic relationships between attributes. Web tables are very
likely to contain coincidental FDs as they are often considerably shorter than to
tables in business OLTP/OLAP environments, thus, representing only a small,
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and not always representative, subset of the attribute domain. Most coincidental
FDs are caused by unique columns, which are not a key of the table, or constant
columns.

In contrast, incomplete and anonymized data may cause meaningful func-
tional dependencies to be undetectable. Especially columns containing names,
often serving as the key of a concept, are affected by anonymization. In Open
Government Data, for instance, personal details such as names and contact
details are sometimes replaced with default placeholders such as N/A, redacted
or undisclosed. Compared to NULL values, these placeholders are not necessarily
detected in the data. In addition, we may encounter errors or inconsistencies in
the data that violate the functional dependency constraints, such as the following
example from our test corpus.

Program Name Program Address
Beth Emeth Homecare | 1080 McDonald Avenue
Beth Emeth Homecare | 1080 MacDonald Avenue

Inferring semantic relationships from the header of the tables is equally chal-
lenging, due to the varying quality and ambiguity of the column labels. In public
tables, we often encounter abbreviations, non-informative labels (e.g. name or
value), long descriptive labels or even missing labels. In addition, inconsistent
naming conventions across publishers of Web tables make it difficult to identify
the attributes presented in each column as well as the relations between them.

Overall, Web data is very heterogeneous and noisy and it is clear that we will
not achieve useful results if we focus only on data correlations or only on schema
correlations. Instead, we need to combine evidence from both, the table data as
well as the schema to filter out noise and only detect meaningful relations.

4 Semantic Normalization

4.1 Overview

In this section, we describe our normalization approach, including details for each
step involved. As outlined previously, to normalize the tables, we require mean-
ingful functional dependencies that reflect the semantics of the data. However,
without additional domain knowledge or expert support, we can only extract
potential dependencies from the data, which also introduces incorrect depen-
dencies. In order to retrieve only meaningful dependencies, we need to filter
the resulting set of candidates. Figure 2 illustrates the process involved in our
approach. In the first step (including 1.1 and 1.2) we extract all necessary infor-
mation from the data to form a dependency graph. After that, we systematically
evaluate and filter the dependencies in the graph (2.1 and 2.2). The remaining
dependencies then provide the base for the table normalization. Empty columns
are excluded from the process.
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Source Table Target Tables
1.1 Identify 2.1 Score + Filter
Entity Columns Intra-Concept FDs
i p C > —~E=
1.2 Extract
™~ Functional - ™[22 score +iter | 7 %
Dependencies Inter-Concept FDs

Fig. 2. Overview of semantic normalization process.

4.2 Entity Column Identification

In [10], Venetis et al. use a binary classifier and a set of five features to auto-
matically detect entity columns in single-concept tables, which frequently coin-
cide with the left-most STRING column. The column with the highest score is
selected if the classifier identifies more than one candidate per table. We follow
a similar classification approach. However, in contrast to single concept tables,
multi-concept tables contain multiple entity columns, located at any position in
the table. Therefore, we extended the original set of features (see Tables 1) with
six additional features (see Table 2).

In most cases, entity columns contain STRING tokens. While Feature 2
already checks for numeric content, we specifically check for STRING content in
Feature 6 to distinguish it from other non-numeric tokens, such as DATE tokens.
Feature 7 containes the column position divided by the total number of columns
in the table. Feature 8 records whether the column has a label, while Feature 9
searches for specific keywords in the label that might indicate an entity column.
So far, we check for the most prominent terms name and id, although further
keywords may be added. Finally, Features 10 and 11 look at the correlation
between the column in question and its left and right neighbors, using the prob-
ability in Eq.1 as the score. Assuming a reading order from left to right, with
attributes of a concept listed after the concept’s key column, we expect entity
columns to have a high correlation to its right neighbor, but a low correlation to
its left neighbor. If no neighbor exists, i.e. at the beginning and end of the table,
the correlation is set to 0. We tested various state-of-the art classifiers, including
SVM and Random Forest. Experimental results are detailed in Sect. 5.

Evaluation on real-world data has shown that in some cases the same concept
can be represented by multiple key columns, each of which can serve as the key
on their own. In almost all cases, these concepts contained both, a name and
an id column. We cluster these columns and select one representative for the
subsequent processing steps. Due to lack of space, we omit the details here.

From the set of entity columns in a table, we select the left-most entity column
with the largest number of dependent columns as the main entity column, which
describes the main topic of the table.

4.3 Extracting Functional Dependencies

As we assume binary relations, we are looking for functional dependencies (FD)
X — A, where the determinant X is a single column. Furthermore, we require
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Table 1. Features used in [10]. Table 2. Entity column features.
No | Feature description No | Feature description
1 Fraction of cells with unique content 6 Fraction of cells with String content
2 Fraction of cells with numeric content 7 Relative column position
3 Variance in number of data tokens 8 Has column label
4 Average number of data tokens 9 Label contains name or id
5 Column index (from the left) 10 | Correlation with left neighbor
11 | Correlation with right neighbor

X to be an entity column K. Extracting these dependencies from the table,
we receive two types of FDs as depicted in Fig. 3: inter-concept FDs K; — K
between two entity columns, and intra-concept FDs K — A; between an entity
and an attribute column. The figure also shows that, in addition to meaningful
FDs, we also extract several coincidental or transitive FD candidates.
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Fig. 3. Dependency graph for example table, including inter-concept and intra-concept
dependencies. Meaningful dependencies are marked in blue (Colour figure online).

Normally, we expect functional dependencies to be exact, meaning that the
dependency holds for each non-NULL value x € X. However, Web and Open
Data tables may contain errors or inconsistencies in the data that violate the con-
straint. In the literature, several measures have been proposed, that address this
issue by using approximate FDs instead of exact FDs [7,8,11]. Here we use the
notion introduced as probabilistic functional dependencies in [11]. A probabilistic
FD is denoted as X 2> A, where p is the probability that X — A holds in the data.
The probability is calculated as follows, where D,, is the set of distinct values in
X and a, is the value in A that occurs most often with value z:

ZzeDm |{,C7 a‘”'

ZxEDz ‘IB|

A threshold 8, then determines how much noise is tolerated in the data.

Pr(X — A) = (1)

4.4 Intra-concept Dependencies

Intra-concept dependencies reflect relationships between an entity column and
an attribute column. For each attribute column, we may retrieve several poten-
tial entity columns (see Fig.3). To identify the most likely entity column, we
propose a combination of structural and semantic measures to score and rank
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all candidates and select the one with the highest rank. The structural scores
Column Distance, Data Correlation and Null Value Distribution address the col-
umn arrangement as well as the distribution of values in the table. In addition,
the semantic scores Common Concept Label and Attribute Co-Occurrence take
into consideration the schema of the table and semantic relationships between
column labels.

Column Distance/Position. Two different assumptions motivate taking the
position of the columns and their distance into consideration. First, we assume
that, going from left to right, the concept identifier is mentioned before any
related attribute in the table. Therefore, FDs where the determinant X appears
before the dependent A in the table should be ranked higher than FDs with the
determinant appearing after the dependent. Second, we assume that attributes
of the same concept appear in close proximity in the table to indicate their
relatedness. Thus, FDs with a smaller distance between determinant and depen-
dent are assigned a higher score. We use the following equation to combine both
assumptions into a single score, where 6, is an adjustable threshold:

1— XA dist(X, A) < 64

0 ,else

scorecp(A, X) = { (2)

i—1 ,else

dist(Ay, A;) = {j —i i< (3)

Setting 6; to the number of columns in the table yields a relative score, while
using a constant value yields a score independent of the table size.

Data Correlation. We also take the correlation between data values into
account, using the notion of variation of information (VI) to measure redun-
dancy between an attribute column A and the candidate key column X. Varia-
tion of information is defined as follows, where I(A4, X) is the mutual information
between columns A and X and H(A) and H(A|X) are the entropy and condi-
tional entropy, respectively:

VI(A,X)=H(A)+ H(X) — 2I(A, X) (4)
I(A, X) = H(A) — H(A|X)

Multi-concept tables may contain redundancy in the data as the result of a
n : 1 relationship between two concepts (see example in Fig. 1). Similar levels of
redundancy between two columns indicate a stronger relationship. Since VI is a
distance metric, we use Eq. 5 to calculate the similarity score. To obtain a score
in the range [0,1], we use a normalized variant of VI, where H (A, X) is the joint
entropy. Note that for the special case of a FD between two constant columns
with H(A) = H(X) =0, Eq.5 is undefined. In this case, we assign a score of 1,
as we want this case to be interpreted as any other case where H(A) = H(X).

VI(A,X) -

A X)=1-
scorey (A, X) HAX)
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| Cityl Mayor | Elevation | Country| CountryArea| Country Population|

| City| Mayor | Elevation | Country | CountryArea | Country Population|

Fig. 4. Common concept labels for the example in Fig. 1

Null Value Distribution. FDs are only defined for instances where the values
in both columns X and A are not NULL. However, the distribution of NULL
values may help us identify coincidental FDs. For a meaningful FD X — A, we
expect key column X to not be NULL for all instances where attribute column A
is not NULL. Otherwise, column X may not be the correct key for the attribute.
Based on this assumption, we assign the following score in the range [0,1], where
N is the number of rows in the table, z; € X and a; € A:

ZneN Q(In)

seoreny (A X) = o= ) - a(an) (6)
R

Common Concept Labels. Analyzing the characteristics of Web tables, we
noticed that in many cases attributes of the same concept shared a common
label to indicate their relatedness. Figure4 shows the header of the example
table in Fig.1 with additional concept labels. Apart from different formatting
conventions, concept labels almost always appeared as a prefix to the actual
attribute label. To identify such common concept labels (CCL), we first extract
all prefixes that are shared by at least two columns in the table, using only the
longest common prefix. To ensure valid concept labels, we enforce the following
constraints: (1) the concept label must be a noun or compound of nouns, and (2)
the remaining attribute label must be a valid noun phrase, i.e. cardinal numbers
or single letters are not allowed.

Some tables with multiple nested concepts may even form a hierarchy of
CCLs. In this case, a longer common prefix suggests a stronger semantic relat-
edness and should receive a higher score. Therefore, we use Eq. 8 to score FDs,
where CCL(A, X) denotes the common prefix shared by attributes A and X and
maxzCCL(A) is the longest prefix that column A shares with any other column.
We use the word count to measure the length of a prefix.

L(A, X
scorecorn (A, X) = TM (8)
Attribute Co-Occurrence. Since concept labels are only available for a small
subset of columns, we use an additional, more general measure to identify the
semantic relatedness between attributes based on the coherency score proposed
in [3]. Utilizing their attribute correlation statistics database (AcsDb), which
is a large collection of unique schemas, including frequency statistics, of tables
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extracted from the Web, Cafarella et al. compute a score measuring how strongly
related the attributes in the table are. For a pair of columns, they calculate the
pointwise mutual information (PMI) based on the frequency and co-occurrence
statistics in AcsDDb (see Eq. 9). Attributes that occur together in the same schema
more often than they occur individually, are thought to be strongly related.

p(Alv A2)

PMI(Al,AQ) :logm

9)

PMI(A;, As)

S LT

(10)
We utilized AcsDB to retrieve PM I scores for all column pairs (A, X). To
address the ambiguity and sometimes low quality of attribute labels, we apply
basic schema normalization techniques [9] as well as synonym expansion to
increase the chance of finding corresponding attributes in AcsDb. Using nPM I,
the normalized variant of PMI, we receive a score between —1 and 1. As we
are only interested in positive evidence, we set the score to 0 if nPM1I returns
a score <0.

nPMI(A,X) ifnPMI(A,X)>0

0 else

scoreac (A, X) = { (11)

Combining Scores. To score the candidate dependencies we compute the
weighted sum of our scores:

scoresorai(A, X) = wo + wy - scorey (A, X) + ws - scorecor (4, X)
+ w3 - scoreac (A, X) + wy - scorenv (A, X)
+ ws - scorecp (A, X) (12)

From this total score we retrieve the functional dependency with the highest
score for each attribute column. Should more than one FD receive the highest
score, we choose the main entity column as the most likely entity column (if a
FD exists) or resort to the Column Distance score to decide. As a result, we
always select exactly one entity column as the concept key for each attribute.

4.5 Inter-concept Dependencies

Inter-concept dependencies reflect relationships between two concepts and are
represented by dependencies between the entity columns of each concept. Rela-
tionships between concepts can be much more complex than dependencies within
a concept. Here, we consider 1:1 or n:1 relationships. n : m relationships are not
that easily detected in the data and require a more comprehensive semantic
analysis. Similar to intra-concept FDs, we score each inter-concept FD using a
linear combination of the scores described in Sect. 4.4. The weights w; differ for

9
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inter-concept FDs, as, for instance, common concept labels are not as prominent
here as they are for intra-concept FDs. After scoring each dependency, we select
the dependencies with the highest scores, following the steps depicted in Fig. 5.
First, we resolve bi-directional dependencies between concepts. Although they
may represent a valid 1:1 relationship between the concepts, we need to remove
one direction in order to avoid splitting the graph into unconnected subgraphs.
Note that the directionality of the relation can be restored later. We keep the
dependency with the highest score, unless one of the columns is the main key
of the table. In that case we always favor the FD with the main key as the
determinant. After resolving bidirectional FDs, some of the columns may still
depend on more than one other column. For each of these columns we select
the FD with the highest score as described in Sect. 4.4, removing coincidental as
well as transitive dependencies in the process. The result is a dependency graph
where each column (except the main key) depends only on a single column,
resembling a join graph for the concepts in the table. Finally, we group intra-
and inter-concept FDs for each entity column to form single-concept tables.

City City City
A
(a) (b) (c)

Fig. 5. Selection process for inter-concept dependencies.

5 Experimental Evaluation

Dataset. To evaluate our semantic normalization approach, we selected 100 wide
tables from several data sources on the Web, including Wikipedia, data.gov.uk,
NYC Open Data' and Socrata?, to allow for a diverse set of schemata. We manually
labeled entity columns and identified concept boundaries for each table. To ensure
that our algorithm also works correctly for single-concept tables, we included some
in the test corpus. Table 3 shows the main statistics of the corpus.

Table 3. Dataset statistics. Table 4. Classification accuracy.
Min | Avg. Max Classifier Accuracy (%) ‘
# of rows 2 187.54 | 2507 Training | Test
# of columns 6 10.24 20 Random forest 87.1 86.6
# of empty columns | 0 0.22 4 SVM (PolyKernel) 74.9 76.6
# of entity columns |1 3.92 8 SVM (RBNFKernel) | 85.5 85.3
Logistic regression 74.9 77.1
! https://nycopendata.socrata.com/.
2
https://opendata.socrata.com/.
10
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Fig. 6. Evaluation of dependency selection process with respect to 6.

Entity Column Detection. For the classification of columns into entity and
non-entity columns, we split the dataset into a training and test set, each con-
taining 50 tables, with 518 and 484 columns, respectively. In both sets, the
entity /non-entity ratio is roughly 2:3. We tested various classification techniques
using the implementations in WEKA [6]. We optimized parameters using 10-fold
cross-validation on the training set and then evaluated each classifier on the test
set. Table4 shows the results. Additionally, we evaluated how well our algo-
rithm identified the main entity column amongst all entity columns in a table
(see Sect.4.2). Using the hand-labeled entity columns as input, the algorithm
selected the correct main entity column for all tables in the test set. However, if
the main key is not identified as an entity column by the classifier, our algorithm
cannot detect it at a later stage.

Inter-concept and Intra-concept Dependencies. To evaluate the scoring
and filtering of inter- and intra-concept dependencies, we used the hand-labeled
entity columns as input and compared the results to manually extracted binary
relations for each table. For our experiments, we set the parameter 8; = 20
(Eq. 2), which equals the maximum number of columns in our corpus. We learned
the weights w; for the scoring function in Eq. 12, using linear regression on the
training set, with different weights for intra- and inter-concept FDs. Figure6
shows the results of the dependency selection step for all tables in the test set.
The figure depicts the percent of columns in each table, for which the correct
dependency was selected or which was correctly identified as the main key. Empty
columns are discarded. Parameter ¢, determines the functional dependencies
that are extracted for each table. While a lower value tolerates more noise in
the data (see second instance in the figure), it also introduces more incorrect
dependencies for many tables. We achieved the best result for 6, > 0.95, which we
use in the remaining experiments. While we obtain good results for the majority
of tables, there are also some table with an accuracy below 75 %. In most of these
tables there is only very little or no evidence for a strong relatedness between
columns, with the decision ultimately based solely on the column distance.

Complete Normalization Process. After evaluating each subprocess individ-
ually, we now evaluate the complete normalization process. To see how errors in
the classification of entity columns affect the overall accuracy, in Fig. 7, we com-
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pare the result to the partial evaluation from the previous section. The results
show that in a few cases the classifier misses important entity columns, resulting
in a significantly lower accuracy for these tables. The entity columns in ques-
tion contained mostly numeric values, for instance transaction numbers, which
are very difficult to tell apart from other numeric attributes. This shows that
identifying the correct entity columns is essential for our approach.

|El partial ® completel

100%

75%H - I 5 a. | . . I -
50% 1 f | | |
25%H | |
9
0% 0 25

5 10 15 2 30 35 40

50
Tables

Fig. 7. Evaluation of the complete semantic normalization process (6, = 0.95).

Optimization. Some of the tables in our corpus have only very few rows, which
makes coincidental dependencies more likely. Also, the smaller the sample size,
the harder it is to distinguish between actual and coincidental dependencies.
In [11], Wang et al. address this issue by first integrating data from multi-
ple related tables into a single mediated schema, before extracting functional
dependencies, thus combining the samples.

We apply a similar optimization approach to our algorithm. However, given
the heterogeneity and ambiguity of schemas found in Web tables, we only com-
bine tables that have the same schema, including data types, to ensure that the
tables have the same semantics. Such tables are quite common, especially on
Open Data platforms, where the same statistics are often published each month
or for each department.

In our test corpus, we found tables with the same schema for 30 tables.
In Fig.8 we show the results for each of these tables, comparing the accuracy
obtained from individual tables to the accuracy obtained from clustering tables
with the same schema. The optimization step increases the accuracy for several
tables, especially tables 19 and 20. However, there are also three tables where
the clustering leads to a slightly lower accuracy. This is the case when a feature,
such as redundancy, is significant in a smaller sample, but becomes much less
significant in a larger sample.

|I:I individual & clusteredl

LT

15 20 25 30
Tables

100%
75% il {1
50% i {1
25% ]

0%

Fig. 8. Evaluation of optimization step (6, = 0.95).

12

Provided by Sachsische Landesbibliothek - Staats- und Universitatsbibliothek Dresden



Final edited form was published in "Conceptual Modeling 34th International Conference.
Stockholm 2015", S. 247-260. ISBN: 978-3-319-25264-3
https://doi.org/10.1007/978-3-319-25264-3_18

6 Related Work

Relational tables on the Web have been studied extensively in recent years, spe-
cially regarding their extraction [2,4] and integration [5] as well as their application
in search engines [3] and for entity augmentation [13]. Automatically understand-
ing Web tables, i.e. identifying the specific semantic concept(s) described in the
tables by mapping the columns to concepts, entities and attributes in a knowledge
base, has also received some attention. In [12], Wang et al. utilize Probase, a large
probabilistic taxonomy, while Venetis et al. use custom isA and relationship data-
bases in [10]. The majority of techniques designed to automatically process Web
tables is based on the simplifying single concept assumption, including [5,10,12-
14]. We see semantic normalization as a requisite preprocessing step for these appli-
cations in order to process multi-concept Web tables correctly.

Automatic database normalization has also been studied in the literature.
However, most approaches, such as [1], require the correct functional dependen-
cies, usually defined manually, as input. However, for public Web tables, we do
not have these FDs. In [7], Huhtala et al. propose an efficient algorithm for dis-
covering minimal functional dependencies in relational tables. In [8], Ilyas et al.
introduce soft functional dependencies as well as soft keys for columns where the
constraint does not necessarily hold for all values. The authors also address the
impact of sample size as well as constant columns on the number of functional
dependencies. However, the application of join optimization differs significantly
from our scenario. The closest to our work is the work on functional dependen-
cies in pay-as-you-go data integration systems by Wang et al. [11]. Here, the
authors introduce the notion of semantic normalization. Small Web tables are
integrated into a large mediated schema and probabilistic FDs are extracted to
transform the mediated schema into 3NF. In contrast to our approach, Wang
et al. only rely on correlations in the data to identify functional dependencies.
Additionally, our approach does not require the integration of all tables into a
large mediated schema, which seems infeasible for a large corpus of millions of
Web tables. Instead, we only combine tables with identical schemas.

7 Conclusion and Future Work

In this paper, we present a multi-phase algorithm for the semantic normalization
of Web and Open Data tables containing multiple semantic concepts. Identifying
concept boundaries within these tables is an important step towards automatic
table understanding and for the correct extraction of binary relations as required
for entity augmentation or question answering. An evaluation using complex
real-world tables shows that our approach can split these multi-concept tables
accurately into single-concept tables, given sufficient evidence in the data. The
goal for future work is to further improve entity column classification, as it is
essential for the semantic normalization of tables.
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