
Fakultät Psychologie Institut für Allgemeine Psychologie, Biopsychologie und Methoden der Psychologie
Professur für Neuroimaging

Reaction Time Modeling in Bayesian
Cognitive Models of Sequential
Decision-Making Using Markov Chain
Monte Carlo Sampling

Maarten Lars Jung
Geboren am: 11. Februar 1994 in Gotha

Master-Arbeit

Erstgutachter

Prof. Dr. rer. nat. Stefan Kiebel
Zweitgutachterin

Dr. rer. nat. Sarah Schwöbel
Betreuer

Prof. Dr. rer. nat. Stefan Kiebel

Eingereicht am: 18. November 2020



Fakultät Psychologie Institut für Allgemeine Psychologie, Biopsychologie und Methoden der Psychologie
Professur für Neuroimaging

Zusammenfassung

In dieser Arbeit wird ein neuer Ansatz zumGenerieren von Reaktionszeitvorhersagen für bayesia-
nische Modelle sequenzieller Entscheidungsprozesse vorgestellt. Der Ansatz basiert auf einem
Markov-Chain-Monte-Carlo-Algorithmus, der anhand von gegebenen A-priori-Verteilungen und
Likelihood-Funktionen von möglichen Handlungssequenzen Vorhersagen über die Dauer einer
Entscheidung für eine dieser Handlungssequenzen erstellt. Die Plausibilität der mit diesem
Algorithmus generierten Reaktionszeitvorhersagen wurde für einfache Beispielverteilungen
sowie für A-priori-Verteilungen und Likelihood-Funktionen eines bayesianischen Modells zur
Beschreibung von Gewohnheitslernen untersucht. Simulationen zeigten, dass die vom Markov-
Chain-Monte-Carlo-Sampler erzeugten Reaktionszeitverteilungen charakteristische Eigenschaf-
ten von typischen Reaktionszeitverteilungen im Kontext sequenzieller Entscheidungsprozesse
aufweisen. Das Verfahren lässt sich problemlos auf verschiedene bayesianische Modelle für
Entscheidungsparadigmen mit beliebig vielen Handlungsalternativen anwenden und eröffnet
damit die Möglichkeit, Reaktionszeitvorhersagen für Modelle abzuleiten, für die dies bislang
nicht möglich war.

Abstract

In this thesis, a new approach for generating reaction time predictions for Bayesian cognitive
models of sequential decision-making is proposed. The method is based on a Markov chain
Monte Carlo algorithm that, by utilizing prior distributions and likelihood functions of possi-
ble action sequences, generates predictions about the time needed to choose one of these
sequences. The plausibility of the reaction time predictions produced by this algorithm was
investigated for simple exemplary distributions as well as for prior distributions and likelihood
functions of a Bayesian model of habit learning. Simulations showed that the reaction time
distributions generated by the Markov chain Monte Carlo sampler exhibit key characteristics of
reaction time distributions typically observed in decision-making tasks. The introduced method
can be easily applied to various Bayesian models for decision-making tasks with any number of
choice alternatives. It thus provides the means to derive reaction time predictions for models
where this has not been possible before.
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1. Introduction

1.1. Bayesian Modeling of Sequential Learning

In everyday life we regularly encounter situations in which we have to make decisions that
do not lead to immediate reward. Instead, it is often necessary to perform a suitable series
of actions before we ultimately reach a goal. It has been proposed that such sequential
decision-making problems in uncertain, potentially changing, environments can be understood
in terms of Bayesian inference (Attias, 2003; Botvinick & Toussaint, 2012; Solway & Botvinick,
2012). In this approach, a Bayesian agent is equipped with an internal, so-called generative,
probabilistic model that specifies how observations, hidden states of the environment, actions,
and rewards are interrelated. Given a set of observations and starting from the assumption
that some combination of its actions will yield reward, an agent can utilize Bayesian inversion to
calculate the sequence of actions that best explains this assumption under its generative model.
However, this calculation is computationally intractable in the general case (e.g., Bishop, 2006;
Cooper, 1990) and it has been argued that humans use approximation schemes to solve such
inference problems (e.g., Friston, 2009, 2010). One influential approach called active inference
suggests an approximation based on variational inference, in particular the minimization of
the variational free energy with respect to an agent’s actions (Da Costa et al., 2020; Friston
et al., 2016; Friston et al., 2015; Schwöbel, Kiebel, & Marković, 2018). Besides a costly mental
simulation of the utilities associated with possible action sequences, which forms the basis of
goal-directed control (e.g., Dolan & Dayan, 2013), humans heavily rely on habits (e.g., Verplanken,
2018). Habitual, as opposed to goal-directed, control can be characterized as automatically
activated and computationally efficient processing that lacks sensitivity to outcome devaluation
and flexible adaption to changes in environmental action-outcome contingencies (Dolan &
Dayan, 2013; Wood & Rünger, 2016). How the brain balances between these two forms of
instrumental action control and how this arbitration should be implemented in computational
models is an open research question (Dolan & Dayan, 2013; Schwöbel, Markovic, Smolka, &
Kiebel, 2020). Schwöbel et al. (2020) recently suggested a Bayesian computational model that
coherently integrates the balancing of behavioral control in the active inference framework
by introducing habitual contributions through an agent’s prior beliefs about the usefulness
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of the action sequences available in the current context. This modeling approach forms the
computational basis for the work in this thesis, where I will go on to propose a novel approach
to introduce reaction time modeling into this established framework.

1.2. Reaction Time Predictions for Bayesian Cognitive Models

Mental chronometry, the measurement of information processing time, which once constituted
the foundation of quantitative psychology (Jensen, 2006), has now become a well-established
tool in modern experimental as well as theoretical psychology and neuroscience (e.g., Medina,
Wong, Díaz, & Colonius, 2015). Some authors even argue that mental chronometry “provides
the closest noninvasive interface between brain and behavior” (Jensen, 2006, p. xi) and that
the reaction time measure is the main method of cognitive psychology (Ward, 2015, p. 32).
Many studies in the field of experimental psychology and cognitive neuroscience use reaction
time data to make inferences about the cognitive processes underlying the task performance
of participants (Donkin & Brown, 2018; Jensen, 2006). Much of what is known about this
relation between performance and reaction times comes from empirical and theoretical work
in two-choice decision-making. This line of work has revealed several characteristics of choice
reaction time (CRT) distributions in simple decision-making tasks (see, e.g., Luce, 1986; Ratcliff
& McKoon, 2008; Ratcliff, Smith, & McKoon, 2015; Wagenmakers & Brown, 2007). First, and
common to almost all reaction time distributions, are unimodality and right-skewness: the
majority of reaction times are typically short, but there is also a (potentially large) number of
increasingly slower reactions that pull the tail of the distributions to the right. Second, increases
in task difficulty result in increasing mean CRTs and increases in the skew of the distributions.
Third, there is a positive (often linear) relation between increases in the mean and increases in
the standard deviation of CRTs as a function of task difficulty. And fourth, shifts from speed to
accuracy instructions cause an enlargement of the right tail of CRT distributions in addition to a
moderate positive shift in location. In the context of habitual and goal-directed decision-making,
an additional feature of CRTs is a decrease over the course of the learning or habit formation
processes (Eryilmaz et al., 2017; Hardwick, Forrence, Krakauer, & Haith, 2019; Heathcote, Brown,
& Mewhort, 2000).
Despite the importance of reaction times and the rising influence of Bayesian models in

cognitive neuroscience, there seems to be no ready-to-use method which generates CRT
predictions for Bayesian cognitive models of multialternative sequential decision-making. In
this thesis, I introduce a Markov chain Monte Carlo (MCMC) sampler that provides these CRT
predictions for Bayesian sequential decision-making agents. MCMC algorithms not only give
plausible explanations of how probabilistic inference in Bayesian models can be implemented
by neurons (Aitchison & Lengyel, 2016; Pecevski, Buesing, & Maass, 2011) but they also explain
suboptimal human inference such as probabilistic reasoning fallacies when sampling time is
restricted (Sanborn & Chater, 2016). It thus seems reasonable to assume that MCMC sampling
may also underlie the formation of CRTs which reflect the speed-accuracy trade-off inherent
to sequential decision-making tasks. In particular, I will introduce a specific variant of the
independent Metropolis-Hastings algorithm, which I call the Bayesian independence sampler,
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and propose that it can be used to generate plausible CRT predictions for Bayesian cognitive
models of habit learning. To test this proposition I will examine the following hypotheses:

• The CRT distributions generated by the Bayesian independence sampler show common
characteristics of reaction time distributions.

• Differences in the central tendency of CRT distributions can be modeled by passing
different stopping criteria to the algorithm.

• The predicted CRTs become shorter over the course the habit formation process.

• The stronger the habitual tendency, the faster the predicted CRTs drop over the course
of the habit formation process.

While the first two hypotheses test the idea that the proposed sampling method is in general
capable of producing plausible CRT predictions, the latter two probe the ability of the sampler
to describe expected CRT changes in the context of habit learning. To simulate choice behavior
in a habit learning context, the Bayesian habit-learning agent introduced by Schwöbel et al.
(2020) was used. Its task consisted in the navigation through a simple grid world with the goal
to collect the reward at a specific location.
I will start with a description of this grid world and by explaining how the navigation task

can be cast in terms of a Markov decision process (MDP). Then, I will briefly describe how
variational inference can be used to solve this task and how this is formalized in the hierarchical
Bayesian habit-learning model of Schwöbel et al. (2020). Next, I will give a general overview of
MCMC and of the independent Metropolis–Hastings algorithm. Building on that, I will show
how the Bayesian concept of prior distributions can be incorporated into this algorithm and
how a stopping criterion can be implemented to stop sampling when a sufficient number of
independent samples is reached. In Chapter 3 I will then show the results of passing generic
distributions as well as distributions generated by the Bayesian habit-learning agent to the
adapted algorithm. In the Discussion, I will first summarize and interpret my findings with
respect to the aforementioned hypotheses and the CRT literature. And finally, I will compare
the proposed CRT-generating sampling method with extensions of the widely used diffusion
decision model to reward-based decisions and give suggestions for future research.
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2. Methods

2.1. The Gird World and Its Underlying Generative Process

In this section I describe the environment in which the Bayesian habit-learning agent conducts
its navigation task and its probabilistic representation in terms of an MDP.
The task environment is a grid world consisting of 4×4 squares, two of which constitute the

fixed starting position (blue square in Figure 2.1) and the fixed goal position (golden square
in Figure 2.1). The agent’s task is to repeatedly navigate from the starting position to the goal
position by making a total of four choices which corresponds to executing four actions. At each
step the agent can choose among four actions: move up, move right, move down, or move
left. If the agent is currently located at a boundary and chooses to move in the direction of
the boundary, the movement fails and the agent does not change its position. After the agent
has conducted a sequence of four actions, its position is reset to the starting position and the
process repeats. There are a total of 50 repetitions (hereinafter referred to as episodes) until
the navigation tasks is finished.
Following Schwöbel et al. (2018) and Schwöbel et al. (2020), the generative process, which

describes the structure of the grid world and the connection between the grid world and the
agent, is modeled as an MDP.1 Within each of the 50 episodes the grid world starts out in its
initial state (position) s1 ∈ S := {1, ..., 16} at time step t = 1. The grid world then distributes a
reward r1 ∈ R := {1, 0} according to the state-dependent reward generation function Tr (rt|st).
The agent observes the reward and the current state of the environment and chooses an action
a1 ∈ A where A is the set of the four available actions describe above. Next, the grid world
transitions into time step t = 2 of the current episode where the state is updated to a new
state s2 ∈ S according to the state transition function Ts (st+1|st , at) which selects the new state
given the previous state s1 and the chosen action a1. Based on the new state a new reward
r2 ∈ R is distributed. The agent, again, observes the current state and reward and decides on a
new action a2 ∈ A. This process is repeated until the last time step t = 5 of the current episode
is reached and then iterated until the agent passed through all episodes.
1Schwöbel et al. (2018) and Schwöbel et al. (2020) rest their explanations on partially observable MDPs which,
when the agent can directly observe the states and when there is only one context as in the specific grid world
used in this thesis, reduce to MDPs.
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Figure 2.1.: Visual depiction of the grid world.
The numbers represent all possible states S = {1, ..., 16} in the grid world. The agent has to
navigate from state s1 = 2 (blue square) to state s5 = 12 (golden square) within a total of four
moves.

Putting all components together, the MDP is defined by the quintuple (S,R, A, Ts, Tr). For
completeness, the two functions involved are defined as

• Ts (st+1|st , at) :=
1 if st+1 is adjacent to st in the direction of at ,

0 otherwise,

• Tr (rt|st) :=
1 if (rt = 1 ∧ st = 12) ∨ (rt = 0 ∧ st 6= 12),
0 otherwise,

where the states correspond to the squares numbered from left to right and bottom to top
(see Figure 2.1). The agent’s goal can now be defined more precisely as finding a sequence of
actions (a1, a2, a3, a4) which leads from the initial state s1 = 2 to the goal state s5 = 12 where
the agent always receives the reward r5 = 1.
In what follows, I assume that the agent has complete knowledge of all quantities involved in

the MDP, i.e., it knows all states it can be in, all rewards it can get, all actions it can execute, and
has the correct representation of the state transition rules and the reward generation rules.
However, the agent still has to infer which sequences of actions are most suitable to achieve
its goal. It does this by leveraging its generative model—an internal representation of the grid
world, the agent’s beliefs and reward preferences.
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2.2. The Generative Model

In this section I describe the generative model of the Bayesian habit-learning agent that was
used to simulate choice behavior in the navigation task.
An agent’s generative model can formally be defined as the joint probability distribution over

all variables involved in an agent’s planning or inference process. To define the generative
model of the habit-learning agent I first assume, without loss of generality, that the agent
holds a representation of sequences of actions π := (a1, a2, a3, a4) ∈ {π1, . . . , π256} (hereinafter
referred to as policies2) instead of single actions. Furthermore, in accordance with Schwöbel
et al. (2020), I assume that

• the agent learns habits as a (conditional) prior distribution over polices p
(
π|θ

)
,

• the agent’s reward preferences are represented by

p (G = 1|rt) :=
0.999 if rt = 1,

0.001 otherwise,

where G is a dummy variable and a high value of p (G = 1|rt) corresponds to a strong
preference for the reward rt = 1 compared to the no-reward rt = 0,

• the agent is absolutely certain about its starting position

p (s1|s0, π) := p (s1) :=
1 if s1 = 2,

0 otherwise.

With p (ri|si) ≡ Tr (ri|si) and p (si+1|si, π) := Ts (si+1|si, ai) where ai is the i-th element of π, the
agent’s generative model of the k-th episode can now be defined as

p
(
s1:5, r1:5, π, θ

)
:= p (s1:5, r1:5|π)p (π|θ)p(θ|αk–1) ,

p (s1:5, r1:5|π) := t∏
i=1 p (ri|si)p (si|si–1, π) 5∏

j=t+1p
(
G = 1|rj

)
p
(
rj|sj

)
p
(
sj|sj–1, π

)
.

Figure 2.2 shows a graphical representation of this generative model for t = 3.
Due to the assumption of deterministic rewards, p (s1:5, r1:5|π) can be further simplified to

p (s1:5, r1:5|π) = t∏
i=1 p (si|si–1, π) 5∏

j=t+1p
(
G = 1|sj

)
p
(
sj|sj–1, π

)

where I introduced state preferences p
(
G = 1|sj

)
:=
0.999 if sj = 12,

0.001 otherwise.
2This nomenclature, which follows the recent active inference literature (e.g., Friston et al., 2016; Parr & Friston,
2019; Schwöbel et al., 2018; Schwöbel et al., 2020), deviates slightly from the reinforcement learning literature
where a policy is defined as a conditional probability distribution over actions given states (e.g., Sutton & Barto,
2018).
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θ
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Figure 2.2.: Probabilistic graphical model representing the agent’s generative model of the k-th
episode.

Filled circle indicate observed (random) variables, empty circles represent unobserved, latent
variables. The arrows indicate dependencies in the generative model. In the graphical model
above the agent has already traversed the states s1, s2, and s3 in which it received the rewards
r1, r2, and r3 according to the reward generation function Tr (rt|st). The states s4 and s5 as
well as the corresponding rewards r4 and r5 are still unobserved variables that the agent will
infer during its planning process when it calculates which policies π best explain the reward
observation r5 = 1. Habitual influences from previous episodes on the policy selection enter
through the parameter vectors θ and αk–1 as described in Section 2.3.

I now briefly explain the specific representation of the conditional prior distribution over poli-
cies and its parameters in terms of their probability distributions as they will play an important
role in the agent’s habit acquisition.3 For the conditional prior distribution over polices I set

p
(
π|θ

)
:= Cat

(
256, θ

) = 256∏
l=1 θ

δπ,πl
l

where δ is the Kronecker delta. The parameter vector θ is itself treated as a latent random
variable which is distributed according to the corresponding conjugate (Dirichlet) prior

p
(
θ|αk–1

)
:= Dir

(
256, αk–1

) = 1
B
(
αk–1

) 256∏
l=1 θ

αk–1l –1
l

where B
(
αk–1

)
is the multivariate beta function. The parameter vector αk–1 can be interpreted

as pseudocounts, specifically, each parameter αk–1l decomposes into the sum of an initial count
α0l and the count of how often the agent has chosen the l-th policy up until the previous episode
k – 1 (see the next section for more details).

3The interested reader is referred to Schwöbel et al. (2020) for more information on the parameterization of the
other distributions involved in the generative model.
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Having defined the generative model, the agent can utilize it for inferring which policies
it should execute. Importantly, this inference process automatically balances between goal-
directed and habitual control contributions, as I will explain in the next section.

2.3. Habitual and Goal-Directed Control Contributions

In the planning-as-inference approach it is assumed that agents use Bayesian inversion to
compute conditional probability distributions over policies from which the to be executed
actions will be chosen (Attias, 2003; Botvinick & Toussaint, 2012; Solway & Botvinick, 2012).
More precisely, the posterior distribution over policies given that an agent wants to receive
reward p (policy|reward) is calculated according to Bayes’ theorem

p (policy|reward) = p (reward|policy)p (policy)
p (reward) ,

which implies that p (policy|reward) is proportional to the product of the prior distribution over
policies p (policy) and the likelihood function p (reward|policy). To choose actions, the agent
then samples from p (policy|reward) and executes the actions prescribed by the sampled policy.
Building on this framework, as proposed by Schwöbel et al. (2020), habitual control distributions
can be interpreted as a sharp, low-entropy prior distribution p (policy); whereas goal-directed
behavioral control contributions enter through the likelihood function in which explicit forward
planning yields the expected reward. Importantly, higher probability values of specific policies in
the prior distribution p (policy) arise as a consequence of repetition: the more often a particular
policy has been selected in the past, the higher the prior probability of selecting this policy
again in the future. Under these premises, the balancing of control in p (policy|reward) is a
simple consequence of Bayes’ theorem—goal-directed and habitual control contributions are
automatically weighted by the multiplication of p (reward|policy) and p (policy).
Exact Bayesian inference as outlined in the simplified example in the last paragraph is

intractable in the general case (e.g., Bishop, 2006; Cooper, 1990) and extremely costly, if not
intractable, for the complex generative models embodied by biological systems (Kwisthout &
van Rooij, 2020). It has thus been argued that humans use deterministic approximation schemes
to invert their generative models (e.g., Friston, 2009, 2010). Here, instead of the true posterior
distributions, approximate posterior distributions q within restricted families of distributions are
calculated to lower computational costs. Following the active inference framework (Friston et al.,
2015; Schwöbel et al., 2018; Schwöbel et al., 2020), the agent’s inference process described in
the present thesis is based on variational inference. In particular, as proposed by Schwöbel
et al. (2020), the Bethe approximation is applied within a behavioral episode and the mean-
field approximation outside of an episode to calculate update equations for the approximate
posterior distributions q at the minimum of the variational free energy. These update equations
are the mathematical description of the agent’s information processing, i.e., its evaluation,
decision, and learning processes.
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The approximate posterior distribution over policies q (π) is updated according to
q (π) ∝ p′ (π) exp (–F (π)) ,
p′ (π) = exp

(∫
Θ
ln
(
p
(
π|θ

))
q
(
θ
)
dθ
)

where the negative policy-specific free energy –F (π) acts as a log-likelihood function.4 The
policy-specific free energy is low if a policy π predictably leads to preferred states as encoded
in p

(
G = 1|sj

)
. It thus represents the agent’s goal-directed, value-based evaluation of actions.

The second factor in the update equation, the marginal prior distribution over policies p′ (π),
expresses the agent’s prior beliefs about the usefulness of each policy. Critically, at the end of
every episode, the distribution over the parameter vector θ of p

(
π|θ

)
is updated to its posterior

distribution according to

q
(
θ|π, αk

) = 1
B
(
αk
) 256∏
l=1 θ

αkl –1
l ,

αkl = αk–1l + δπ,πl

which incorporates a habit-learning process into the agent’s information processing. In this
way, p′ (π) comprises habitual control distributions through changes in q (θ) whose shape is
influenced by relative increases in the pseudocounts αkl when specific policies are chosen more
often than others over the course of behavioral episodes. This results in a preference to repeat
previously chosen actions which in turn have been chosen by the agent because of their high
likelihood to successfully lead to the agent’s goals. This means that, by sampling from the
approximate posterior q (π) and executing the corresponding actions, the agent’s behavior
effectively reflects both goal-directed contribution through –F (π) and habitual contributions
through p′ (π), which are balanced according to Bayes’ theorem.
The strength of the agent’s habit learning is determined by the initial values of the pseudo-

counts α0l . If α
0
l = 1 for all l ∈ {1, . . . , 256}, choosing a policy π = πl, which increases αkl by one,

substantially changes the relative probability of this policy compared to the other policies in
the marginal prior distribution over policies p′ (π). Therefore, habits are learned very quickly. In
contrast, high initial values of the pseudocounts, e.g. α0l = 100 for all l ∈ {1, . . . , 256}, result in
much slower habit learning, since an increase by one in a particular pseudocount akl only slightly
raises the relative prior probability of the corresponding policy π = πl. Following (Schwöbel
et al., 2020), the habitual tendency of an agent or individual can thus defined as h := 1/α0l . This
is an important free parameter of the model, as it allows to simulate individual differences in
habit learning trajectories. For the simulations in this thesis I used different habitual tendencies
to investigate the influence of high and low habit learning rates on reaction time predictions for
the habit-learning agent. In the next section, I will describe the basic idea of MCMC sampling
which forms the basis of such reaction time predictions.

4For the particular MDP and the agent’s generative model described in Section 2.1 and 2.2, we get the simplified

likelihood function exp (–F (π)) ∝ {0.999 if π leads to the goal state s5 = 12,
0.001 otherwise.
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2.4. Markov Chain Monte Carlo

Markov chain Monte Carlo (MCMC) is one of the most flexible methods for sampling from
arbitrary probability distributions (Griffiths, Kemp, & Tenenbaum, 2008). It is based on the idea
to construct a Markov chain—a sequence of random variables in which each random variable
only depends on the most recent of all its predecessors—whose distribution is guaranteed to
converge to a target distribution if we run it for a long time. This way, if we sample from the
Markov chain many times, we will ultimately sample from the distribution of interest. Formally,
we can define a discrete-state, discrete-timeMarkov chain on a finite state space5 as a sequence
of random variables X0, X1, X2, . . . that satisfies

p (xn+1|xn, xn–1, . . . , x0) = p (xn+1|xn) for all n ∈ N0

where X0, X1, X2, . . . take values in the state space {1, . . . ,M}. Here, p (xn+1|xn) is a transition
kernel that (for each pair of states) specifies the probability P (Xn+1 = xn+1|Xn = xn) of the chain
moving from state xn to state xn+1 in step n + 1.
Our goal will be to use MCMC to sample from the approximate posterior distribution over

policies q (π). Therefore, we want a Markov chain that eventually converges to its unique
stationary distribution q (π), i.e.,

lim
n→∞

P
(
Xn = πj

) != Q
(
Π = πj

)
for all policies πj in the state space {π1, . . . , π256}.
Under a simple condition this convergence in distribution is assured in a class of algorithms

called Metropolis-Hastings algorithms by choosing an appropriate transition kernel p (xn+1|xn),
which I will explain in the next section.

2.5. Metropolis-Hastings Algorithms

The basic idea in Metropolis-Hastings (MH) algorithms is that the transition kernel p (xn+1|xn)
is represented by two probabilistic parts: a proposal and an acceptance (or rejection) of the
proposal. In each step n, the next state xn+1 of the Markov chain X0, X1, X2, . . . is chosen by first
sampling a candidate value (candidate state) yn from a proposal distribution g (yn|xn). Then, an
acceptance probability a (yn|xn) regulates if the proposed value is accepted, setting Xn+1 = yn,
or rejected, in which case the chain stays where it is, i.e., Xn+1 = xn. This two-step method
determines the MH transition kernel

p (xn+1|xn) =

g (yn|xn) a (yn|xn) if yn 6= xn,

g (xn|xn) + ∑
{yn 6=xn}g (yn|xn) (1 – a (yn|xn)) otherwise,

5In what follows, the terms “state space” and “state” refer to (the set of all possible) values that each random
variable in a Markov chain can take. This is not be confused with the states (positions) in the grid world described
in Section 2.1 and Section 2.2.
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where the probability of moving to a proposed state different from the current state is in the
first line, and the probability of staying in the same state (arising from proposed staying or
rejection of a proposed move) is in the second line (Murphy, 2012).
Hastings (1970) suggested to choose the acceptance probability as

a (yn|xn) := min
{
q (yn) g (xn|yn)
q (xn) g (yn|xn) , 1

} = min


q(yn)

g(yn|xn)
q(xn)

g(xn|yn) , 1


which completes the definition of the class of MH algorithms. This choice guarantees that
Markov chains generated by any MH algorithm eventually converge to the target distribution q
if the chosen proposal distribution g satisfies a simple condition: g has to be non-zero where q
is non-zero (Robert & Casella, 2004). Moreover, the ratio q(yn)

g(yn|xn) (or q(xn)
g(xn|yn) , respectively) only

needs to be known up to a multiplicative constant independent of the argument of q since any
such constant cancels in the expression of the acceptance probability a.
Aside from that, MH sampling is still valid if the proposal yn is independent of the current state

xn, i.e., when yn is sampled from an unconditional proposal distribution g (yn). In this particular
case, the MH algorithm is called independence (Metropolis) chain, independence sampler, or
independent Metropolis-Hastings algorithm (Gilks, Richardson, & Spiegelhalter, 1996; Robert &
Casella, 2004; Tierney, 1994). The focus in the remainder of this thesis will be on a variant of
the independent MH algorithm, which I call the Bayesian independence sampler.

2.6. The Bayesian Independence Sampler

In a Bayesian setting where the goal is to sample from a posterior distribution qpost, one popular
choice for the proposal distribution is the prior distribution gprior associated with the posterior
distribution of interest (Gamerman & Lopes, 2006). The acceptance probability then simplifies
as follows

a (yn|xn) = min
{qpost (yn) gprior (xn)
qpost (xn) gprior (yn) , 1

}
= min

{gprior (yn)L (yn) gprior (xn)
gprior (xn)L (xn) gprior (yn) , 1

}
= min

{
L (yn)
L (xn) , 1

}
where L denotes the corresponding likelihood function such that qpost ∝ gprior · L.
We thus get a simple variant of the independent MH algorithm in which candidate values yn

are sampled from the prior distribution gprior and get accepted if the likelihood of the candidate
value L (yn) compared to likelihood of the last accepted value L (xn) is high enough. Moreover,
by definition, the prior distribution gprior covers the support of the posterior distribution qpost
which ensures that any sequence of samples generated by this independent MH algorithm
eventually follows the target distribution qpost. Notably, the passage from samples of the prior
distribution gprior to samples of the posterior distribution gprior through modulation by the
likelihood ratio L(yn)

L(xn) clearly parallels Bayes’ theorem, which is why I call the algorithm Bayesian
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independence sampler.
We can describe the sampling procedure for the specific problem of sampling from the

approximate posterior distribution over policies q (π) by the following steps:6
1. Initialize a counter n to n = 0, generate an initial value x0 ∈ {π1, . . . , π256} and set X0 = x0.

2. Sample a candidate value yn from the marginal prior distribution over policies p′ (π).
3. Set Xn+1 =

yn with probability min
{
exp(–F(yn))
exp(–F(xn)) , 1} = min {exp (F (xn) – F (yn)) , 1},

xn otherwise.

4. Increment the counter n and repeat steps 2 and 3 until a stopping criterion is reached.

For a practical implementation of this algorithm we still need to decide on how to generate the
initial value x0 and when to stop the sampling process, that is, how to define a stopping criterion.
We can resolve the first issue by simply defining the initial value x0 to be a (single) sample
from the marginal prior distribution over policies p′ (π). In addition, I use the so-called effective
sample size (ESS; Kong, 1992; Kong, Liu, & Wong, 1994) to define a stopping criterion. Since
samples within Markov chains of MCMC algorithms are typically autocorrelated, the number
of samples per se is not a good indicator of the amount of information that a sequence of
samples provides about the target distribution q (π). This is intuitively clear when we consider
the two extreme poles of dependence between samples: perfectly correlated samples provide
only redundant information about the underlying distribution but total information about each
other, whereas independent samples provide unique information about the distribution of
interest but no information about each other. To account for this phenomenon, we use the ESS
to estimate the number of independent samples from the approximate posterior distribution
over policies q (π) that our sequence of samples is equivalent to. This is achieved by dividing
the total number of samples n by the so-called (integrated) autocorrelation time (ACT). The ACT
in turn measures the delay at which the autocorrelation between the sequence of samples and
the same sequence shifted by this delay becomes zero, i.e., the delay at which the sequence of
samples “forgets” where it started. The exact ESS and ACT definitions used in this thesis, as
outlined below, are borrowed from the software BEAST in version 1.10.4 (Suchard et al., 2018):

ESS :=
 n

ACT if ACT 6= 0,

1 otherwise,

ACT :=

1 + 2

L∑
l=1

acov(l)
acov(0) if acov (0) 6= 0,

0 otherwise,

acov (l) := 1
n – l

n–l∑
j=1
(
xj – x

) (
xj+l – x

)
,

6Note that the approximate posterior distributions over policies q (π) used in the Bayesian habit-learning agent are
calculated as described in Section 2.3 and that repeated sampling from these distributions is used only for the
purpose of generating CRT predictions.
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x := 1
n

n∑
k=1 xk

where L is the largest positive, even integer l ≤ min {n, 2000} such that all sums of adjacent
pairs of autocovariances acov (l – 1) + acov (l) up to this l are positive.
We can now define the stopping criterion of the Bayesian independence sampler as a prescribed
value ω of the ESS, that is, we stop sampling when ESS ≥ ω.
The idea of using a fixed ESS threshold ω to terminate sampling enables the Bayesian

independence sampler to predict reaction times. By analogy with diffusion and accumulator
models (for a review in the context of cognitive neuroscience, see Forstmann, Ratcliff, and
Wagenmakers, 2016), I assume that an individual’s decision time is proportional to the number
of samples nω needed to reach the threshold ω. I thus suggest that the decision time reflects the
time needed to accumulate sufficient evidence about the shape of the approximate posterior
distribution over policies q (π) before a decision is made, where sufficiency is determined by a
threshold amount of effective samples ω. Since the Monte Carlo standard error is inversely
proportional to the square root of the ESS (Gamerman & Lopes, 2006), I interpret ω as a
parameter that adjusts the speed-accuracy trade-off inherent in CRTs. As in common diffusion
and accumulator models, I further assume that the CRT equals the decision time up to an
additive shift which captures peripheral non-decision components such as stimulus encoding,
stimulus transformation, and response execution. Due to the probabilistic nature of the grid
world and of the Bayesian independence sampler itself, the algorithmdoes not produce constant
CRT predictions but distributions of predicted CRTs. I have used the Bayesian independence
sampler to generate many such predicted-CRT distributions in order to test the hypotheses
stated in Section 1.2. The results of these simulations will be depicted in the next chapter.
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3. Simulations and Results

To test the Bayesian independence sampler’s capability of generating plausible CRT distributions,
I first passed three different combinations of generic prior distributions and likelihood functions
with varying degree of similarity to the sampler. In a second step, the prior distributions and
likelihood functions were generated by the Bayesian habit-learning agent to probe the adequacy
of the sampler’s CRT predictions in the context of habit learning. To aid the qualitative plausibility
assessment of the generated CRTs, the best-fitting three-parameter lognormal distributions
are shown in the histogram figures of this chapter. The three-parameter lognormal distribution
family is one of the distribution families commonly used to approximate the shapes of reaction
time distributions and capture key characteristics of reaction time data (Cousineau, Brown, and
Heathcote, 2004; Ulrich and Miller, 1993; Wagenmakers and Brown, 2007; see also Ranger,
Kuhn, and Ortner, 2020; Rouder, 2005; Rouder, Province, Morey, Gomez, and Heathcote, 2015).
Details on the implementation of the simulations as well as the maximum likelihood estimates
of the three-parameter lognormal distributions can be found in Appendix A.

3.1. Generic Distributions

In the first scenario, I passed three different combinations of proposal distributions gprior and
likelihood functions L to the Bayesian independence sampler:

1. gprior: a discretized version of the normal distribution N
(
50, 202

)
constrained to the

support N+
≤99, which I denote as gprior = N[1,99] (50, 202); and L = gprior

2. gprior: a discrete uniform distribution gprior = DUnif (1, 99); and L = N[1,99] (50, 202)
3. gprior = N[1,99] (50, 202); and L ∝ 1

gprior .

The enumeration above is arranged according to increasing dissimilarity values between the
proposal distributions gprior and likelihood functions L (see Table 3.1 and Figure 3.1). The
support of the distributions was restricted to a set with an uneven number of elements to
achieve symmetric probability mass functions (see also Figure 3.1). For each of the gprior-L
combinations I ran the sampler 5000 times to create CRT predictions based on three different
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Figure 3.1.: Probability mass functions of the generic distributions used for the simulations.
All distributions were constrained to the support N+

≤99. DUnif (1, 99) is the discrete uniform
distribution, N[1,99] (50, 202) denotes a discretized normal distribution, and ∝ 1

N[1,99](50,202) is the
normalized version of 1

N[1,99](50,202) .
ESS thresholds ω ∈ {500, 1000, 5000}. Within each combination of gprior and L, the mean nω,
median ñω, and standard deviation sω of the number of samples needed to reach the threshold
ω increased with increasing values of ω. Moreover, within each threshold ω, the values of nω,
ñω, and sω increased with decreasing similarity between the proposal distributions gprior and
likelihood functions L as measured by the Kullback–Leibler divergence (see Table 3.1).
As shown in Figure 3.2 and Table 3.1, the predicted-CRT distributions were moderately right-

skewed and most of them showed a single region of high probability. In the simulations with
identical proposal distributions and likelihood functions for the ESS thresholds ω = 500 and,
although much less pronounced, ω = 1000, the distributions displayed a second peak at the
algorithmically induced lower boundary ω. All distributions could be well approximated by
three-parameter lognormal distributions, excluding the peaks at the lower boundary ω (see
Figure 3.2).
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Proposal distribution gprior Likelihood function L DKL
(
gprior||L

)
ESS threshold ω nω ñω sω γω

N[1,99] (50, 202) N[1,99] (50, 202) 0
500 663 665 99 0.815
1000 1314 1297 146 0.814
5000 6484 6446 349 0.891

DUnif (1, 99) N[1,99] (50, 202) 0.327
500 848 833 126 0.828
1000 1689 1663 185 0.874
5000 8368 8326 487 0.677

N[1,99] (50, 202) ∝ 1
gprior 1.267

500 3845 3762 766 0.625
1000 7769 7664 1170 0.629
5000 39321 39054 2921 0.534

Table 3.1.: Descriptive statistics of the CRT predictions for simple combinations of proposal
distributions and likelihood functions.

Displayed are the mean nω, median ñω, standard deviation sω, and skewness γω of the number of
samples needed to reach an effective samples size (ESS) of ω. Additionally, the Kullback–Leibler
divergence DKL

(
gprior||L

)
from the proposal distribution gprior to the likelihood function L is

shown.
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Figure 3.2.: Histograms of CRT predictions for simple combinations of proposal distributions
and likelihood functions.

The solid curves display the probability density functions of the best fitting three-parameter log-
normal distributions. All probability density functions were rescaled to match the corresponding
histogram bin counts.
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3.2. Distributions Generated by the Bayesian Habit-Learning
Agent

To investigate the adequacy of the Bayesian independence sampler’s CRT predictions in the
context of habit learning, I used the Bayesian habit-learning agent to generate proposal dis-
tributions gprior and likelihood functions L which I then passed to the sampling algorithm.
Specifically, I set up agents with the habitual tendencies h ∈ {0.01, 0.1, 1} which each navigated
through the grid world with its 50 episodes (as described in Section 2.1) 100 times. Figure 3.3
illustrates the influences of the parameter h on the habitual navigation through the grid world.
The average success rates of the agents, i.e., the percentage of episodes in which the agents
reached the goal, were very high and increased with increasing values of the habitual tendency
h (h = 0.01: 96.00%, h = 0.1: 97.70%, h = 1: 99.42%).
I then extracted themarginal prior distributions over policies p′ (π) and the likelihood functions

exp (–F (π)) of the first time step in each episode from these simulations and used them as
proposal distributions and likelihood functions for Bayesian independence sampling subject to
the ESS thresholds ω ∈ {500, 1000}. Whereas for the weak habit learner (h = 0.01) the prior
probability of choosing policies that lead to the goal state barely increased over the course
of the 50 episodes, it increased strongly for the strong habit learner (h = 1), particularly for
a small “habitually reinforced” subset of these policies (see Figure 3.4A). Consistent with that,
the similarity between the marginal prior distributions over policies p′ (π) and the normalized

Habitual tendency h = 1Habitual tendency h = 0.01

Figure 3.3.: Visual representation of the policies chosen by agents with different habitual ten-
dencies.

The cyan trajectories show the policies (paths) chosen by two agents with different habitual
tendencies. The line width indicates the frequency with which a certain path was followed.
Whereas the weak habit learner (h = 0.01) chose each of the six successful policies equally
often, the strong habit learner (h = 1) clearly developed a preference for a single policy.
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ESS threshold ω Habitual tendency h third nω ñω nω ñω sω γω

500

0.01
1st 34003 33196

33301 32606 4897 0.9862nd 33282 32568
3rd 32659 32112

0.1
1st 31097 30534

26182 25557 5447 0.7722nd 25757 25358
3rd 21982 21552

1
1st 15201 12548

8054 5480 6696 2.3192nd 5708 5568
3rd 3673 3607

1000

0.01
1st 68401 67426

66825 65856 7533 0.9492nd 66652 65611
3rd 65516 64528

0.1
1st 62417 61750

52585 51270 9804 0.6132nd 51835 51205
3rd 44081 43675

1
1st 30754 25392

16203 10874 13512 2.2892nd 11350 11044
3rd 7362 7238

Table 3.2.: Descriptive statistics of the CRT predictions for the Bayesian habit-learning agent.
Displayed are the mean nω, median ñω, standard deviation sω, and skewness γω of the number
of samples needed to reach the ESS threshold ω. The first, second, and third third comprise
the episodes 1–16, 17–33, and 34–50, respectively.

likelihood functions ∝ exp (–F (π)) increased faster for the strong habit learner than for the
moderate habit learner h = 0.1, and increased only marginally for the weak habit leaner (see
Figure 3.4B).
As a consequences of the increasing similarity between proposal distributions and (nor-

malized) likelihood functions with an increasing number of episodes, the mean number of
samples nω and the median number of samples ñω needed to reach the threshold ω decreased
over the course of the episodes. This decline depended on the habitual tendency h: the weak
habit learner showed barely any decrease while nω and ñω decreased drastically for the strong
habit learner (see Figure 3.5A and Table 3.2). The Bayesian independence sampler generated
distinctly lower nω and ñω values for the stopping criterion ω = 500 compared to the stopping
criterion ω = 1000. These patterns did not only emerge when the data of all 100 simulations
were considered together but also existed in the data of the individual simulations (see Figure
3.5B).
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Figure 3.4.: Time evolution of the marginal prior distributions over policies p′ (π).
A Displayed are the marginal prior distributions over policies p′ (π) and the normalized likelihood
functions ∝ exp (–F (π)) for episode 50 that were extracted from the two agents shown in Figure
3.3. Due to space restrictions, these functions are only shown for the most relevant range of
policies, i.e., the range which includes the six policies that lead to the goal state. The arrows
indicate the distance from the marginal prior distributions over policies p′ (π) to the normalized
likelihood functions ∝ exp (–F (π)) for these six policies.
B Kullback–Leibler divergence from the marginal prior distributions over policies p′ (π) to the
normalized likelihood functions ∝ exp (–F (π)) as a function of the episode, averaged over all
simulations for agents with the habitual tendencies h ∈ {0.01, 0.1, 1}.
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Figure 3.5.: Time evolution of the CRT predictions for the Bayesian habit-learning agent.
A The point estimates display the mean number of samples needed to reach the ESS threshold
ω, averaged over all simulations for each of the habitual tendencies h ∈ {0.01, 0.1, 1}. The
lower and upper limits of the vertical lines indicate the 2.5th and 97.5th percentiles of the
simulated data points.
B Data points of a single simulation for each habitual tendency h ∈ {0.01, 0.1, 1} that entered
the calculations for Figure 3.5A.
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Figure 3.6.: Histograms of CRT predictions for the Bayesian habit-learning agent.
The histograms show the frequency distributions across all episodes. The solid curves display
the probability density functions of the best fitting three-parameter lognormal distributions. All
probability density functions were rescaled to match the corresponding histogram bin counts.

All distributions of the predicted CRTs were right-skewed (see Table 3.2 and Figure 3.6). For
the strongest habitual tendency h = 1, the predicted CRT distribution was particularly skewed
and peaked. The variability in the CRT predictions increased with increases in the habitual
tendency. These characteristics did not differ between the two ESS stopping criteria. In addition,
when the ESS threshold was increased, the skewness remained approximately constant with a
qualitative trend towards lower skew values (see Table 3.2). Lastly, three-parameter lognormal
distributions matched the predicted CRT distribution reasonably well with the exception of the
region of highest probability for the habitual tendency h = 1 (see Figure 3.6).
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4. Discussion

In this thesis I have introduced the Bayesian independence sampler—a simple MCMC algorithm
that generates CRT predictions for Bayesian cognitive models of sequential decision-making.
Given a prior distribution over policies, a likelihood function, and a stopping criterion, this
sampler generates samples from the corresponding posterior distribution over policies. I
proposed that CRTs are, up to an additive constant, proportional to the number of samples
that the Bayesian independence sampler needs to reach the stopping criterion. This stopping
criterion was defined as reaching a threshold value of effective samples, that is, an estimated
number of independent samples from the posterior distribution of interest.
The sampler’s capability of generating plausible CRT predictions was tested in two scenarios.

First, generic combinations of prior distributions and likelihood functions were passed to the
sampler. And second, a Bayesian habit-learning agent, whose planning is based on active
inference, was utilized to produce prior distributions and likelihood functions in a simple
navigation task that were then fed into the sampler. While the first scenario simulated the
influences of varying similarity between prior distributions and likelihood functions when several
policies had high likelihoods to lead to the goal, the second scenario simulated influences of
changing prior distributions and different habitual tendencies in a habit-learning context where
only a few policies yielded reward.
With the simulations employed in this thesis I was able to show that the CRT distributions

generated by the Bayesian independence sampler exhibit two key characteristics of reaction
time distributions: unimodality and right-skewness (e.g., Luce, 1986). Additionally, distributions
of the three-parameter lognormal family, one of the distribution families commonly used
to approximate the shapes of reaction time data (Cousineau et al., 2004; Ulrich & Miller,
1993; Wagenmakers & Brown, 2007), fit the CRT predictions well. Positive shifts in the central
tendency of predicted CRT distributions (towards longer predicted CRTs) were observed when
the similarity between prior distributions and likelihood functions decreased and when the
stopping criterion was changed from lower to higher numbers of effective samples. In the
context of habit learning, this similarity-dependent change was reflected by decreases in
the predicted CRTs over the course of the habit learning process. Notably, the decline was
contingent on the agent’s habitual tendency (habit learning rate) in such a way that stronger
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habitual tendencies resulted in faster decreases.
These results support all hypotheses stated in Section 1.2. Moreover, they are largely in line

with the findings in research on CRTs in simple two-choice tasks and habitual decision-making
(see, e.g., Eryilmaz et al., 2017; Hardwick et al., 2019; Ratcliff & McKoon, 2008; Ratcliff et al., 2015;
Wagenmakers & Brown, 2007). A potential exception is the additional result of non-changing
or even slightly decreasing skewness when the effective sample size threshold was increased.
According to existing research, the right tail of the CRT distributions enlarges when instructions
change the focus from speed to accuracy (Ratcliff et al., 2015). If such changes in the instructions
are comparable to changes in the stopping criterion of the sampler, where larger thresholds
effectively bias the sampler’s speed-accuracy trade-off towards the accuracy end, then the
predictions of the Bayesian independence sampler disagree with the said findings. Lastly, the
variability in the CRT predictions increased with increases in the habitual tendency, and this
increase was accompanied by highly right-skewed predicted-CRT distributions for the strong
habit learner. To my knowledge, the impact of interindividual differences in habitual tendencies
on CRTs has not been studied yet; as a consequence, these findings provide interesting testable
prediction for future research.
Since the sampler’s CRT predictions, by definition, reflect the time needed to accumulate

sufficient evidence about the shape of posterior distributions over polices, the results support
an interpretation of reaction times as consequences of evidence accumulations processes.1 The
most popular model for explaining CRTs in decision-making under noisy information in terms
of evidence accumulation is the diffusion decision model (Forstmann et al., 2016; Ratcliff, Smith,
Brown, & McKoon, 2016). In its standard formulation, the diffusion decision model assumes that
evidence accumulation during two-choice decisions can be described as generalized Wiener
process (e.g., Blurton, Kesselmeier, & Gondan, 2017; Ratcliff, 1978). The accumulation in this
process comprises a systematic component, the so-called drift rate, and Gaussian noise which
induces random variation in the predicted choices and CRTs. Evidence is accumulated from
a starting point towards one of two thresholds, or decision boundaries (one for each option),
by updating the log-posterior ratio of the two options according to the log-likelihood ratio
of new observations. When a threshold is reached, the corresponding choice is made. Two
main approaches have been proposed that adapt the diffusion decision model for Bayesian
modeling in the context of reward-based decision-making. In the first approach, the drift rate
and/or decision boundary is assumed to be a function of the relative difference between the
expected reward values of the two alternatives (e.g., Frank et al., 2015; Milosavljevic, Malmaud,
Huth, Koch, & Rangel, 2010). In the second one, a new type of diffusion models is introduced in
which, instead of stochastic observations and a fixed likelihood function, a stochastic likelihood
function for a fixed, repeated, reward observation is used (Solway & Botvinick, 2012). Here,
the posterior distribution over policies evolves out of the prior distribution over policies by
repeatedly multiplying the prior distribution with a stochastic likelihood function, where the
stochasticity is a consequence of incorporating Gaussian noise into the generative model.
The diffusion decision model has been highly successful in accounting for CRT data of two-

alternative forced-choice paradigms in which participants executed stimulus discrimination
1Note that this type of evidence accumulation is different from the evidence accumulation in diffusion decision
models which I describe below.
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tasks, recognition memory tasks, or lexical decision tasks (see, e.g., Ratcliff et al., 2015; Voss,
Nagler, & Lerche, 2013). And it might also produce plausible, maybe even better predictions of
CRTs for Bayesian cognitive models of sequential decision-making than the Bayesian indepen-
dence sampler. However, the diffusion model approaches described above are only defined for
scenarios in which choices between exactly two actions or policies have to be made—thus, they
do not readily apply to multialternative decision-making scenarios such as the navigation task
used in this thesis. In general, there is no simple generalization of diffusion decision models
to the multialternative case (Audley & Pike, 1965; Laming, 1968). Several other models for
multialternative decision-making that use diffusion processes have been proposed, each of
them with different behavioral predictions (see, e.g., Leite & Ratcliff, 2010; McMillen & Holmes,
2006; Roxin, 2019). But, to my knowledge, none of these has been adapted for Bayesian models
of reward-based decision-making. By contrast, the Bayesian independence sampler is not
limited in this way but it rather produces CRT predictions for any number of policies implicitly
given by a prior distribution over policies and the corresponding likelihood function. That being
said, the explanatory power of diffusion decision models can still serve as an inspiration and
benchmark for further investigation of the Bayesian independence sampler’s predictions.
One important feature of the diffusion decision model is that it allows for simultaneous

modeling of the CRT distributions for correct and incorrect choices. Moreover, it accounts
for the finding of increasing mean CRTs, skewness, and standard deviations as a function of
increasing task difficulty in simple decision-making tasks. In the present thesis, no distinction
between CRT predictions for choices of policies that led to the goal (“correct” choices) and policies
that did not lead to the goal (“incorrect” choices) was made due to the very low occurrence of
incorrect choices. Also, there was no manipulation of task difficulty in the simple navigation
task studied here. Examining the Bayes independence sampler’s behavior under changing task
difficulty and the differences between its CRT prediction for correct and incorrect choices are
therefore important topics for future research.
So far, for the purpose of predicting CRTs, I have only used the number of samples that

the Bayesian independence sampler needs to reach predefined thresholds values. On closer
consideration, this does not leverage the full potential of the sampler as it utilizes the sampled
values (i.e., policies) only for determining when to stop sampling. This leaves two fascinating
aspects for future study. First, the consequences of using the last sampled policy (i.e., the
sample with which the chain crossed the threshold number of effective samples) as an agent’s
action selection mechanism could be studied. And second, building on the idea that the
brain is a Bayesian sampler (Sanborn & Chater, 2016) and following the main method for
inverting Bayesian models in statistics, MCMC sampling, the Bayes independence sampler
could be used more generally for model inversion in Bayesian generative models of sequential
decision-making. If the sampling-based model inversion results in plausible policy choices
and CRT predictions that are in line with existing research on human behavior in sequential
decision-making tasks, the proposed sampler could potentially obviate the need for additional
approximate inference schemes and provide a unifying framework for predicting both choice
behavior and the corresponding reaction times implied by a given Bayesian cognitive model.
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A. Appendix

A.1. Python and R Code

All simulations were conducted in Python 3.7.6 (Van Rossum & Drake, 2009). The code for
the simulations that involved the Bayesian habit-learning agent is based on code by Schwöbel
et al. (2020) and Schwöbel et al. (2018) which can be found at https://github.com/SSchwoebel/
BalancingControl and https://github.com/SSchwoebel/ActiveInferenceBPBethe, respectively.
For the maximum likelihood estimations of the three-parameter lognormal distributions and
for generating all descriptive statistics, R 3.6.3 (R Core Team, 2020) was used. Code sufficient to
replicate all simulations, the maximum likelihood estimations, all descriptive statistics, and most
parts of the figures was made publicly available at https://github.com/maarten-jung/master_
thesis.

A.2. Parameter Estimates of the Three-Parameter Lognormal
Distributions

The probability density function of a three-parameter lognormal distribution is given by (see,
e.g., Cohen & Whitten, 1980):

f (x) =


1(x–θ)√2πσ exp( –(ln(x–θ)–μ)2
2σ2

)
if θ < x ∧ σ > 0 ∧ θ,μ ∈ R,

0 otherwise.

Below I show the maximum likelihood estimates of the location parameters θ, the scale param-
eters μ, and the shape parameters σ that were used to plot the probability density functions in
Figure 3.2 and Figure 3.6.
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Proposal distribution gprior Likelihood function L ESS threshold ω θ μ σ

N[1,99] (50, 202) N[1,99] (50, 202) 500 267.840 5.949 0.247
1000 626.428 6.511 0.209
5000 4979.652 7.291 0.226

DUnif (1, 99) N[1,99] (50, 202) 500 280.304 6.318 0.218
1000 963.056 6.556 0.250
5000 6241.597 7.637 0.226

N[1,99] (50, 202) ∝ 1
gprior

500 46.538 8.222 0.199
1000 1581.303 8.713 0.187
5000 21625.283 9.768 0.164

Table A.1.: Maximum likelihood estimates of the location parameters θ, the scale parameters μ,
and the shape parameters σ that were used to plot the probability density functions
in Figure 3.2.

ESS threshold ω Habitual tendency h θ μ σ

500

0.01 15800.734 9.733 0.273

0.1 7717.345 9.781 0.292

1 1582.559 8.396 0.828

1000

0.01 36822.235 10.279 0.245

0.1 19795.695 10.353 0.299

1 3764.770 9.007 0.878

Table A.2.: Maximum likelihood estimates of the location parameters θ, the scale parameters μ,
and the shape parameters σ that were used to plot the probability density functions
in Figure 3.6.

33



Eidesstattliche Erklärung

Hiermit erkläre ich, Maarten Lars Jung, dass ich die unter der Betreuung von
Prof. Dr. rer. nat. Stefan Kiebel vorliegende Arbeit selbstständig verfasst und keine anderen
als die angegebenen Hilfsmittel verwendet habe. Alle angeführten Zitate habe ich kenntlich
gemacht.

Dresden, 18. November 2020

Maarten Lars Jung


	Titelblatt
	Zusammenfassung
	Abstract
	Contents
	Introduction
	Bayesian Modeling of Sequential Learning
	Reaction Time Predictions for Bayesian Cognitive Models

	Methods
	The Gird World and Its Underlying Generative Process
	The Generative Model
	Habitual and Goal-Directed Control Contributions
	Markov Chain Monte Carlo
	Metropolis-Hastings Algorithms
	The Bayesian Independence Sampler

	Simulations and Results
	Generic Distributions
	Distributions Generated by the Bayesian Habit-Learning Agent

	Discussion
	Bibliography
	Appendix
	Python and R Code
	Parameter Estimates of the Three-Parameter Lognormal Distributions


